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Abstract
Models are an integral part of any engineering process and therefore an essential tool in
scientiﬁc and high-performance computing: In particular, performance models assess the
efficiency of implementations and, if needed, help locate bottlenecks and select suitable optimization approaches. In the same way, power and energy models are used to meet similar
demands put forth from within the entire spectrum of computing: from the increase of battery life in mobile devices to sustainable power budgets for next-generation supercomputers.
The work carried out in this thesis can be summarized as two main efforts, the ﬁrst of
which is the development of performance, power, and energy models for loop-based streaming codes. The proposed models are built on ﬁrst principles and speciﬁcations but rely on
selected empirical data to increase their precision; as a result, the presented models deliver
estimates of unprecedented accuracy. Generality as a design goal is addressed by taking different processors from various vendors—including Intel, AMD, and IBM—into account. The
second effort of this thesis is to improve the community’s understanding of performance-,
power-, and energy-related behavior of contemporary server processors by deriving insight
from the models’ ﬁrst principles. In this respect, the scientiﬁc contributions include the identiﬁcation of universal behavior, the uncovering of governing mechanisms, and the creation
of best practices to optimize performance as well as power and energy consumption.
The performance-related work revolves around the improvement of the previously published Execution-Cache-Memory (ECM) model’s generality, portability, and accuracy: The
model is made more general by separating microarchitecture-speciﬁc behavior from the model’s ﬁrst principles and distilling them into a separate machine model, which includes all
necessary information to apply the ECM model to a speciﬁc microarchitecture. Portability is
addressed by proposing a method to establish machine models for new microarchitectures,
including tools for automated determination of core-related information and a set of systematic measurements to determine relevant cache- and memory-related information. The method is successfully applied to obtain machine models for all investigated processors. Along
the way, a number of key observations could be made and used to improve the model’s accuracy, one of which is that latency contributions to data transfer times can no longer be
neglected on modern processors; moreover, the frequency of the Uncore (i.e., the part of the
chip comprising, among other things, the core interconnect and memory controllers) was
identiﬁed as a variable with a signiﬁcant impact on performance; ﬁnally, the linear-scaling
assumption underlying the original ECM model’s multi-core estimates was found inadequate for current multi-core processors, which led to the development of a reﬁned strategy for
multi-core estimates that improves accuracy by up to an order of magnitude.
The proposed power model was designed based on ﬁrst principles derived from empirical
data, the most important of which is that different frequency domains need to be modeled
separately. As a result, the model is based on the separation of total processor power into a
baseline component, which comprises contributions from all parts of the chip that are not
cores and depends on the chip’s Uncore frequency, and a core power component, which depends on the number of active cores, their frequency, and code scalability. This separation

makes the model general in the sense that it can be applied to all investigated processors,
which differ signiﬁcantly with respect to the number of frequency domains and their adjustability. To describe the relationship between frequency and dissipated power of each of
the components a second-degree polynomial was found to be sufficient. The power model is
comprehensive in two respects: It recognizes the signiﬁcance of the Uncore frequency, making it the ﬁrst analytic model to take all relevant tunable parameters into account; also, it
is the ﬁrst analytic model that can deal with both scalable and saturating codes, a feature
that is achieved by applying a dampening term that is a function of parallel efficiency. Investigations showed that manufacturing-related variations of processor quality and with it
the ﬂuctuation in power usage prevent the use of parameters obtained on a specimen of a
processor model to be used for power predictions for other processors of the same model.
By combining the reﬁned ECM and the proposed power model, an energy model can be
constructed that retains the properties of its underlying models: The energy model is general,
comprehensive, highly accurate, and based on ﬁrst principles. These properties make it a
practical tool to identify optimum operating points with respect to energy cost or energydelay product, a process that otherwise requires full parameter studies which can take up
to weeks, compared to few measurements that can be carried out within minutes to set up
the models. That fact that the model is based on ﬁrst principles opens it up to rational and
mathematical analysis to reveal insights into processors’ energy behavior and establish best
practices to reduce energy consumption: Independent of the processor, the maximum energy
efficiency is reached when executing scalable codes on all cores and saturating codes with
exactly the amount of cores necessary to saturate performance. The Uncore frequency was
identiﬁed as a major variable inﬂuencing power consumption. On the Broadwell-EP CPU,
lowering the Uncore frequency results in energy cost reductions between 20-40% without
impacting performance in some cases. This ﬁnding indicates that processors that offer a
separate tunable frequency domain for the Uncore are superior to those that do not in terms
of energy efficiency. With respect to the core frequency, a number of closed-form expressions
could be derived that allow a direct calculation of the most energy-efficient frequency. In
general, it was found that depending on processor and application energy savings of up to
20-50% are possible without sacriﬁcing performance by choosing optimal operating points
in terms of frequencies and number of active cores.
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Zusammenfassung
Modelle sind integraler Bestandteil der Ingenieurwissenschaften und somit auch im Bereich des wissenschaftlichen und Höchstleistungsrechnens ein unverzichtbares Werkzeug.
Beispielsweise kommen dort häuﬁg Modelle zur Vorhersage der Rechenleistung zum Einsatz, etwa um die Effizienz einer Implementierung zu bewerten oder um geeignete Strategien
zur Steigerung der Rechenleistung auszuwählen. In gleicher Weise ﬁnden Modelle zur Vorhersage der Leistungsaufnahme und des Energieverbrauchs in vielen Bereichen Anwendung
– angefangen bei mobilen Geräten, wo Wissen über energetisches Verhalten zur Steigerung
von Akku-Laufzeiten beitragen kann, bis zu großen Cluster-Installationen, wo energie- und
damit auch kosteneffizientes Rechnen kontinuierlich an Bedeutung gewinnt.
Der Inhalt dieser Arbeit lässt unter den beiden folgenden Gesichtspunkten zusammenfassen. Zum einen die Entwicklung von Modellen zur Vorhersage von Rechenleistung, Leistungsaufnahme und Energieverbrauch von schleifenbasierten Anwendungen mit regelmäßigen Speicherzugriffsmustern auf modernen Mehr- und Vielkernprozessoren. Dabei basieren alle entworfenen Modelle grundsätzlich auf ab-initio-Ansätzen und Hersteller-Speziﬁkationen, verwenden zur Erhöhung ihrer Genauigkeit jedoch punktuell empirische Daten.
So ist es möglich Vorhersagen mit beispielloser Fehlerfreiheit zu treffen. Um Allgemeingültigkeit als Entwurfsziel zu gewährleisten, wurden sämtliche Modelle unter Berücksichtung
verschiedener Prozessoren von Intel, AMD und IBM entwickelt. Das zweite Ziel dieser Arbeit besteht darin, aus den getroffenen und validierten Modellannahmen allgemeingültige Gesetzmäßigkeiten zum Verhalten moderner Prozessoren in Bezug auf Rechenleistung,
Leistungsaufnahme und Energieverbrauch abzuleiten; wissenschaftliche Beiträge in diesem
Kontext beinhalten die Identiﬁkation universellen Verhaltens, das Ermitteln von zugrundeliegenden Mechanismen und den Entwurf von Praktiken um Rechenleistung, Leistungsaufnahme und Energieverbrauch zu optimieren.
Im Kontext der Modellierung der Rechenleistung liegt der Schwerpunkt dieser Arbeit in
der Verbesserung von Universalität, Portierbarkeit und Genauigkeit des bestehenden Execution-Cache-Memory (ECM) Modells: Die Universalität des Modells (d.h., die Anwendbarkeit auf unterschiedliche Prozessoren) wird erreicht, indem mikroarchitekturspeziﬁsche
Verhaltensweisen aus den Grundannahmen des Modells entfernt werden. Stattdessen wird
dieses Verhalten in einem separaten, prozessorspeziﬁschen Maschinenmodell beschrieben,
welches alle notwendigen Informationen enthält, um Vorhersagen für diesen Prozessor mit
dem ECM-Modell zu treffen. Die Portierung des Modells auf eine neue Mikroarchitektur
beschränkt sich somit auf die Bestimmung des dazugehörigen Maschinenmodells. Für diesen Prozess werden in der Arbeit sowohl Strategien als auch Werkzeuge für automatisierte
Messungen bereitgestellt und anschließend erfolgreich angewandt um Maschinenmodelle
für die in der Arbeit untersuchten Prozessoren zu bestimmen. Beim Bestimmen dieser Maschinenmodelle werden wichtige Einsichten gewonnen, die anschließend zur Erhöhung der
Genauigkeit beitragen: Zum Beispiel die Identiﬁkation von Latenzbeiträgen zu Datentransfers, der Einﬂuss der Uncore-Frequenz auf Cache- und Speicherbandbreiten oder Kollisionen
auf dem Speicherinterface, die bei Verwendung mehrerer Kerne auftreten.

Das in der Arbeit entworfene Modell zur Vorhersage der Leistungsaufnahme beruht auf
der Erkenntnis, dass unterschiedlich Teile des Prozessors separat modelliert werden müssen, insbesondere wenn diese mit unterschiedlichen Taktraten betrieben werden. Die Konsequenz daraus ist die Aufspaltung der Gesamtleitungsaufnahme des Prozessors in zwei
Komponenten: Zum einen eine Grundlast-Komponente, die Beiträge von Teilen des Prozessors beinhaltet, die nicht zu Prozessorkernen gehören. Da diese nicht-Kern-Teile des Prozessors mit der Uncore-Frequenz betrieben werden, beeinﬂusst dieser Takt die Leistungsaufnahme dieser Komponente maßgeblich. Zum anderen eine Kern-Komponente, welcher
die von den Kernen aufgenommene Leistung beschreibt. Diese Komponente hängt von der
Zahl der aktiven Kerne, deren Takt und der Skalierbarkeit der ausgeführten Applikation ab.
Durch die getrennte Betrachtung der beiden Komponenten ist das Modell universal für alle
untersuchten Prozessoren, die sich signiﬁkant in Bezug auf die Anzahl von Teilen mit unterschiedlicher Frequenz und der Justierbarkeit von Frequenzen unterscheiden, einsetzbar.
In den jeweiligen Komponenten wird die Beziehung zwischen Frequenz und Leistungsaufnahme durch ein Polynom zweiten Grades beschrieben. Das resultierende Modell kann in
Bezug auf die folgenden beiden Aspekte als umfassend betrachtet werden: Es erkennt die
Bedeutung der Uncore-Frequenz an und ist damit das erste Modell, das alle relevanten,
vom Benutzer einstellbaren Prozessor-Parameter berücksichtigt. Weiterhin ist es das erste
auf ab-initio-Ansätzen basierte Modell, das sowohl mit skalierbaren als auch saturierenden
Anwendungen umgehen kann. Letzteres wird erreicht, indem die Leistungsaufnahme der
Kerne in Abhängigkeit von der parallelen Effizienz gedämpft wird.
Durch die Kombination der entwickelten Modelle zur Vorhersage der Rechenleistung und
Leistungsaufnahme kann ein Energiemodell abgeleitet werden, welches die Eigenschaften
der ihm zugrundeliegenden Modelle erhalten kann: Das Energiemodell ist universell, umfassend, besitzt eine hohe Genauigkeit und basiert auf analytischen Überlegungen. Diese
Eigenschaften machen das Modell zu einem nützlichen Werkzeug bei der Bestimmung von
optimalen Betriebsparametern in Bezug auf Energieverbrauch oder dem Produkt aus Energie und Laufzeit (engl. energy-delay product, eine Metrik die oft bei der multikriteriellen
Optimierung von Rechenleistung und Energieverbrauch verwendet wird): Statt langwieriger, lückenloser Parameterstudien, die aufgrund der hohen Zahl an konﬁgurierbaren Parametern moderner Prozessoren einen Zeitaufwand von mehreren Wochen bedeuten können,
kann das Modell nach Messungen zur Eichung, die nur wenige Minuten in Anspruch nehmen, zur Berechnung von optimalen Betriebsparametern verwendet werden. Die Tatsache,
dass das Modell auf analytischen Ansätzen basiert, eröffnet die Möglichkeit, mathematische
Methoden zur Untersuchung anzuwenden und so Einsichten in das Energieverhalten zu gewinnen und daraus Praktiken zur Reduzierung des Energieverbrauchs abzuleiten. So wird
unabhängig von Prozessor die höchste Energieeffizienz erreicht, wenn bei skalierbaren Anwendungen alle Kerne und bei saturierenden Anwendungen genau so viele Kerne, wie zum
Saturieren des Speicherinterfaces benötigt werden, verwendet werden. Weiterhin wurde die
Uncore-Frequenz als Variable mit starkem Einﬂuss auf den Energieverbrauch identiﬁziert.
Beim Broadwell-EP-Prozessor kann diese Frequenz in vielen Fällen ohne Einbußen an Rechenleistung verringert und der Energieverbrauch dadurch um 20–40% gesenkt werden.
Auch konnte eine Reihe geschlossener Ausdrücke abgeleitet werden, die es ermöglichen, die
ideale Kernfrequenz hinsichtlich des Energieverbrauchs direkt zu bestimmen. Im Allgemei-
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nen sind durch die Wahl geeigneter Parameter auf den untersuchten Prozessoren Energieeinsparungen von bis zu 50% ohne Beeinträchtigung der Rechenleistung möglich.
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Chapter 1
Introduction
The usefulness of performance, power, and energy models for modern processors is undisputed. For a long time, performance models have proven valuable to practitioners from
a wide range of different backgrounds: On one end, there are processor designers, who
use models for rapid design-space exploration to identify promising conﬁgurations that
are then examined in more detail by more accurate simulators. On the other end, there
are application programmers, whom performance models provide with upper bounds to
performance—thereby supplying them a means to asses the quality of their code with respect
to how efficiently it uses the available hardware resources; moreover, programmers beneﬁt
from performance models that help locate bottlenecks and guide performance-engineering
efforts to work around these bottlenecks to increase application performance. In between
these two ends lie a great many other groups that beneﬁt from such models: E.g., they can
help system designers make more informed decisions when it comes to procurement of new
cluster resources, for the increasing complexity of modern processors makes it difficult to
estimate the beneﬁts of a new hardware for particular workloads based on vendor speciﬁcations alone.
While in most environments performance is still paramount, in the past decade energy
considerations have grown in importance along the entire spectrum of computing,1 which
has lead to an increasing amount of research activity toward power and energy models. In a
similar way that performance models help improve performance, power and energy models
can help practitioners improve energy efficiency. In combination with performance models, they help processor designers determine and quantify trade-offs between performance
and energy consumption. The models can also be used to operate existing processors in an
energy-efficient way by identifying optimum operating points that minimize energy cost. In
HPC especially, where the share of utility cost to total cluster ownership has been steadily
increasing over the past decades, increasing the energy efficiency of applications directly results in more “science” (i.e., useful core hours) per dollar.
When it comes to modeling, the literature discerns two opposing approaches [3]: On one
1

Energy considerations permeate almost the whole spectrum of computing—from mobile devices, where battery life constraints require the energy-efficient use of resources, to high-performance computing (HPC)
clusters, where energy efficiency is imperative to reach the stated goal of exascale computing within a
20 MW power envelope [1, 2].
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side, there are white-box models (also called ﬁrst-principles, analytic, or mechanistic models),
which are constructed from ﬁrst principles and speciﬁcations (e.g., vendor data sheets in the
case of processors). On the other side, there are black-box models (also called statistical or
trained models) which require no previous knowledge about the system to be modeled and
are based exclusively on empirical data. It is worth pointing out that a signiﬁcant number of
models used in practice draw on ideas from both ends of this black-and-white spectrum [3].
Due to their design, black-box models prove particularly suitable in situations where no
information about a processor is available. However, there is a fundamental problem with
bootstrapping black-box models: How should benchmarks that gather empirical data to
train the model’s parameters be designed without any prior knowledge of the system? If a
benchmark does not take all peculiarities of a system into account, it may produce unsuitable empirical data—and a model trained with such data is unlikely to deliver the intended
results. Consider, for example, the “add throughput” (i.e., the number of ﬂoating-point additions over time) of a processor core. It turns out that even for such a simple metric, relying
on a high-level language benchmark to obtain empirical data proves fatal: Because compilers do not perform sufficient loop-unrolling, register-dependencies in the resulting instruction mix lead to the performance being limited by the add instruction’s latency instead of its
throughput. A model trained with this empirical data will signiﬁcantly underestimate a processor’s throughput. Such a wrong upper bound to performance may lead programmers to
prematurely abandon performance optimization efforts, for they are misled to believe their
code already attains maximum performance. For more complex metrics, the situation only
gets worse, so relying on high-level language benchmarks and compilers for measurements
to gather meaningful empirical data is clearly not an option.2 Moreover, the problem can
not be solved by naively using low-level assembly code either: If no details about a microarchitecture are known, how should the optimum instruction mix for obtaining the intended
empirical data be constructed?
Analytic models that are based on reliable speciﬁcations do not suffer from this shortcoming. However, in practice, it is rarely the case that all necessary speciﬁcations are readily
available. In particular, in the case of processors, vendors may share a signiﬁcant amount of
speciﬁcations in some areas but refrain from doing so in others for fear of having intellectual
property stolen or reverse-engineered. In other cases, speciﬁcations might be available, but
due to the complex interaction of different parts of the processor (sometimes in unforeseen
ways), documented numbers can never be observed in practice. To work around these shortcomings, analytic models are often augmented with empirical data, thereby turning them
into (in keeping with the above terminology) gray-box models. One example from the class
of gray-box models is the well-known Rooﬂine model [5]: While it is based on ﬁrst principles (performance is either limited by ﬂoating-point performance or memory bandwidth)
and speciﬁcations (the peak ﬂoating-point performance is derived from vendor speciﬁcations), it relies on empirical data to address the fact that in practice sustained memory bandwidth does not live up to the speciﬁcations of the memory subsystem. The fact that gray-box
models partially rely on empirical data means they are susceptible to the same problems as
2
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This is substantiated by benchmarks such as lmbench [4], which are highly sensitive to compilers, different
versions of the same compiler, and compiler ﬂags.

black-box models (i.e., inept benchmarks producing unsuitable empirical data leading to a
ﬂawed model). However, there are several factors that mitigate the problem: For one thing,
the amount of empirical data that goes into gray-box models is often limited because typically only small gaps left by the documentation need to be ﬁlled. For another, whereas
benchmarks that gather empirical data for black-box models are carried out “completely in
the dark” (i.e., without any prior knowledge of the system), benchmarks for gray-box models
can be more directed by taking existing speciﬁcations into account.
In addition, models that are at least partially analytic have the following advantages over
black-box models:
• Identiﬁcation of universality: If an analytic model produces meaningful results in several different situations (e.g., for different processors, codes, …), even if the actual
parameters are different, this is an indication of universal behavior. Example: The
“energy-frequency convexity rule” [6] states that independent of the processor, for applications where performance is linear in the clock frequency, the function describing
the energy cost versus the core clock speed has a minimum (i.e., there exists an optimum frequency that minimizes energy consumption).
• Insight via model nature: Analytic models can be expressed mathematically, opening them up to analysis using analytic optimization techniques. Example: Function
derivatives and gradients can be determined to identify optima instead of doing an
exhaustive exploration of the parameter spaces.
• Identiﬁcation of governing mechanisms: If a model is built upon a certain assumption, and the model makes “good” predictions (qualitatively or quantitatively), this
is a strong indication (though not a proof) that the assumption was correct. Example: The Rooﬂine model works very well for giving full-chip performance estimates of
modern processors and accelerators, which substantiates its premises of overlapping
data transfers and performance being limited either by ﬂoating-point performance or
sustained memory bandwidth.
• Insight via model failure: If, on the other hand, the model makes “bad” predictions
(i.e., its estimates do not agree with empirical data), the assumption(s) that went into
the model must be challenged. The reexamination of premises often leads to a deeper
understanding of the system, resulting in a reﬁned, more accurate model. Example:
For some processors, the Rooﬂine model fails to produce accurate performance predictions near the knee of the Rooﬂine curve or when running code with a small number of
active cores. Investigations revealed the full-overlap assumption of the Rooﬂine model
is incorrect when using a limited number of processor cores. Dropping the assumption
of full overlap between execution and data transfers yields the reﬁned, more accurate
performance model presented in Chapter 3.
This thesis revolves around performance, power, and energy models for contemporary
server processors with a focus on loop-based streaming codes used in scientiﬁc and highperformance computing. All presented models are based on ﬁrst principles and speciﬁcations but rely on selected empirical data to make them more accurate (making them analytic
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gray-box models in the previously discussed taxonomy). As a result, the proposed models
are capable of delivering quantitative predictions of performance as well as power and energy consumption with unprecedented accuracy. To address the issue of generality, each of
the models is validated on six different processor microarchitectures implemented by Intel,
AMD, and IBM server processors relevant to HPC and scientiﬁc computing.
On the practical end, the results of the investigations carried out in this thesis are a set of
highly-accurate models to be used by practitioners from various backgrounds: Processor and
system designers can use them to optimize for or quantify trade-offs between performance,
energy consumption, and the energy-delay product (EDP); they can help cluster administrators identify a meaningful range of operating parameters in order to maximize performance
for certain applications or keep global cluster power consumption from ﬂuctuating signiﬁcantly; application users can use them to select optimum operating points in terms of the
number of active cores and various processor frequencies3 to minimize time-to-solution, energy cost, or EDP; etc.
The scientiﬁc contribution of this thesis consists of the identiﬁcation of universal behavior and the uncovering of governing mechanisms required to devise the respective models,
along with ﬁndings that can be derived from them (such as, e.g., the identiﬁcation of best
practices with respect to energy efficiency). These insights help further the community’s understanding of the relationship between modern processors and their behavior concerning
performance as well as power and energy consumption.

1.1 Related work
To help integrate the contents of this thesis and differentiate them from previous research, a
detailed examination of related work pertaining to performance, power, and energy modeling is provided in the following.

Performance modeling
For each of the previously discussed approaches (i.e., white-, gray-, and black-box models),
a large number of different performance-model implementations with varying degrees of
complexity exist. For simple models, estimates can be given using pencil and paper, while
intricate models are often too labor-intensive to be carried out manually and are thus embedded in simulators for automation. Less complex, pencil-and-paper models are often limited
to a particular class of application (such as, e.g., the Rooﬂine model, which is limited to loopbased streaming codes) while exhaustive, complex models can deliver estimates for arbitrary
code, making them the ideal tools for processor designers, which need predictions for a wide
3
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In contrast to previous processors generations, where all parts of the chip were clocked at the same frequency, most modern CPUs comprise multiple frequency domains: Apart from the CPU cores (which can
be clocked independently from one another on some processors), the “Uncore” part of the processor—
which comprises parts of the chip that are not cores (such as, e.g., the last-level cache, the core-ring interconnect, memory controllers, etc.)—can be clocked independently of the cores on some processors.
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range of applications (e.g., all benchmarks included in the SPEC benchmark suite [7, 8]) to
quantify overall processor performance.
Most prominent simulators, such as, e.g., gem5 [9], Sniper [10], MARSSx86 [11], and
SESC [12], are based on white-box models [13–15].4 One of the major issues concerning the
simulation of comprehensive white-box models is that of simulation speed: The throughputs of cycle-accurate simulators available in academia and industry range between 100–
1000 instructions per second [3]. Given that contemporary multi-core processors typically
process tens of billions of instructions in a single second, the feasibility of using such simulators to give performance estimates for real-world applications is very limited. Another
problem is that most of these simulators only support obsolete architectures (e.g., the most
recent Intel processor model included in gem5 is that of the Nehalem microarchitecture,
which has been outdated for almost a decade). Moreover, most simulators do not validate
their models against actual hardware, leading to unreasonably high error rates of around
100% [11], 70% [18], and 50% [19] in the case of MARSSx86, SESC, and gem5, respectively.
While accurate cycle-accurate models do exist (e.g., ARM’s cycle models [20]), these are not
publicly available and too slow to be practical for performance estimates of real-world applications.
To address the issue of slow simulation speeds, several authors propose the use of blackbox models, most of which are based on Monte-Carlo methods. Srinivasan et al. suggest a model based on cache hit rate and branch-prediction statistics to estimate instruction throughput [21]; while their approach solves the runtime issue (estimates can be given
within seconds), the model error can be quite high; moreover, the model is limited to inorder designs and single-core processors. Alkohlani et al. [22] reﬁne the method and apply
it to out-of-order designs; while the error of their model is reasonable (around 5-10%), it is
limited to single-core estimates as well. Nussbaum et al. propose to reduce simulation time
by training a statistical model with outputs from traditional simulators and then relying on
the trained model for estimates [23]. Thach et al. propose a trade-off between simulation
time and accuracy by giving estimates based on a fast but inaccurate model whose results
are selectively reﬁned with data from a second, more accurate but slower model [24]. More
recently, neural networks have become fashionable to perform automated estimates: Mendis
et al. propose a neural-network-based model to estimate the runtime of loop-based codes
to be used in compilers to evaluate different candidate instruction mixes and select the best
one from them [25].
White-box models used within the scientiﬁc and high-performance computing community are traditionally much simpler and focus on a few key properties. Even large-scale models that estimate multi-node performance try to keep complexity to a minimum: E.g., Kerbyson et al. apply a large-scale model based on the basic machine properties of bandwidth,
latency, and peak performance as well as application characteristics (problem size, decomposition method, etc.) to different clusters, successfully adding insight into performance,
revealing bottlenecks, and identifying potential for optimization [26, 27]. While large-scale
4

Note that the discussion of simulators is restricted to those based on cycle-accurate models, for instructionaccurate models, such as, e.g., Open Virtual Platforms [16], qemu [17], gem5 [9] (gem5 comprises several
models, some of which are cycle-accurate, others instruction-accurate), are typically lacking in scope and
therefore too simple to produce meaningful performance estimates.
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models play a substantial role in HPC [28–33], the following survey is limited to processorlevel models to keep it in agreement with the scope of this thesis.
Back in 1989, Hockney established that processor performance is strongly dependent on
the amount of arithmetic performed per main-memory reference [34]. Twenty years later,
Hockney’s ideas were revisited and reﬁned by Williams et al. for their Rooﬂine model [5]:
For loop-based streaming codes, they formalized the concept of operational (or arithmetic)
intensity as the number of (arithmetic) operations carried out on each byte transferred from
main memory. By relating this operational intensity with the key processor properties of
peak-ﬂoating performance and sustained memory bandwidth, the Rooﬂine model manages
to give accurate chip-level performance estimates. However, the model provides no clues
about the performance bottleneck for any application falling short of its estimate: while
some best practices have been established (e.g., the use of software prefetching or SIMD
vectorization to increase performance of memory- or compute-bound codes, respectively),
these are no guarantees for success. It can, therefore, be useful to consider more constraints
than peak ﬂoating-point performance and sustained bandwidth alone. Proposed extensions
to the Rooﬂine model include the modeling of out-of-order execution [35], the cache hierarchy [35, 36], memory latency [35, 37], and non-uniform memory access (NUMA) properties [38] to better identify performance-limiting bottlenecks. Another shortcoming of the
Rooﬂine model is that its assumption of full overlap between all data transfers and execution
is not valid on most modern processors, leading to unusable estimates for core counts that
are not sufficient to saturate a processor’s memory bandwidth. Eitzinger and Hager address
this problem by proposing an analytic model for Intel processors that explicitly assumes no
overlap of data transfers in the cache/memory hierarchy [39]. Their so-called ExecutionCache-Memory (ECM) model is based on putting together different runtime contributions
according to principles derived from empirical observations made on Intel’s Sandy Bridge-EP
microarchitecture. While the model produces accurate single- and multi-core performance
estimates for Intel Sandy and Ivy Bridge-EP processors, accuracy can be poor for more recent
Intel server processors; moreover, the model is not readily portable to other microarchitectures for non-experts.

Power modeling
As was the case with performance models, some of the more complex power models intended
for processor designers are embedded in simulators for automation. Note that most of the
tools listed in the following are fairly comprehensive in the sense that they can deliver area
and timing estimates in addition to power estimates. In the following, however, the focus is
going to be on the tools’ power-modeling capabilities.
Cacti was the ﬁrst tool that addressed the demand for fast power estimates for simple
single-core RAM-based processors [40]. The power model included in the most recent release of the tool supports SRAM- as well as DRAM-based caches as well as regular memories [41]. Cacti’s internal models rely on parameters published in the industry-standard
international technology roadmap for semiconductors (ITRS) [42]. While the tool has been
useful in the past, it is considered inadequate today due to its many restrictions (simple,
in-order, single-core processors based on outdated manufacturing-process sizes).

6
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Wattch is another widespread processor-power estimation tool that estimates dissipated
power by combining switching events (obtained via detailed simulation) with capacitance
models of components used in a microarchitecture [43]. Wattch relies on several separate
models to estimate power for different parts of the processors: For the core pipeline it uses
models from Palacharla et al. [44]; potential out-of-order resources are based on a synthetic
model from the SimpleScalar simulator [13]; ﬁnally, caches and memories are handled by
Cacti [40]. Originally, Wattch was limited to modeling dynamic power consumption. This
shortcoming was partially addressed by the supplemental HotLeakage package [45], which
adds models for subthreshold leakage power (other static power components are not addressed). Another shortcoming is that Wattch uses a simple linear-scaling heuristic to extrapolate from 800 nm process technology to smaller sizes that proves inadequate to make
predictions for contemporary manufacturing-process sizes.
The most recent automated power models can be found in the McPAT framework [46],
which integrates power, area, and timing models for multi- and many-core processors. The
tool includes models for dynamic, static, and short-circuit power for out-of-order cores,
caches, interconnects, and other components, and is capable of handling contemporary process sizes. While presenting an impressive feature set, the main shortcoming of McPAT concerns the amount of low-level information required to drive its models, rendering the tool
useless to anyone but chip designers in possession of the necessary data.
Models developed by processor end users typically focus on a particular application class
and, for their narrower scope, are much simpler than those used by processor designers. In
most cases, these are phenomenological models, i.e., the models focus on describing the relationship between variables (such as, e.g., frequency and power) but do not attempt to explain
why the variables interact the way they do. For sequential programs, the impact of frequency
on dynamic and static power has been thoroughly examined using such approaches [47–
49]. Rauber et al. [50] et al. investigate the same phenomena for multi-threaded programs
on multi-core processors; however, their model is not capable of dealing with saturating
codes and can only predict dissipated power in full-chip scenarios (i.e., the model can deliver estimates only when all of a processor’s cores are used). Khabi et al. [51] address the
latter shortcoming by modeling power subject to frequency and the number of active cores
of a processor; however, their approach, which is also limited to scalable codes, delivers no
further insight, for they simply duplicate a generic model that uses two ﬁt parameters to
describe the relationship between frequency and power for each possible core count and ﬁt
parameters separately. Hager et al. [52] propose a uniﬁed model which takes both CPU core
frequency and the number of active cores into account; however, the model is limited to
scalable codes and giving estimates of qualitative nature.

Energy modeling
Despite being listed separately, power and energy models are often closely related. This is especially true in the case of simulators, where energy predictions are frequently derived from
combined power and runtime estimates [40, 43, 46]. The scope of simulators often requires
them to be provided with a signiﬁcant amount of input parameters, thereby enabling them to
use exact physical models to calculate contributions of switching power, short-circuit power,
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leakage currents, and so on. The combination of the resulting power estimate (i.e., an estimate of energy per second) with a simulator’s runtime estimate yields a corresponding energy
estimate. However, the limited accuracy of simulators (see related work on power models)
can be problematic. Another problem is that simulators do not take manufacturing-related
variations of chip quality into account, which can cause power and energy variations up to
45% for current processors (see Appendix A for a corresponding study) and can be expected
to increase further for future processors manufactured at even smaller process sizes. This
means energy can be estimated for an idealized processor at best, not for any real processor
specimen.
The bulk of non-simulator approaches use simpler energy models that are based on determining the amount of energy required by speciﬁc events (e.g., different instructions, cache
hits and misses, memory accesses, etc.). The ﬁrst of these models was proposed by Tiwari
et al. for simple single-core in-order processors [53]. They derive the amount of energy
per instruction by measuring the amount of power drawn by a processor that continuously
executes a speciﬁc instruction. This approach gained a lot of popularity in the community, leading to reﬁnements [54, 55] and applications on other architectures (e.g., Nvidia
GPUs [56, 57] and Intel’s Xeon Phi coprocessor [58]).
Other approaches include the strategy proposed by Isci et al., who derive the processor’s
switching activity from empirical data and use it to directly calculate energy consumption
using architecture-level models similar to those found in simulators [59]. Lee et al. suggest
deriving energy estimates from the combination of their statistical performance and power
models [60]. Lewis et al. propose another statistical energy-consumption model based on
data gathered via hardware performance counters and linear regression [61]. Tiwari et al.
propose a strict black-box model based on neural networks to predict power and energy for
different applications [62].
For a more detailed discussion, the interested reader is referred to the recent survey of
O’Brien et al. [63], which provides an exhaustive discussion of currently available power
and energy models for CPUs and GPUs.

1.2 Main contributions
The main contributions of this work relate to modeling and understanding performance,
power, and energy properties of modern multi- and many-core processors used in scientiﬁc
and high-performance computing and are brieﬂy summarized in the following.

Generalization of the analytic Execution-Cache-Memory (ECM) model
The original ECM model [39] was developed explicitly for the Intel Sandy Bridge-EP microarchitecture. As a result, many of microarchitecture’s peculiarities (e.g., the cache-line
size of 64 byte, the exclusive use of non-victim caches, the lack of overlapping data transfers
in the cache/memory hierarchy, the bi-directional data paths between adjacent caches, etc.)
ended up as part of the model’s assumptions, thereby limiting its generality. In this thesis,
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this shortcoming is addressed by separating the original model, which conﬂates ﬁrst principles and microarchitecture-speciﬁc behavior, into two components: a consistent model of
general principles and a machine model. The resulting general model is microarchitectureagnostic, i.e., it works with variable cache-line sizes; victim and non-victim, write-through
and write-back caches; caches connected via two uni-directional or a single bi-directional
data path; no, partial, and full overlap of data transfers in the cache/memory hierarchy; multiple frequency domains; and so on. All information necessary to apply this general model
to a particular microarchitecture is provided by the newly introduced machine model, which
is a description of a microarchitecture using few key parameters that abstract away from the
intricate implementational details.

Present systematic approach to determine ECM machine models for new microarchitectures
In order to apply the ECM model to new a microarchitecture, a machine model for this microarchitecture needs to be devised ﬁrst. Depending on the amount of vendor speciﬁcations
available (and, surprisingly, the correctness of these speciﬁcations!), this can be a tedious
process. To address this issue, a systematic approach and supporting tools to gather the information necessary to set up new ECM machine models are presented: Ranging from the
ibench tool [64], which automates measurements to determine the throughput and latency
of instructions for in-core runtime estimates, to instructions for systematic cache/memory
bandwidth measurements to determine low-level information about the cache/memory hierarchy.

Devise and validate ECM machine models for contemporary microarchitectures relevant to scientific and high-performance computing
To evaluate the new, more general ECM model, machine models for microarchitectures used
in contemporary processors most relevant to scientiﬁc and high-performance computing are
devised and validated. The hardware testbed includes processors based on the Intel Sandy
and Ivy Bridge-EP microarchitectures (for back-testing), as well as those based on the Intel
Haswell-EP, Intel Broadwell-EP, IBM Power8, and AMD Zen microarchitectures.
To realize machine models for these designs, the examination and modeling of the following features, not taken into account by the original ECM model, was necessary: Victim and write-through caches; dedicated, uni-directional data paths between caches; multiported caches that allow for partial and full overlap of data transfers; multiple frequency
domains; latency penalties; chip topologies with multiple NUMA domains; the Centaur
chip, a buffer between the last-level cache and memory on IBM Power8 processors. Moreover, non-temporal stores are addressed on processors supporting the instruction.
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Refine multi-core estimates of the ECM model
The original ECM model assumed a linear scaling of its single-core performance estimate
for multi-core predictions until a shared bottleneck (e.g., main memory) is hit. While this
approach worked well in the past (i.e., on processors with low core counts), its accuracy is
very low for contemporary processors with signiﬁcantly higher core counts, yielding errors
up to 30% on some of the processors from the testbed.
This shortcoming is addressed by retiring the linear scaling assumption; instead, shared
resources such as main memory are modeled using a more intricate model based on ﬁrst
principles inspired by Little’s law. The reﬁned approach lowers the model error by an order
of magnitude near the saturation point, enabling accurate estimates for arbitrary numbers
of active cores on many-core processors.

Formulate general power model based on first principles
A sophisticated power model is presented in this thesis. The model can be considered general in the sense that it can be applied to all processors from the testbed and their various
microarchitectures despite their signiﬁcantly different designs (especially with respect to the
number of separate frequency domains and their adjustability). The model is based on ﬁrst
principles and the ﬁrst such model to take all relevant tunable processor parameters (i.e., the
core and Uncore frequencies as well as the number of active cores) into account. Moreover,
it is the ﬁrst analytic model capable of handling both scalable and saturating codes, producing estimates of unprecedented accuracy. Due to its analytic nature, the model enables
several key insights into the power-related behavior of contemporary server processors. On
the practical end, the model can be used to perform quick searches of the parameter space
(compared to weeks of measurements required to perform an empirical sweep) to identify
optimum operating points with respect to power consumption.

Derive a general energy model from analytic performance and power models
A powerful energy model can be derived by putting together the reﬁned ECM performance
and the proposed power models. This energy model has the same advantages as the power
model: It is general in the sense that it works on different processor and microarchitecture
designs; being based on two analytic models, the energy model itself is of analytic nature as
well, opening it up rational and mathematical analysis to uncover insights into processors’
energy behaviors; it is the ﬁrst analytic model to take all relevant tunable processor parameters into account; it can deal with both scalable and saturating codes; and, it produces
estimates of unprecedented quality.
On the scientiﬁc end, the model enables insight into energy-related properties of modern
server processors and allows deriving energy-related best practices; on the practical end, the
model can be used to identify various optimum operating points (e.g., minimum time-tosolution while minimizing energy cost, minimum energy cost, minimum EDP).
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Provide insight into performance, power, and energy properties of modern
server processors
The following list contains insights that were discovered as part of the work carried out
leading up to and as part this thesis—either by extensive microarchitecture analysis with the
help of micro-benchmarking or by deductions drawn from the proposed analytic models.
• The Rooﬂine model’s full overlap assumption turns out to be wrong for all investigated microarchitectures when using a single or a few cores of the chip. No processor
exhibited full overlap in the cache/memory hierarchy. The Rooﬂine model’s assumption is only valid in scenarios where a sufficient amount of cores is active to generate
enough requests to saturate the memory interface. This fact is often overlooked because in practice most measurements that are compared to Rooﬂine model estimates
are carried out using all available cores of a processor.
• The Uncore frequency was identiﬁed as an important variable affecting performance,
power, and energy: The Uncore acts as the link between main memory and cores, so
its frequency directly inﬂuences sustained main memory bandwidth, thus governing
performance for memory-bound codes. In addition, the Uncore clock can indirectly
inﬂuence performance for compute-bound codes: By lowering the Uncore clock, a
smaller portion of the processor’s thermal design power (TDP) is consumed by the
Uncore, increasing the TDP share available to the CPU’s cores, allowing them to clock
higher, which results in higher performance. At the same time, the Uncore has a significant impact on dissipated power (e.g., on the Intel Broadwell-EP processor the Uncore
consumes around 25 W when clocked at 1.2 GHz and more than 50 W when clocked
at 2.8 GHz) and energy (e.g., while retaining peak performance, energy-efficiency improvements of more than 30% can be observed on the Intel Broadwell-EP processors
simply by choosing suitable Uncore frequencies).
• The original ECM model’s assumption of all data transfers being strictly bandwidthlimited cannot be upheld for post-Sandy and Ivy Bridge-EP microarchitectures: While
the impact of latency on transfers between the core-private L1 and L2 caches can be
hidden using hardware prefetching in conjunction with a sufficient amount of buffers,
technological evolution on Intel processors concerning the core count, core interconnect, and chip topology have led to signiﬁcant increases in latency that can negatively
inﬂuence the bandwidths of the last-level cache and main memory. Models must take
this into account if accurate estimates are desired.
• To successfully model the power behavior of modern server processors, at least two
power domains must be considered: A baseline power component, which is independent of the number of active cores and whose power dissipation is a function of the
Uncore clock; and a per-core power component that is linear in the number of active
cores and depends on the core frequency and the target application’s scalability.
• Starting from physical ﬁrst principles, De Vogeleer was able to mathematically derive
the fact that a fourth-degree polynomial is required to describe the relationship be-
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tween frequency and power [6]. In practice (in particular, for the supported frequency
ranges of all supported processors from the test bed), it turns out that a second-degree
polynomial is sufficient to describe the frequency-power relationship—lowering the
number of required ﬁt parameters from ﬁve to three.
• Other power models often work with the assumption that metrics like parallel efficiency or cycles per instruction (CPI) correlate linearly with dissipated power. However, the fact that the model proposed in this work is based on a non-linear correlation
and manages to predict empirical data ﬂawlessly indicates the relation is indeed nonlinear.

1.3 Relevant publications
This section contains a list of ﬁrst-author publications that are by some means relevant to
or were prepared within the scope of this thesis. In the following, each publication is brieﬂy
summarized, and parts relevant to this work are identiﬁed.
• Johannes Hofmann, Georg Hager, and Dietmar Fey. On the Accuracy and Usefulness
of Analytic Energy Models for Contemporary Multicore Processors. In Rio Yokota,
Michèle Weiland, David Keyes, and Carsten Trinitis, editors, High Performance Computing: 33rd International Conference, ISC High Performance 2018, Frankfurt, Germany,
June 24–28, 2018, Proceedings, pages 22–43, Cham, 2018. Springer International Publishing. ISBN 978-3-319-92040-5. URL http://doi.org/10.1007/978-3-319-920405_2 [65]: This paper, which won the Gauss Award at ISC18, presents the ideas behind
the reﬁned ECM model’s multi-core estimates covered in Section 3.2.1 and the power
model proposed in Chapter 4 of this thesis. Due to the page constraint, the discussion
of both models, their validation, and conclusions drawn from empirical data in the paper are limited compared to the material covered in this thesis: the latter covers more
microarchitectures, uses more applications for validation, draws insights from rational
and mathematical analysis, and examines empirical data in more detail to distill best
practices.
• Johannes Hofmann, Georg Hager, Gerhard Wellein, and Dietmar Fey. An Analysis
of Core- and Chip-Level Architectural Features in Four Generations of Intel Server
Processors. In Julian M. Kunkel, Rio Yokota, Pavan Balaji, and David Keyes, editors,
High Performance Computing: 32nd International Conference, ISC High Performance
2017, Frankfurt, Germany, June 18–22, 2017, Proceedings, pages 294–314, Cham, 2017.
Springer International Publishing. ISBN 978-3-319-58667-0. URL http://doi.org/
10.1007/978-3-319-58667-0_16 [66]: This work analyzes performance and energy
consumption of four generations of Intel server processors. Some of the strategies (e.g.,
using the ECM model to empirically determine inter-cache bandwidths for cache hierarchies in which transfers do not overlap) that were ﬁrst used in this paper were
reﬁned and applied in Chapter 3 of this thesis. The observations regarding the energy
behavior made in this paper motivated the desire to understand the behavior more
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thoroughly, which ultimately lead to the creation of the power and energy models
presented in Chapters 4 and 5 of this thesis.
• Johannes Hofmann, Dietmar Fey, Jan Eitzinger, Georg Hager, and Gerhard Wellein.
Analysis of Intel’s Haswell Microarchitecture Using the ECM Model and Microbenchmarks. In Frank Hannig, João M. P. Cardoso, Thilo Pionteck, Dietmar Fey, Wolfgang
Schröder-Preikschat, and Jürgen Teich, editors, Architecture of Computing Systems –
ARCS 2016: 29th International Conference, Nuremberg, Germany, April 4–7, 2016, Proceedings, pages 210–222, Cham, 2016. Springer International Publishing. ISBN 9783-319-30695-7. URL http://doi.org/10.1007/978-3-319-30695-7_16 [67]: This
paper marks the ﬁrst time that the ECM model was not used as primarily intended (i.e.,
to model application performance), but to carry out investigations of a new microarchitecture. The Intel Haswell-EP microarchitecture examined in this paper brought
with it some signiﬁcant changes that in some respects lead to signiﬁcantly different
behavior than that of the Intel Sandy Bridge-EP microarchitecture for which the ECM
model was initially designed. Observations made in the paper include the impact of
the new cluster-on-die mode on L3 and memory latency, the impact of the Uncore
frequency on data-transfer times in the cache/memory hierarchy, and the impact of
extensive SIMD-vectorization on the attainable core frequency. In this thesis, for the
ﬁrst time, many of these observations were formalized and incorporated into an analytic model (e.g., the parameterization of L3 and memory bandwidth as a function of
core and Uncore frequencies).
• Johannes Hofmann, Dietmar Fey, Michael Riedmann, Jan Eitzinger, Georg Hager,
and Gerhard Wellein. Performance Analysis of the Kahan-Enhanced Scalar Product on
Current Multicore Processors. In Roman Wyrzykowski, Ewa Deelman, Jack Dongarra,
Konrad Karczewski, Jacek Kitowski, and Kazimierz Wiatr, editors, Parallel Processing
and Applied Mathematics: 11th International Conference, PPAM 2015, Krakow, Poland,
September 6-9, 2015. Revised Selected Papers, Part I, pages 63–73, Cham, 2016. Springer
International Publishing. ISBN 978-3-319-32149-3. URL http://doi.org/10.1007/
978-3-319-32149-3_7 [68]: For this paper the ECM model was applied to the Kahan summation algorithm, a strategy to work around shortcomings of ﬂoating-point
numbers in order to increase the numerical accuracy of large summations. For the
analyzed microarchitectures, the ECM model revealed that despite the Kahan summation’s signiﬁcantly higher arithmetic intensity, it attains the same performance as the
naive summation if data is coming from the L3 cache or main memory. The methodology of determining new ECM machine models proposed in this thesis draws from
the experience gained when applying the ECM model to new microarchitectures for
this paper.
• Johannes Hofmann, Dietmar Fey, Michael Riedmann, Jan Eitzinger, Georg Hager, and
Gerhard Wellein. Performance analysis of the Kahan-enhanced scalar product on current multi-core and many-core processors. Concurrency and Computation: Practice and
Experience, 29(9), 2017. ISSN 1532-0634. URL http://doi.org/10.1002/cpe.3921
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[69]: An extended journal version of the previously listed conference paper on Kahan summation [68]. This work covers more microarchitectures, with ECM models
devised for a (pre-release) Intel Xeon Broadwell-EP processor, an Intel Xeon Phi coprocessor, and an IBM Power8 processor. Again, the experience gained from setting
up the ECM model for new microarchitectures was used to distill the ECM machine
model set-up methodology proposed in this thesis.
• Johannes Hofmann and Dietmar Fey. An ECM-based Energy-efficiency Optimization
Approach for B andwidth-limited Streaming Kernels on Recent Intel Xeon P rocessors.
In Proceedings of the 4th International Workshop on Energy Efficient Supercomputing,
E2SC ’16, pages 31–38, Piscataway, NJ, USA, 2016. IEEE Press. ISBN 978-1-5090-38565. URL http://doi.org/10.1109/E2SC.2016.16 [70]: In this paper, the ECM model
was used to guide single-core performance engineering efforts for stencil codes and examine the optimization’s implications in the context of energy efficiency. The basic
energy-related investigations of the paper, based strictly on empirical data to identify
relevant chip parameters to optimize energy consumption of streaming codes, motivated the broader and more in-depth study carried out in [66], ultimately leading to
the power and energy models proposed in this thesis.
• Johannes Hofmann, Jan Treibig, Georg Hager, and Gerhard Wellein. Performance
engineering for a medical imaging application on the Intel Xeon Phi accelerator. In
Architecture of Computing Systems (ARCS), 2014 Workshop Proceedings, pages 1–8,
2014. ISBN 978-3-8007-3579-2. URL https://www.vde-verlag.de/proceedingsen/563579009.html [71]: In this paper, parts of the ECM model were applied to the
Feldkamp-Davis-Kress algorithm, a 3D image reconstruction technique used in computed tomography, running on Intel’s Xeon Phi coprocessor. The poor documentation
available at that time for the Knights Corner microarchitecture used in the coprocessor
(important parts were undocumented, other parts were wrong) motivated the design
of micro-benchmarks to determine instructions throughput and latency by measurement. These micro-benchmarks were later abstracted to support (almost) arbitrary
instructions, and the ibench [64] tool was created to automate the benchmarks. The
tool is now an integral part of the process to determine for a new microarchitecture
that part of ECM machine model used for in-core runtime estimates.
• Johannes Hofmann, Jan Treibig, Georg Hager, and Gerhard Wellein. Comparing the
Performance of Different x86 SIMD Instruction Sets for a Medical Imaging Application on Modern Multi- and Manycore Chips. In Proceedings of the 2014 Workshop
on Programming Models for SIMD/Vector Processing, WPMVP ’14, pages 57–64, New
York, NY, USA, 2014. ACM. ISBN 978-1-4503-2653-7. URL http://doi.org/10.
1145/2568058.2568068 [72]: This paper examines the efficiency of various SIMD
instruction set extensions and capabilities of compilers to generate adequate SIMD
instruction mixes. The work represents an early attempt at microarchitectural investigations using micro-benchmarking (e.g., when determining bandwidth and latency for
the vector gather instruction); many of the lessons learned served to reﬁne, formalize,
and carry out microarchitecture investigations in later publications and this thesis.
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This thesis is organized as follows: Chapter 2 documents the experimental testbed, covering
each of the investigated processor’s chip design and underlying microarchitecture in detail
in order to familiarize the reader with all relevant features used in later parts of the thesis;
the chapter also includes a description of the methodology used to gather empirical data
and present results. The reﬁned ECM performance model is covered in Chapter 3: First,
the original ECM model is introduced and its shortcomings are analyzed. Subsequently, the
reﬁned ECM model and the methodology to determine machine models for it are presented.
Finally, the reﬁned model is validated on all processors from the testbed. Chapter 4 covers
the devised power model, starting with a brief discussion of similar existing approaches to
carve out the beneﬁts of the proposed model. Next, the ﬁrst principles that go into the model
are laid out and validated using micro-benchmarks. This is followed by a step-by-step guide
on how to set up the model in practice. After a study on the variation of the model’s ﬁt
parameters, the chapter concludes with the validation of the model using the scalable dgemm
and the saturating stream benchmarks. In Chapter 5 the performance and power models
presented in Chapters 3 and 4 are combined to derive an analytical energy model. This
model is validated using the scalable dgemm and saturating stream triad benchmarks as well
as the 2D Jacobi and a 3D long-range stencil used in oil and gas exploration. Energy-related
best practices are derived analytically form the model and supplemented by performance and
EDP best practices derived from empirical observations. A summary of the major ﬁndings
of this thesis is provided in Chapter 6. Finally, an outlook for future work is presented in
Chapter 7.
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Chapter 2
Testbed and methodology
This chapter documents the experimental testbed and presents the methodologies used to
obtain and present measurements.
The ﬁrst section deals with the hardware testbed. After a brief discussion of the hardware selection process, the key hardware features of all processors are compared. Next, each
microarchitecture is discussed in more detail to provide a basis for the investigations and
discussions in Chapter 3. The second section documents the software environment of the
testbed (e.g., Linux kernel, compiler, and high-level benchmark versions) and includes a list
of all tools employed during investigations. Finally, the third section provides information
related to the methodology used to ensure the signiﬁcance and reproducibility of results.

2.1 Hardware
The processors investigated in this work are supposed to represent a current snapshot of the
HPC processor landscape. The selection process was based on the top500 list [73]. This
list compiles the ﬁve hundred fastest public supercomputers on the planet and is updated
twice per year. It acts as a representative for the numerous smaller cluster systems all over the
world—reﬂecting current hardware trends and therefore indicating the relevance of certain
processors and their microarchitectures for high-performance and scientiﬁc computing.
In recent years Intel has been dominating the list in the sense that more than 90% of
the listed systems were equipped with Intel Xeon processors: E.g., in the 49th edition of the
top500 list,1 which was the current list when the testbed processors were selected, Intel processors were used in 464 of 500 systems (92.8% of the systems). The majority of these 464
systems use processors based on either of Intel’s four most recent Xeon microarchitectures
(Sandy Bridge-EP, Ivy Bridge-EP, Haswell-EP, and Broadwell-EP), so processors based on
these microarchitectures have been included in the testbed. Coming in second place, IBM
processors are used in 21 of the 500 systems. The most recent processors employed in these
1

See https://www.top500.org/news/top500-list-refreshed-us-edged-out-of-third-place/ for the
press release corresponding to the June 2017 list respectively https://www.top500.org/list/2017/06/
for the actual list.
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IBM systems are based on IBM’s Power8 microarchitecture, which is why this microarchitecture has been included in the testbed as well. In the recent past, AMD’s processors did
not play a signiﬁcant role in the HPC market (only 6 of the 500 systems use AMD CPUs);
however, this trend might change in the wake of the release of AMD’s latest Zen microarchitecture, which was released after the June 2017 top500 list was published. AMD’s Epyc
server processors based on the Zen microarchitecture have some potential to reshape the current HPC processor market-share distribution, so a Zen-based processor has been included
in the testbed as well.
The hardware-related information provided in the following is based on multiple sources,
most of which were vendor data sheets (see [74–76] for Intel, [77–79] for AMD, and [80–
82] for IBM processors) and reputable third parties (e.g., Fog [83]). Information not available
in data sheets either comes from previous work (e.g., [66, 67, 69]) or was determined using
the microarchitecture-analysis methodology proposed in Section 3.3.
The following section provides a general overview of all investigated processors. In the
subsequent sections, each microarchitecture will be studied in detail. For the sake of brevity,
the remainder of this section is restricted to information that is relevant to later parts of this
work; hence its contents are not intended to serve as a general introduction to computer
architecture—a task that is best left to Hennessy and Patterson’s deﬁnitive book on the subject [84].

2.1.1 Overview
Table 2.1 compiles key chip speciﬁcations for the investigated processors. With the exception
of the supported Uncore frequency ranges in the case of the Haswell-EP and Broadwell-EP
processors, which were determined with the help of hardware performance counters (see
Appendix B on page 203 for details), most of the speciﬁcations listed in the table are based
on vendor data sheets. Note, however, that numbers provided in vendor speciﬁcations
should not be accepted at face value for real-world applications: In practice, some hardware constraint(s) might prevent an application from reaching the documented value. One
well-known instance of this phenomenon relates to the sustained memory bandwidth of a
chip: In theory, memory bandwidth can be derived from speciﬁcations (i.e., the number,
frequency, and width of DRAM channels). In practice, however, sustained memory bandwidth can be signiﬁcantly lower than the theoretical value, which is why micro-benchmarks,
such as the stream benchmark [85], are used to determine practical upper limits for memory
bandwidth. As will be shown later in Chapter 3, the discrepancies between vendor speciﬁcations and practical numbers are not limited to memory bandwidth; other microarchitectural
properties, such as inter-cache bandwidth, are also subject to additional constraints in practice.

General information
The ﬁrst part of Table 2.1 contains general information about the investigated processors.
CPU model names are given to identify Intel and AMD processors. IBM does not use model
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Sandy Bridge-EP

Ivy Bridge-EP

Haswell-EP

Broadwell-EP

Zen

Power 8

Manufacturer
Chip model
Release date
Cores/threads
Latest SIMD ext.

Intel
Xeon E5-2680
Q1/2012
8/16
AVX

Intel
Xeon E5-2690 v2
Q3/2013
10/20
AVX

Intel
Xeon E5-2695 v3
Q3/2014
14/28
AVX2, FMA3

Intel
Xeon E5-2697 v4
Q1/2016
18/36
AVX2, FMA3

AMD
Epyc 7451
Q4/2017
24/48
AVX, FMA3

IBM
—
Q2/2014
10/80
VSX

CPU freq. range
Base freq.
AVX base freq.
All core turbo
AVX all core turbo
Uncore freq. range

1.2–3.5 GHz
2.7 GHz
—
3.1 GHz
—
—

1.2–3.6 GHz
3.0 GHz
—
3.3 GHz
—
—

1.2-3.3 GHz
2.3 GHz
1.9 GHz
2.8 GHz
2.6 GHz
1.2-3.0 GHz

1.2–3.6 GHz
2.3 GHz
2.0 GHz
2.8 GHz
2.7 GHz
1.2–2.8 GHz

1.2–3.6 GHz
2.3 GHz
—
3.2 GHz
—
—

2.1–3.5 GHz
2.9 GHz
—
3.5 GHz
—
—

L1 cache capacity
L2 cache capacity
L3 cache capacity
L1→Reg bandwidth
Reg→L1 bandwidth
L1↔L2 bandwidth
L2↔L3 bandwidth

8×32 kB
8×256 kB
8×2.5 MB
(20 MB)
2×16 B/cy
1×16 B/cy
32 B/cy
32 B/cy

10×32 kB
10×256 kB
10×2.5 MB
(25 MB)
2×16 B/cy
1×16 B/cy
32 B/cy
32 B/cy

14×32 kB
14×256 kB
14×2.5 MB
(35 MB)
2×32 B/cy
1×32 B/cy
64 B/cy
32 B/cy

18×32 kB
18×256 kB
18×2.5 MB
(45 MB)
2×32 B/cy
1×32 B/cy
64 B/cy
32 B/cy

24×32 kB
24×512 kB
32×2 MB
(64 MB)
2×16 B/cy
1×16 B/cy
32+32 B/cy
32 B/cy

10×64 kB
10×512 kB
10×8 MB
(80 MB)
2×16 B/cy
2×16 B/cy
64+16 B/cy
32+32 B/cy

Memory type
Memory clock
Memory channels
Theor. bandwidth

DDR3
1600 MHz
4×
51.2 GB/s

DDR3
1866 MHz
4×
59.7 GB/s

DDR4
2133 MHz
4×
68.2 GB/s

DDR4
2400 MHz
4×
76.8 GB/s

DDR4
2666 MHz
8×
170.6 GB/s

DDR3
1333 MHz
16×
170.6 GB/s

Table 2.1: Summary of microarchitectural and chip model related information of processors in the testbed.
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names to differentiate chips based on the Power8 microarchitecture; instead, chips, which
can differ by CPU core count and their nominal frequency (the deﬁnition of “nominal frequency” is provided later in this section), are explicitly identiﬁed: E.g., the IBM processor in
the testbed would be referred to as a “2.9 GHz ten-core Power8 processor.”
Over the period the processors have been released, a trend of increasing core counts can be
observed: The Sandy Bridge-EP chip, released in 2012 and based on the oldest of the investigated microarchitectures, features eight cores. The Ivy Bridge-EP chip, released about a year
and a half later in 2013, has ten cores—the same amount as the Power8 processor released
in 2014. The Haswell-EP processor released some time later in 2014 features 14 cores and
the Broadwell-EP processors, which was released in 2016, comprises a total of 18 cores. The
most recent processor, based on AMD’s Zen microarchitecture and released in 2017, features
24 cores—three times the amount found in the Sandy Bridge-EP chip released roughly six
years before.
All Intel and AMD processors use two-way simultaneous multi-threading (2-SMT), which
is why for these processors the number of threads per chip displayed in Table 2.1 is exactly
double the number of physical cores; IBM’s Power8 microarchitecture is somewhat of an
outlier in this respect as it supports up to eight threads per physical core (8-SMT).
Some of the processors implement multiple single instruction, multiple data (SIMD) instruction-set extensions. To keep the focus on relevant information only the latest SIMD
extensions for each processor are shown in Table 2.1.2 This means, e.g., that although all the
Sandy and Ivy Bridge-EP processors support 128-bit streaming SIMD extensions (SSE) instructions, they are not listed in the table, for the processors also support the more powerful
256-bit advanced vector extensions (AVX) instruction set. The Haswell-EP and Broadwell-EP
processors (which also support the SSE and AVX instruction-set extensions) feature the AVX2
and fused multiply-add (FMA)3 instruction-set extensions: Among other things, AVX2 extends existing 256-bit AVX support from ﬂoating-point to integer data types, while FMA3
introduces support for FMA instructions. The SIMD extensions used in IBM’s Power8 processor are called vector scalar extension (VSX) and feature 128-bit SIMD registers and as
well as FMA instructions. AMD’s Zen microarchitecture supports the SSE, AVX, FMA3,
and FMA4 instruction-set extensions (more information on the difference between FMA3
and FMA4 is provided when discussion the Zen microarchitecture in Section 2.1.4). At this
point, it is worth pointing out the difference between the support and the implementation of a
SIMD extension: While AMD’s Zen microarchitecture supports the 256-bit AVX instruction
set (i.e., a binary containing instructions from the AVX instruction set can be executed on a
core of a processor based on the Zen microarchitecture), it does not implement 256-bit AVX
units in hardware. Instead, AVX is supported by emulation: When instructions are decoded
in the front end, 256-bit AVX instructions are broken up into two 128-bit SSE instructions
which are then executed on 128-bit SSE execution units. All other microarchitectures feature
execution units for arithmetic operations that support instructions from their latest SIMD
extensions without emulation.
2

Due to backward compatibility of the x86 architecture, the list of supported SIMD extensions would be
unnecessarily long: SIMD instruction sets not shown in the table include MMX, 3DNow, SSE, SSE2, SSE3,
SSE4.1, and SSE4.2.
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Frequencies
The second part of the table deals with various frequency-related information, which is based
on vendor speciﬁcations and previous work [66]. Depending on the workload and the number of active cores, the CPUs support a wide range of frequencies. With the exception of
AMD’s processor, all CPUs support setting the CPU core frequency at 100 MHz or 200 MHz
granularity within the supported range; on AMD’s processor the only supported CPU frequency settings are 1.2 GHz, 1.8 GHz, 2.3 GHz, and turbo mode. In addition to the full
frequency range supported by the processors, some special frequencies are worth pointing
out:
• The CPU base frequency, also known as the nominal frequency, corresponds to the frequency the chip is advertised with. On the Intel Sandy and Ivy Bridge-EP processors,
as well as AMD’s Zen and IBM’s Power8 processors, chips are guaranteed to clock at
least at the nominal CPU frequency when running arbitrary code on all cores. On
the Intel Haswell-EP and Broadwell-EP processors the situation is slightly different:
On these processors the nominal frequency is only guaranteed when running code
that comprises scalar and/or 128-bit SSE SIMD instructions; when the instruction mix
contains more energy-intensive 256-bit AVX SIMD instructions, the guaranteed minimum frequency is called AVX base frequency and is 300–400 MHz lower than the base
frequency on the investigated processors.
• The CPU all core turbo frequency acts as an upper bound to frequency when running
code on all cores. Again, a difference exists between Intel Haswell-EP and BroadwellEP processors on one side and all other processors on the other: When running code
comprising only scalar and/or SSE instructions on all cores of the Haswell-EP and
Broadwell-EP processors, the upper bound for CPU frequency is the all core turbo
frequency. When AVX instructions are part of the instruction mix, the upper frequency
bound is given by the AVX all core turbo frequency, which is 100–200 MHz lower than
the all core turbo frequency (cf. Table 2.1).
Depending on workload and chip quality the actual frequency attained by a given workload running on all cores of a processor will vary between the (AVX) base and (AVX) max all
core turbo frequencies. E.g., a memory-bound code, in which cores are mostly idle waiting
for data from memory and therefore do not dissipate much power, is more likely to run close
to the max all core turbo frequency (i.e., the upper bound for frequency) than, e.g., the notoriously compute- and power-intensive linpack benchmark; the latter is much more likely
to run close to the base frequency (i.e., the minimum guaranteed frequency) when running
on all cores. However, even the most compute- and power-intensive application running on
all cores is guaranteed to run at least at the base frequency.
In addition to CPU frequencies, information about the supported Uncore frequency range
is listed for the Intel Haswell-EP and Broadwell-EP processors (more details on this in Section 2.1.3, which provides more details about the Haswell-EP and Broadwell-EP microarchitectures).
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Caches
The third part of Table 2.1 deals with the cache subsystem of the investigated processors.
It lists cache capacities and bandwidths between adjacent cache levels. A great deal of the
information about cache sizes and bandwidths was taken from vendor speciﬁcations. However, some gaps left by the documentation were ﬁlled using the microarchitecture-analysis
methodology proposed in Section 3.3.
L1 data caches are core-local on all architectures (i.e., each physical core has its dedicated L1 cache). All Intel and AMD microarchitectures have a 32 kB L1 cache whereas IBM’s
Power8 microarchitecture features a 64 kB L1 cache—a design decision that can be attributed
to the fact that on Power8 each core’s L1 cache has to be shared by up to eight threads (cf.
8-SMT). The L2 caches are core-local on all microarchitectures as well. Intel’s microarchitectures use a 256 kB L2 cache, whereas AMD’s Zen and IBM’s Power8 microarchitectures
feature L2 caches that are twice as large. The L3 cache is core-local only on IBM’s Power8
microarchitecture, where each core has its dedicated 8 MB L3 cache. On all other microarchitectures, the L3 cache is a shared last-level cache (more about this in Sections 2.1.2–2.1.5,
which deal with each of the different microarchitectures in more detail). Since each core
is contributing a segment to the total L3 cache size (2.5 MB per core on all Intel microarchitectures, 2 MB per core on AMD’s Zen microarchitecture,3 and 8 MB on IBM’s Power8
microarchitecture) the trend of increasing core counts observed previously explains the continuous increase in last-level cache size.
Cache bandwidths are determined by two factors: The number and the width of data
paths between adjacent cache levels. Data paths from the register ﬁle to the L1 cache are
typically 16 or 32 byte wide. On all Intel and AMD microarchitectures, there are two paths
for receiving data from the L1 and only one path for storing data to the L1 cache; on IBM’s
Power8 microarchitecture, there are two links, each of which can be used for either sending
data to or receiving data from the L1, but not both at the same time.
Data paths between the L1 and L2 caches are between 32 and 64 byte wide. All Intel microarchitectures use a single bi-directional link between the L1 and L2 caches. This means
that in any given cycle data can either be received from the L2 cache or it can be sent to the
L2 cache, but not both at the same time. AMD’s Zen and IBM’s Power8 microarchitectures
use two uni-directional links between the L1 and the L2 caches. On AMD’s Zen microarchitecture, each of the links has a width of 32 byte, while on IBM’s Power8 microarchitecture
the link for receiving data from and sending data to the L2 cache have widths of 64 and
16 byte, respectively. Between the L2 and L3 caches, the Intel and AMD microarchitectures
use a single bi-directional 32-byte-wide link. IBM’s Power8 microarchitecture uses two unidirectional links, each of which has a width of 32 byte.
3

Note that the 24-core AMD Epyc 7451 processor that acts as specimen representing AMD’s Zen microarchitecture is manufactured using a 32-core processor design. However, it is shipped with only 24 of the 32
cores activated; eight cores have been deactivated either due to manufacturing problems which render some
cores defective/unusable or as part of a business decision to create multiple products using the same processor mask. As a result, the number of L3 segments per chip corresponds to the processor mask’s intended
32 cores instead of the 24 cores usable in the ﬁnal product, hence the multiplier 32 in the row indicating L3
cache capacity in Table 2.1.
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Main memory
The last part of Table 2.1 contains information about the memory conﬁguration as well as
the derived metric of theoretical main memory bandwidth4 of the investigated processors.
All processors use either DDR3 or DDR4 memory, which speciﬁes 8-byte wide data channels. All investigated Intel Xeon processors support four memory channels. Improvements
of main memory bandwidth from generation to generation on these processors stem from a
steady increase in the memory clock.
AMD’s Epyc processor based on the Zen microarchitecture offers more than twice the
theoretical memory bandwidth compared to the Broadwell-EP processor. This is achieved
by using twice the amount of memory channels per chip (eight on AMD’s Epyc chip vs. four
on all Intel processors) and a 266 MHz higher memory clock. These improvements allow
for a theoretical main memory bandwidth of 170.6 GB/s.
IBM’s processor deserves some special treatment when it comes to the main memory conﬁguration: The cache subsystem of the Power8 microarchitecture is connected to main memory via so-called Centaur chips. A single processor supports up to eight Centaur chips, each
of which features four memory channels. In the full conﬁguration, this corresponds to a remarkable number of 32 memory channels. However, the machine made available to us featured only four Centaur chips per processor, resulting in a total of 16 memory channels per
socket. Despite having twice the amount of memory channels compared to the AMD Epyc
processor (16 vs. 8), the theoretical main memory bandwidth of both processors is identical, for the memory clock on the IBM processor is only half of that of the AMD processor
(1.33 GHz vs. 2.67 GHz).
This concludes the ﬁrst overview of the testbed. In the following sections, each microarchitecture will be discussed in more detail.

2.1.2 Intel's Sandy and Ivy Bridge-EP microarchitectures
When designing new processors, Intel follows the so-called tick-tock model, in which a tick
represents a shrink of the manufacturing-process technology, and a tock corresponds to major microarchitectural overhaul. This strategy seeks to avoid problems that could otherwise
arise when changing the manufacturing process and the microarchitecture in parallel by
focusing engineering efforts on either of the two. Note, however, that ticks may be accompanied by minor microarchitectural changes (e.g., to introduce small improvements or to ﬁx
bugs that were overlooked in a tock).
In this tick-tock model, the Sandy Bridge-EP microarchitecture corresponds to tock (i.e., a
major microarchitectural redesign). The major improvements compared to the previous tock
(the Nehalem-EP microarchitecture) are manifold, so instead of presenting an exhaustive list
of changes, only the most important changes recorded here:
4

Theoretical main memory bandwidth is derived by multiplying the width of a single memory channel (eight
bytes in the case of DDR3 and DDR4) by the number of memory channels, and the memory clock: E.g.,
on the Sandy Bridge-EP processor, a channel width of eight bytes, four memory channels, and an effective
memory clock of 1.6 GHz results in a theoretical main memory bandwidth of 8 B/ch. · 4 ch. · 1.6 GHz =
51.2 GB/s.
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• The Sandy Bridge-EP microarchitecture was the ﬁrst to support the 256-bit AVX SIMD
instruction-set extensions. Previous microarchitectures supported only the 128-bit
SSE SIMD extensions. In effect, the move from SSE to AVX doubled the number of
supported ﬂoating-point (FP) operations per cycle per core.
• To sustain the higher FP performance enabled by AVX, the L1 cache’s load bandwidth
was increased in the Sandy Bridge-EP microarchitecture. On Nehalem-EP, the L1
cache and register ﬁle were connected by two data paths: One 128-bit path for loading
data from the L1 cache into the register ﬁle, and one 128-bit path for storing data from
the register ﬁle to the L1 cache. The Sandy Bridge-EP microarchitecture includes a second 128-bit data path for loading data from the L1 cache (bringing the total number
of data paths to three), thereby doubling the L1 cache’s load bandwidth.
• In the preceding Nehalem-EP microarchitecture, the shared last-level cache’s segments
were joined together using a bus topology, which limited the cache’s scalability. This
issue was addressed in the Sandy Bridge-EP microarchitecture by replacing the bus
with a ring topology.5
• The number of supported memory channels was increased from three on the Nehalem-EP processor to four on the Sandy Bridge-EP one. The maximum memory clock
was increased from 1333 MHz to 1600 MHz.
The Ivy Bridge-EP microarchitecture corresponds to a tick in which the manufacturing
process technology moved from 32 to 22 nm. The chip area won by decreasing the structure
size was used to increase the core count of the new processors by 50%: While the Sandy
Bridge-EP top-bin stock-keeping unit (SKU)6 had eight cores, and the Ivy Bridge-EP top-bin
SKU features twelve. To maintain the scalability of the shared last-level cache, the single-ring
topology introduced with the Sandy Bridge-EP microarchitecture was replaced with a more
complex three-ring design in the Ivy Bridge-EP 12-core models. Other minor but notable
improvements introduced in the Ivy Bridge-EP microarchitecture include an increase in the
supported memory clock (from 1600 to 1866 MHz), improved instruction throughputs and
latencies, and support of the F16C instruction-set architecture (ISA) extension, which deals
with conversions between half- and single-precision FP numbers.

Core
Figure 2.1 shows the Sandy and Ivy Bridge-EP core design.7 The upper part of the ﬁgure
shows the in-order front end part of the core, while the lower part shows the out-of-order
5

Note that the ring was originally introduced with the Westmere-EX tick (Westmere being the tick after Nehalem).
6
The processor model of a particular microarchitecture with the largest number of cores is typically referred
to as top-bin SKU. The expression originates from the process of categorizing chips based on quality (e.g.,
the number of non-defective cores) into different bins, which is called binning.
7
Because changes to the core front and back ends made in the Ivy Bridge-EP microarchitecture are negligible
for the purposes of this work, the design shown in Figure 2.1 represents the Sandy Bridge-EP as well as the
Ivy Bridge-EP microarchitectures.
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execution back end. In the following, a short overview of both parts is given.
In essence, the job of the in-order front end is to get instructions (micro-ops, to be precise)
into a queue so they can be executed in the out-of-order part of the core. For the sake of simplicity, it is assumed that the instructions to be executed have already been loaded from main
memory through the various levels in the cache/memory hierarchy into the L1 instructioncache. From there, instructions can be read at a bandwidth of 128 bit per cycle. Because Intel
microarchitectures use a complex instruction set computer (CISC) design, in which instructions have a variable length in bytes, a pre-decode step determines instruction lengths before
committing individual instructions to the instruction queue. Next, all of the CISC instructions that were extracted from the instruction stream in the pre-decode step are passed on
to the four decode units. In this step, instructions are converted from CISC instructions to
simpler, reduced instruction set computer (RISC)-like instructions called micro-ops. To get
a better idea of what this means, consider, for example, a CISC add instruction that speciﬁes a register and a main memory address as input operands. Such an instruction would
be decoded into two separate micro-ops that resemble RISC instructions: One explicit load
micro-op to get the operand from the speciﬁed memory address into a register; and one explicit add micro-op that adds the inputs residing in registers. Dependencies created in the
process (e.g., the load micro-op must have retired to guarantee that data expected by the add
micro-op is available) are automatically identiﬁed and respected by the instruction scheduler
in the out-of-order execution back end.
In any cycle, the four decode units can decode up to four CISC instructions to up to seven
micro-ops: Three of the four units are simple decode units that can each decode one CISC
instruction that corresponds to one micro-op per cycle; the forth, more complex, decode unit
can decode CISC instructions that correspond to up to three micro-ops per cycle. Decoded
micro-ops are sent to the decoded micro-instruction queue and a micro-op cache. In some
scenarios, the micro-op cache (sometimes referred to as L0 cache) can signiﬁcantly reduce
power consumption: E.g., whenever a core is executing a loop whose decoded micro-ops ﬁt
into the L0 cache, no new instructions must be fetched from the L1 instruction-cache; instead, previously decoded micro-ops from the L0 cache can be reused. As a consequence, the
legacy decode pipeline (i.e., pre-decode, instruction queue, complex and simple decoders)
can be powered down to save energy for the duration of such loops.
Once a micro-op is placed in the decoded micro-op queue, the job of the in-order front
end is complete, and the out-of-order execution back end can take over. Considering dependencies, the scheduler selects micro-ops from an instruction window that is 168 micro-ops
wide and dispatches the instruction to a suitable execution port. There is a total of six
execution ports in the Sandy and Ivy Bridge-EP microarchitectures, and each of them is assigned various functional units: E.g., execution port zero contains an arithmetical-logical
unit (alu) for arithmetical-logical operations, the AVX divide (div) unit, and the AVX multiplication (mul) unit. Execution port 1 houses another alu and the AVX addition (add) unit.
Execution port 5 contains another alu, the branch unit, and AVX units capable shuffling
register contents (shuf), performing Boolean operations (bool), and blending data from different registers (blend). Execution ports 2–4 are dedicated to loading and storing data and
are discussed later. Note that the list of functional units shown in Figure 2.1 is not comprehensive. For example, port 0 contains a number of additional units, such as scalar integer
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Figure 2.1: Overview of the components of Intel Sandy and Ivy Bridge-EP cores: In-order
execution front end comprising decode pipeline (pre-decode, instruction queue,
decoders), micro-op cache, and decoded micro-op queue shown in the upper part;
out-of-order execution back end comprising execution ports (each containing a
number of distinct functional units) and memory control in the bottom part.
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div and mul units; however, as these are not relevant to this work, they have been omitted.
Although the scheduler can dispatch up to six micro-ops in each cycle, each execution port
can only execute one micro-op per cycle. This has implications for instruction throughput:
E.g., because port 0 features both the only AVX div and the only AVX mul units, the core
can never dispatch a 256-bit AVX div micro-op and a 256-bit AVX mul micro-op in the same
cycle. Another constraint of the front end relating instruction throughput concerns micro-op
retirement: Although up to six micro-ops can be dispatched per cycle, only four micro-ops
can be retired per cycle.
Micro-op operands are moved between the register ﬁle and the L1 (data) cache using the
load and store units assigned to execution ports two, three, and four. The address-generation
units (AGUs) on execution ports two and three are used to perform address calculations necessary when using complex addressing modes. After the memory address has been determined each of the two load units and the store unit can move up to 128 bit per cycle between
the register ﬁle and the L1 cache.
The microarchitecture uses 64-byte cache lines (CLs). Whenever a load or store in the L1
cache triggers a CL miss, a line-ﬁll buffer (LFB) is allocated, and a transfer of the required CL
from the core-local L2 cache is initiated. Discussion of data transfers beyond the L2 cache
is deferred to Chapter 3, which deals with the cache/memory hierarchy in more detail when
dealing with the ECM model.

Processor
Figure 2.2 shows the processor-level layout of the 8-core top-bin SKU based on the Sandy
Bridge-EP microarchitecture. The layout of the 10-core Ivy Bridge-EP processor from the
testbed differs from Figure 2.2 only in so far that there two more cores and corresponding L3
segments.
The eight cores and their associated L1 and L2 caches shown in gray corresponds to an
abstracted view of the previously discussed core design shown in Figure 2.1. As far as terminology is concerned, Intel summarizes all chip components that are not part of a core8
(i.e., everything not shown in gray in Figure 2.1) using the term Uncore. In the following, the
major components of the Uncore that are of relevance to this work are described.
Communication between cores takes place over the shared last-level cache. This cache is
made up of separate segments, each of which has a size of 2.5 MB and is placed next to one
of the cores. Despite the proximity, a core is not treating the segment closest to it preferentially when it places CLs in the last-level cache. Instead, a proprietary hashing function that
is supposed to evenly distribute data for a wide range of access patterns is used to map CLs
to L3 segments. Thus, the L3 segment in which a particular CL resides is determined by
the CL’s address. Individual L3-cache segments are connected by a bi-directional ring over
which both CL traffic and cache-coherence information is transmitted. In addition to the
Cboxes (which serve as ring-stops for cores and L3 segments), the rings connect to the home
agent, the PCIe subsystem, and the QuickPath interconnect (QPI) engine. The home agent
8

As previously discussed, the core design includes core-private L1 and L2 caches; therefore, core-private caches
are not part of the Uncore.
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Figure 2.2: Simpliﬁed package layout of the top-bin SKU based on the Sandy Bridge-EP microarchitecture.
connects to the memory controller and buffers access to main memory from different cores
to optimize memory access (e.g., if two cores access consecutive data in main memory in the
time window that the home agent is buffering requests, both requests can be combined into a
single, larger request). The PCIe subsystem provides direct access to periphery components.
The QPI engine serves as a processor’s communication endpoint in multi-socket systems. In
addition to inter-socket data transfers, the QPI engine performs the required snooping operations to keep data coherent across caches and memories of a system comprising multiple
NUMA nodes.

2.1.3 Intel's Haswell-EP and Broadwell-EP microarchitectures
According to Intel’s tick-tock design model, the Haswell-EP microarchitecture corresponds
to a tock, i.e., a major microarchitectural overhaul. Its successor, the Broadwell-EP microarchitecture, represents a tick and, therefore, represents a shrinking of the manufacturing process.9 Thus, Figure 2.3 serves as illustration for both Haswell-EP and Broadwell-EP cores.
9

As was previously the case for the Ivy Bridge-EP microarchitecture, despite being a tick Broadwell-EP introduces some minor microarchitectural improvements: E.g., the Haswell-EP microarchitecture was meant
to introduced support for transactional synchronization extensions (TSX)—an instruction-set extension
that adds transactional-memory support in hardware to speed up execution of multi-threaded applications
through lock elision. However, the original implementation was faulty and therefore TSX had to be deactivated in all Haswell-EP processors; the Broadwell-EP tock provided an opportunity to ﬁx the problem.
In addition, the Broadwell-EP microarchitecture brought improvements to the throughput and latency of
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Core
The Haswell-EP microarchitecture introduced support for the AVX2 instruction set, extending the existing 256-bit AVX SIMD instruction set (that was limited to FP operations) to
integer operations. In addition to AVX2, the microarchitecture also supports the FMA3 instruction set, which includes scalar, SSE, and AVX SIMD fma instructions for FP numbers
that combine a multiplication and an addition into a single micro-op.10 These new fma instructions are handled by two new, AVX-capable execution units that are attached to execution ports zero and one (cf. Figure 2.3). Whereas Sandy and Ivy Bridge-EP cores were limited
to one 256-bit AVX FP add and one 256-bit AVX FP mul micro-op per cycle (cf. Figure 2.1),
Haswell-EP and Broadwell-EP cores provide twice the FP operation throughput by being
capable of retiring two AVX fma micro-ops per cycle.
To sustain the core’s increased FP performance, according to vendor speciﬁcations data
paths between the register ﬁle and the L1 caches saw their width increased from 128 bit to
256 bit and the data path between the L1 and L2 caches from 256 bit to 512 bit. Support
for a new set of vector gather instructions provides a simple means to ﬁll SIMD registers
with non-continuous data, making it easier for compilers to SIMD-vectorize code involving
irregular and indirect memory accesses.
To increase instruction throughput the Haswell-EP microarchitecture includes two new
execution ports and reorganizes the assignment of some functional units to execution ports.
The out-of-order window has been increased from 168 to 192 micro-ops. Cores can now
dispatch up to eight micro-ops per cycle. However, the number of micro-ops that can be
retired per cycle was not increased and is, therefore, the same four micro-ops per cycle as in
Sandy and Ivy Bridge-EP cores.
Port 5 on the Sandy and Ivy Bridge-EP microarchitectures proved to be a bottleneck for
many applications using AVX instructions, for it contained the only branch unit as well as
the only AVX shuffle unit (which is required to transfer data from the lower 128-bit part of
a 256-bit AVX register to the upper 128-bit part of the register). To reduce contention for
port 5, the branch unit was moved the newly introduced execution port 6 in the Haswell-EP
microarchitecture. To improve the throughput of branch-heavy instruction mixes, a second
branch unit was added to port 0. The second new execution port is port 7. It contains a
so-called simple AGU. Complex addressing operations, such as, e.g., “base plus offset plus
scaled index”-addressing,11 are only supported on the two AGUs assigned to ports 2 and 3.
many instructions. However, the differences are only minor and for all intents and purposes of this work
the core front ends of both microarchitectures can be treated as identically.
10
Expressed in pseudo-assembly, an instruction performing a multiplication reg1 = reg1 * reg2 and an
instruction performing an addition reg0 = reg0 + reg1 can be fused into a single instruction performing both the multiplication and the addition (a fused multiply-add instruction): reg0 = reg0 + reg1 *
reg2. Note that the 3 in the FMA3 acronym indicates that only three registers can be speciﬁed in an fma
instruction. This implies that the contents of one of the three input registers must be overwritten with the
result of the operation.
11
Streaming memory accesses in loops corresponding to high-level language constructs such as, e.g., A[i] in
C code, are converted to base plus scaled index addressing, e.g., [rdi+rdx*8]: Here, the register rdi holds
the base pointer of the array A, i.e., a pointer to the start of the array. The register rdx contains the value of
the loop counter i; because memory addressing uses units of bytes, the loop index needs to be scaled by the
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In contrast, the new simple AGU on port 7 can only perform “base plus offset”-addressing.

Processor
Moving from the core- to the chip-level design of the Haswell-EP and Broadwell-EP processors, a number of signiﬁcant changes to the previous microarchitectures can be observed.
These will be highlighted using the chip-level layout of the 24-core top-bin Broadwell-EP
SKU shown in Figure 2.4 (the 18-core Broadwell-EP processor from the testbed is based on
this top-bin SKU with six of the cores and L3 segments disabled). As was the case previously,
the term Uncore on the Haswell-EP and Broadwell-EP microarchitectures refers to all parts
of the chip that are not part of the core design.
On the Sandy and Ivy Bridge-EP microarchitectures that preceded the Haswell-EP and
Broadwell-EP ones, the chip’s Uncore was clocked at the same frequency as the CPU cores.
Starting with the Haswell-EP microarchitecture, separate clock domains are provided for
the CPU cores and the Uncore. Related to this new clock domain is a feature called Uncorefrequency scaling (UFS), which can be enabled or disabled in the BIOS. When UFS is enabled the chip dynamically sets the Uncore frequency based on the current workload; when
UFS is disabled, the Uncore frequency is ﬁxed at the maximum supported Uncore frequency.
Although not officially documented by Intel, a means to manually set the Uncore frequency
via model-speciﬁc registers (MSRs) is supported by all Haswell-EP and Broadwell-EP processors (see Appendix B for instructions on how to manually set the Uncore frequency).
In contrast to the Sandy Bridge-EP design (cf. Figure 2.2), where cores and L3 segments
were arranged in a ring topology, cores on Haswell-EP and Broadwell-EP processors that feature more than ten cores are physically arranged to form two ring topologies (cf. Figure 2.4).
Processors with ten or fewer cores retain the single ring topology. Communication between
the two rings takes places over two queues, called Sboxes, that connect the individual rings.
It is hypothesized the move to the dual-ring topology was motivated by efforts to reduce
latency inside and maintain the scalability of the core interconnect (e.g., the maximum distance between two cores in a single ring connecting 24-cores is 12 hops; in contrast, using
two 12-core rings that are connected over two queues, the maximum distance between two
cores is 7 hops).
Instead of a design using a single memory controller with four channels as was the case
on Sandy and Ivy Bridge-EP processors, the Haswell-EP and Broadwell-EP ones feature two
memory controllers with two channels each. Although the total number of channels is
identical in both designs, processors based on Haswell-EP and Broadwell-EP designs offer a higher memory bandwidth. The improvement can be attributed to the increase in the
memory clock as well as memory-efficiency improvements enabled by upgrading from the
DDR3 to the DDR4 standard (see the bottom part of Table 2.1 on page 19).
size of the data type—eight bytes in the case of double-precision ﬂoating point numbers. If loop unrolling
was performed by the compiler, base plus scaled index plus offset addressing is required: E.g., if the loop
was eight-way unrolled and 32-byte AVX vectorization is used, the ﬁrst AVX instruction will process the
32 bytes of data at the memory address [rdi+rdx*8] and the second AVX instruction the 32-bytes directly
afterward, i.e. [rdi+rdx*8+32].
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Figure 2.4: Simpliﬁed package layout of the top-bin SKU based on the Broadwell-EP microarchitecture.
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In the default conﬁguration, CLs are evenly distributed among the L3 segments of both
rings using a proprietary hashing function, as was the case in the Sandy and Ivy BridgeEP microarchitectures. The same strategy (i.e., another hashing function) is used to evenly
distribute load across the processor’s two memory controllers.
In addition to the default conﬁguration, Haswell-EP and Broadwell-EP processors with
more than ten cores (i.e., processors with two physical rings) support the so-called clusteron-die (COD) mode. In this mode, the two physical rings appear as separate NUMA domains, each domain comprised of the cores and the memory controller of the physical ring
it corresponds to.12 This mode is realized by modifying the previously mentioned hashing
functions responsible for distributing CLs across L3 segments and memory controllers in
such a way that CLs are only placed in L3 segments and memory that is associated with the
physical ring that the core requesting a particular CL belongs to. It has been shown that
COD mode has several advantages for NUMA-aware applications (e.g., reduced latency and
higher memory bandwidth); however, COD mode can be detrimental to performance when
running NUMA-unaware applications [66].
Before the Haswell-EP microarchitecture, processors implemented a single QPI snoop protocol, whose job it is to maintain cache coherency in multi-socket systems. Haswell-EP processors support three different QPI snoop modes, each optimized for a certain workload, and
system administrators can select an appropriate snoop mode at boot time in the BIOS. In
an attempt to solve the problem of having to constantly reboot nodes and adjust the snoop
mode when changing workloads, a fourth snoop mode that is supposed to offer the best
performance for all workloads was introduced with Broadwell-EP. QPI snoop mode does
not play a signiﬁcant role for the remainder of this work; however, interested readers can
ﬁnd a detailed description of the mode of operation of the different snoop modes and their
implications on latency and bandwidth in previous work [66].

2.1.4 AMD's Zen microarchitecture and Epyc processors
The reason why AMD has not played an important role in the recent HPC and server processor market was due to its previous Excavator microarchitecture being particularly ill-suited
for compute-intensive tasks. Among other things, this microarchitecture lacked support
for simultaneous multi-threading (SMT), and essential SIMD units had to be shared across
compute cores. These shortcomings were addressed during the design of the Zen microarchitecture. The result is a completely reorganized core that is based on a conventional highperformance design, which will become apparent when comparing the Zen microarchitecture to the previous Intel microarchitecture.
The Zen microarchitecture supports the AVX, FMA3, and FMA413 SIMD instruction-set
12

In the case of the design shown in Figure 2.4, the chip appears as a single NUMA domain with 24 cores in
the case of the default, or non-COD, conﬁguration. In COD mode, a single chip appears to the operating
system as two NUMA domains, each consisting of 12 processors (i.e., the ﬁrst NUMA domain is made up
of the physical cores 0–11 and the memory controller shown on the left part of the ﬁgure and the second of
cores 12-23 and the memory controller shown on the right).
13
In contrast to FMA3, which only supported instructions with three operands (implying that one of the three
inputs must be overwritten with the result of the operation), the FMA4 instruction set allows instructions
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extensions. Processors based on the Zen microarchitecture are manufactured using contemporary 14 nm process technology, and use different names depending on their application
area: Zen-based desktop processors are marketed under the Ryzen brand, whereas server
processors use the moniker Epyc.

Core
Figure 2.5 shows the core design used in the Zen microarchitecture. Comparing this to the
previous Intel core designs (cf. Figures 2.1 and 2.3), the resemblance is unmistakable. Not
only does the Zen microarchitecture features the same separation into an in-order front end
and an out-of-order back end as did the Intel architectures, but the designs of the in- and
out-of-order components are almost identical as well.
The in-order front end of the Zen core serves the same purpose as it did on the Intel architectures: Getting instructions (micro-ops,14 to be exact) to the out-of-order back end so they
can be executed. This process starts with loading up to 256 bit worth of instructions per
cycle from the 64 kB L1 instruction cache. The pre-decode step is the same as in Intel microarchitectures: Variable-length CISC instructions are identiﬁed in the instruction stream
and broken up into individual instructions. In the decode phase, CISC instructions are broken up into smaller, RISC-like micro-ops15 by four decode units, each of which is capable of
decoding one micro-op per cycle. Again, in addition to being placed in the decoded microop queue, micro-ops are also sent to the micro-op cache (which AMD ﬁrst introduced with
the Zen microarchitecture). In contrast to the legacy decode pipeline, which is limited to
delivering four micro-ops per cycle (four decode units, each of which can decode one microop per cycle), the micro-op cache can deliver up to six micro-ops to the decoded micro-op
queue.
While the general design of Zen’s out-of-order back end is similar to that of the Intel cores
discussed previously, there are some differences. Most importantly, there are two schedulers
in the back end that separate execution based on operands. General-purpose integer, logical,
branch, and addressing operations are performed in the integer-execution segment (shown
on the center right in Figure 2.5), while ﬂoating-point and vector operations are carried out
in a separate execution segment (shown in the center left of the same ﬁgure). Both execution
segments combined can dispatch a total of six micro-ops per cycle, and the core can retire
eight micro-ops per cycle. Being able to retire more micro-ops than can be dispatched in a
cycle allows the core quickly clear up a potential backlog of completed instructions in case
more than six micro-ops ﬁnish execution in a given cycle (although only six micro-ops can
be dispatched per cycle, the fact that different micro-ops can have different latencies can lead
to situations where more than six micro-ops ﬁnish execution in the same cycle).
The integer execution comprises six execution ports. Ports 4–7 contain arithmetic-logic
units (ALUs) each capable of integer addition, subtraction, and logical operations. Integer
with three input operands and one output register (implying that none of the inputs has to be overwritten).
Incidentally, AMD makes use of the same terminology as Intel when referring to the result of decoded CISC
instructions as micro-ops.
15
This includes the breaking up of AVX instructions into two separate SSE micro-ops to enable the emulation
of instructions included in the AVX instruction-set extension on SSE hardware.
14
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multiplication is handled by a single, dedicated functional unit attached to port 5; integer
division by a single, dedicated unit on port 6. Like in the Haswell-EP core design, each Zen
core features two branch units (attached to ports 4 and 7). Load and store instructions are
executed on ports 8 and 9: Memory addressing operations (such as, e.g., base plus offset plus
scaled index) are handled by the two AGUs attached to the ports; the actual load or store is
then executed on one of two load units or the store unit, which are shared between ports 8
and 9. Note that although the documentation states there are three 128-bit wide data paths
between the register ﬁle and the L1 cache (two for loading data from and one for storing data
to the L1 cache), the fact that there are only two AGUs limits the number of total load/store
instructions to two per cycle.
The ﬂoating-point and vector execution contains four additional execution ports. As was
already brought up earlier, the Zen microarchitecture does not include any functional units
that support execution of AVX instructions. Instead, AVX instructions are broken up into
two SSE micro-ops during the decode phase in the front end; in the out-of-order back end
the resulting SSE micro-ops are executed on the SSE units attached to execution ports 0–3.
All ports feature functional units that can handle SSE ALU operations. SSE multiplication
and FMA instructions are supported by functional units attached to ports 0 and 1. SSE
addition instructions are handled by functional units on ports 2 and 3. SSE shuffle and
divide instructions are handled by functional units on ports 2 and 3, respectively.
The capacity of the L1 data cache is 32 kB—identical to that found in the previously discussed Intel architectures. In contrast to the previously discussed Intel cores, which had a
single uni-directional link that was used for both transfer from L1 to L2 and vice versa, Zen
cores feature two uni-directional data paths between the L1 and L2 caches, each of which
can transfer either 256 bit per cycle. The size of the L2 cache is 512 kB—twice the capacity
of L2 caches in the previous Intel microarchitectures.
Instead of directly moving from the core design to the processor level, as was done previously for the Intel microarchitectures, the fact that Epyc processors are made up of hierarchical building blocks justiﬁes examining each of these building blocks in more detail, which
is done in the following.

CPU complex
Four of the previously described Zen cores are connected via a shared L3 victim cache to form
a so-called CPU complex (CCX). Figure 2.6 shows such a CCX made up of the previously
discussed cores (shown in gray). Each core is contributing a 2 MB L3-cache segment, making
for a total of 8 MB of shared L3 cache inside a CCX. In down-binned SKUs only cores of a
CCX are deactivated—L3 segments always remain active. This means that even CCXs with
three or fewer enabled cores have 8 MB of L3 cache at their disposal.
Detailed information on the interconnect that links the individual L3 segments of a CCX
is currently not available. However, some of the available facts (e.g., statements by AMD
that L3 latency is uniform as well as the fact that L3 cache bandwidth does not scale in
measurements) suggest that the interconnect uses a bus topology rather than a more scalable
ring or even mesh design.
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Figure 2.6: Simpliﬁed layout of a Zen CPU complex (CCX) made up of four Zen cores and
four L3 segments.

Zeppelin
The next building block in the hierarchy of Zen-based processors is called Zeppelin. The
layout of such a block is shown in Figure 2.7. In physical terms, a Zeppelin building block
corresponds to a chip die.
Each Zeppelin comprises two of the previously discussed CPU complexes (CCXs), a PCIe
subsystem, and two memory controllers featuring one DDR4 channel each. The components are connected over the so-called inﬁnity fabric that supersedes the HyperTransport
standard used previously by AMD. Note that the term inﬁnity fabric actually refers to a
set of protocols rather than a physical medium over which communication takes place as
the name fabric might suggest. The inﬁnity-fabric protocols are used together with a number of different physical media: On the Zeppelin level, different components communicate
over physical media named scalable data and control fabrics by AMD. On the package level,
different Zeppelins (i.e., dies) communicate over new and as of now undocumented physical layer termed global memory interconnect (GMI). On the node level, different processor
packages communicate using PCIe lanes as the physical medium for inﬁnity fabric.

Processor
An Epyc processor package, shown in Figure 2.8, is made up of four Zen Zeppelin dies that
are connected via inﬁnity fabric (over GMI).
Each of the Zeppelin dies with its two memory controllers and two memory channels
(shown in gray in the ﬁgure) appears as a separate NUMA node, making for a total of four
NUMA nodes per processor package. The top-bin SKU in which all four cores are of a CCX
are enabled thus features a total of 32 cores (four cores per CCX, two CCXs per Zeppelin,
four Zeppelins per package). Binned-down SKUs have an equal number of cores deactivated
in each CCX. E.g., the 24-core Epyc processor from the testbed has only three out of four
cores active per CCX.
The Epyc design supports a maximum of two processors per node. In such a conﬁguration, communication and cache coherency between the two processor packages are realized
using inﬁnity fabric (over 64 PCIe lanes).
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2.1.5 IBM's Power8 microarchitecture
The Power8 microarchitecture, IBM’s eighth iteration of the Power architecture, was released
around the same time as Intel’s Haswell-EP microarchitecture in the middle of 2014. Like
Haswell-EP, the Power8 processor uses manufacturing-process size of 22 nm. However, in
contrast to the contemporary Intel Haswell-EP 18-core top-bin SKU, the top-bin SKU based
on IBM’s Power8 design features only 12 cores.
In comparison to the previously discussed microarchitectures, the Power8 microarchitecture has several distinctive features worth pointing out: For one thing, in contrast to all
other chips, which implement two hardware threads per core, Power8 cores feature 8-way
SMT. For another, as the name Power, which is short for performance optimized with enhanced RISC, suggests, the microarchitecture is based on a RISC design16 —in contrast to
all of the previous microarchitectures, which implemented the x86 CISC design. Power8
cores therefore also do not support any of the previously introduced x86 SIMD instructionset extensions. Instead of the 256-bit wide AVX2 extensions (used by the contemporary
Haswell-EP microarchitecture), VSX, the latest SIMD extensions supported by Power8 processor, features only 128-bit registers.
Finally, the Power8 microarchitecture is designed to enable a ﬂexible main memory conﬁguration. While previously discussed processors had a ﬁxed number of memory controllers
and channels, processors based on the Power8 microarchitecture support a conﬁgurable
memory organization. Each processor supports a maximum of eight Centaur chips that
connect the chip’s cache hierarchy to main memory. Each of the Centaur chips includes
four memory channels, resulting in a total of 32 memory channels per processor in the maximum supported eight-Centaur conﬁguration.

Core
Figure 2.9 shows the Power8 core design. Despite being marketed as a RISC microarchitecture, IBM Power8 cores bear a distinct resemblance to the previously discussed Intel and
AMD x86 CISC cores (cf. Figures 2.1, 2.3, and 2.5). This is due to the “enhanced” RISC
design implemented by Power8 breaking with some traditional RISC concepts, such as an
ISA comprising a set of uniform, simple, and ﬁxed-length instructions.
The in-order front end shown in the upper part Figure 2.9 differs only slightly from the
previous microarchitectures. The fact that the instruction set is made up of variable-length
instructions makes a pre-decode step necessary to identify instruction boundaries. In contrast to all other microarchitectures, where this pre-decode step takes place when data is
loaded from the L1 instruction cache, in the Power8 microarchitecture, instruction lengths
are determined when data is loaded from the uniﬁed L2 cache. The buffer holding instructions fetched from the L1 cache is called instruction fetch buffer but is otherwise similar
to the instruction queue of the previously discussed microarchitectures. Once instructions
have been placed in this instruction fetch buffer, several decoders (the exact number is not
16

Despite being marketed as a RISC design, some of the properties typically associated with RISC (such as,
e.g., instructions of a ﬁxed length) are not implemented in the “enhanced” RISC design that is Power8.
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documented) can decode up to eight instructions per cycle; some simple instructions do not
require decoding and are sent to the uniﬁed issue queue directly.
The out-of-order back end contains a scheduler that dispatches up to eight instructions
per cycle to up to eight of the total 14 execution ports.17 Due to the large number of execution ports used in Power8 cores, Figure 2.9 displays only those ports that are relevant for
discussions in later chapters.18
Port 0 is dedicated to branching: It contains the only branch unit in the core and no other
units to avoid conﬂicts. Ports 1 and 2 are identical and dedicated to Boolean and integerarithmetic operations. Ports 3 and 4 are identical as well, and handle instructions from the
VSX instruction-set extension: Each port contains functional units to handle VSX add, mul,
fma, and div instructions. Identical ports 5 and 6 handle instructions from the legacy vector
multimedia extension (VMX) instruction set:19 Each execution port contains units to handle
VMX add, mul, fma, and div instructions.
Ports 7–10 handle load and store instructions. Each of the identical ports 7 and 8 contains
an AGU to perform memory-address computations and a unit for loading data from the L1
cache. Ports 9 and 10 are identical as well. In addition to an AGU and a load unit, each of
these ports additionally includes a unit for storing data to the L1 cache. Apart from that,
ports 7–10 also include functional units for Boolean and integer-arithmetic operations (the
same functional units as ports 1 and 2).
There is a total of two 128-bit wide data paths between the L1 data cache and the register
ﬁle. The L1 cache is connected to the L2 cache via two uni-directional links that in each
cycle enable the simultaneous transfers of 512 bit from the L2 to the L1 cache and 128 bit
from the L1 to the L2 cache. In contrast to the previously discussed microarchitecture where
each core contributed an L3 segment to a shared last-level cache, the L3 cache in the Power8
microarchitecture is a core-local victim cache. It is connected to the L2 cache over two unidirectional links that enable the simultaneous transfer of 256 bit per cycle in each direction.
Note that despite being a core-local cache (i.e., CL from the core-local L2 cache are always
evicted into the core-local L3 cache), CL transfers between cores takes place over the L3 cache.

Processor
Figure 2.10 shows the layout of the 12-core top-bin SKU based on IBM’s Power8 microarchitecture, equipped with the maximum possible eight Centaur chips. Note that the 10-core
Power8-based processor from the testbed has two of the twelve cores deactivated; also, each
processor was only equipped with four Centaur chips.
17

In the official documentation, IBM refers to the execution ports as execution pipelines. In order to keep
nomenclature consistent across all microarchitectures, the term execution port will be used instead of execution pipeline.
18
Execution ports not shown include the port containing the decimal ﬁxed-point unit (implementing the IEEE
754-2008 standard for decimal ﬁxed-point operations), the port containing functional units for various
cryptography-related operations (e.g., AES encryption, SHA-2 hashing), and the condition-register port.
19
VMX is IBM’s implementation of AltiVec (designed by Apple, IBM, and Freescale Semiconductor), an singleprecision (SP) FP and integer SIMD instruction-set extension. VMX was superseded by VSX, which includes support for double-precision (DP) FP numbers.
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Figure 2.10: Simpliﬁed layout of the IBM Power8 top-bin SKU based equipped with the maximum number of Centaur chips.
The individual cores and their private L1, L2, and L3 caches (shown in gray in the ﬁgure)
exchange data via their L3 caches that communicate over the cache and core interconnect. In
addition to enabling communication between the cores, this interconnect also connects the
cores and the symmetric-multiprocessor controllers, required for inter-socket data transfers
and cache coherency in multi-socket systems, as well as the PCIe controllers. The cache
and core interconnect also acts as the gateway to main memory: It connects to the memory
control to which Centaur chips are connected.

2.2 Software and tools
All nodes in the testbed were running the Linux operating system. The systems containing
processors based on the Intel Sandy Bridge-EP, Ivy Bridge-EP, Haswell-EP, Broadwell-EP,
and AMD Zen microarchitectures were using a standard Ubuntu 16.04.3 LTS distribution
running the Linux 4.4.0 kernel. The system equipped with Power8 processors was using Red
Hat Enterprise Linux 7.3 distribution running the Linux 3.10.0 kernel.
On the Intel and AMD systems, all high-level language code was compiled using the Intel
C compiler (version 17.0.1); on the Power8 system, the IBM XL C compiler (version 13.1.3)
was used.
The LINPACK [86], HPCG [87], and Graph500 [88] benchmarks are de facto industrystandard benchmarks used to evaluate a processor’s peak ﬂoating-point performance, memory bandwidth, and latency properties, respectively. These benchmarks feature prominently
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in Chapter 4 to demonstrate that power-related investigations are signiﬁcant for real-world
applications. Results for dgemm, the double-precision general matrix-matrix multiplication,
were obtained with the highly-optimized implementation provided in Intel’s math kernel
library (MKL) version 2017.1.013, the most recent versions available at the time of writing.
HPCG results are based on a binary compiled from the same MKL release, which includes
the HPCG source code along with a highly-optimized library for all signiﬁcant HPCG subroutines. Due to the lack of optimized binaries and libraries, results for the Graph500 benchmark are based on a binary compiled from the reference implementation (version 2.1.4, the
most recent at the time of writing) available on the project’s website.
The likwid tool suite [89] (pre-release version 4.3.0) played an important role in controlling
and validating the measurement environment. E.g., the likwid-setFrequencies tool was
used to ﬁx CPU clock speeds at speciﬁc frequencies for measurements. CPU features, such
as, e.g., hardware prefetchers, were enabled and disabled for latency-related measurements
using likwid-features. The Uncore clock frequency on the Haswell-EP and Broadwell-EP
microarchitectures was modiﬁed via an MSR using Intel’s msr-tools [90] (see Appendix B for
details). The likwid-perfctr tool was used to program hardware performance counters
and read events recorded during benchmarking. These events were used to measure, e.g.,
power consumption on AMD and Intel processors. In addition, the recorded events were
used to validate whether the processor operated within the speciﬁed parameters (e.g., to
make sure the processors power-control unit did not clock down the CPU core or Uncore
frequencies to keep the power consumption within the processor’s TDP limit).
Instruction throughputs and latencies on which in-core runtime estimates are based were
measured using the ibench tool [64].

2.3 Methodology and presentation of results
This section provides information concerning the reproducibility and the signiﬁcance of
results.
All measurements were carried out on standard two-socket servers. During measurements, the CPU core frequency fcore of all processors was ﬁxed to the base frequency speciﬁed in Table 2.1. On the Haswell-EP and Broadwell-EP processors, which feature a separate
Uncore frequency domain, the Uncore frequency fUncore was ﬁxed to the CPU base frequency
of 2.3 GHz as well. CPU core and Uncore clock hardware events were recorded during all
measurements to guarantee the measurement environment was stable.
The power model proposed in Chapter 4 deals with estimating the dissipated power of a
processor. Data to set up the model thus requires power measurements at the processor-, not
at the node-level. One way to determine the power dissipated by the processor is to measure
the total power consumption at the node’s power-supply unit (PSU) using a voltmeter and
subtracting from this value the power consumed by all components in the system except the
CPU. This approach, however, can be error-prone because it can be difficult to determine
the contribution of non-CPU components in a running system with the CPU active; also
the contribution of non-CPU components to total power consumption is not constant: E.g.,
fan speeds—and, therefore, fan power consumption—may change depending on whether
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the CPU is idle or active. Although these obstacles can be overcome (e.g., by setting fans to
run at maximum speed all of the time), a less complicated and error-prone way to measure
processor power consumption is to use the processor’s internal power interface, which can
be accessed through hardware performance counters [91]. Research investigating the quality
of the processor power interface revealed the information provided by the interface to be
adequate to that obtained via the traditional PSU-based approach mentioned before [50,
92]. As a consequence, all power-related measurements reported in this work are based on
numbers provided by processor power interfaces.
The power dissipated by the processor is subject to the processor’s temperature. This can
be problematic when operating in an environment where processor temperature can change:
E.g., when gathering several samples for any particular benchmark, the power dissipated
during the ﬁrst run (which might be performed after the node has been idle for a while and
its processor(s) had time to cool down) may be lower than power dissipated in a later run
(when the processor temperature has increased). To guarantee reproducible measurements,
a stable temperature environment had to be created. This was achieved by carrying out
warm-up runs for all benchmarks until the processor reached thermal equilibrium before
taking the measurements used for analysis.
On the Intel and AMD processors, all single- and multi-core measurements were performed using a single thread per core (i.e., no SMT). On IBM’s Power8 processor, where
investigations showed that a single thread is often not sufficient to use the resources provided by a core efficiently, measurements were performed using two threads per core (i.e.,
2-SMT).
The variance of measurement results is addressed by initially performing each measurement ten times. The coefficient of variation20 is then used to asses the variance of the ten
samples. If the coefficient is lower than 1% (indicating almost no variance) the median of
the ten samples is selected as the representative value. If the coefficient is higher than 1%,
an additional 90 samples are taken, and results are presented in the form of box plots (see
Figure 3.7b on page 59 for an example). From the 100 samples for each measurement, the median, minimum, maximum value, as well as the lower and upper quartiles (i.e., the sample
that has 25% of all other samples’ values below respectively above its value) are determined.
In the box plot, these values are represented as follows: The horizontal line inside the box
corresponds to the median; the bottom and the top of the box correspond to the lower and
upper quartiles; ﬁnally, horizontal lines at the end of the so-called whiskers (the lines extending vertically from the bottom and the top of the box) correspond to the minimum and
maximum values. This approach enables the reader to quickly identify whether a measurement was subject to variance and, if this was the case, to quantify the variance.

20

The coefficient of variation is used to measure the relative variance of a sample. It is deﬁned as the ratio of
the standard deviation σ to the mean µ of a sample.
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Chapter 3
The Execution-Cache-Memory performance
model
The ECM model was created in 2009 as part of an effort to better understand the performance behavior of multi-core processors with complex cache/memory hierarchies. Although the well-tried Rooﬂine model [5] delivers correct full-chip performance estimates
for such processors, it turns out the model’s premise of performance being constrained either by sustained main memory bandwidth or peak ﬂoating-point performance proves too
optimistic for most real hardware. In particular, the observed single-core performance is often signiﬁcantly lower than what a corresponding Rooﬂine prediction might suggest. The
reason for that is that most processors are subject to additional constraints, not taken into
account by the Rooﬂine model—non-overlapping data transfers inside the cache hierarchy
in particular. The Rooﬂine model’s “light speed” assumption takes overlapping transfers
(shown in Figure 3.1) for granted. Assuming cache-to-cache transfers happen at a faster
rate than memory transfers, the latter becomes the only other bottleneck apart from peak
ﬂoating-point performance in a cache/memory hierarchy with overlapping data transfers.
However, this assumption of overlapping data transfers does not hold true for any of the
investigated processors from the testbed.
The ﬁrst observation of non-overlap inside the cache/memory hierarchy was made when
examining performance measurements of simple loop-based streaming kernels such as, e.g.,
the stream triad [85], obtained on Intel desktop processors [39]. The results indicated there
was no overlap at all on the investigated processors when transferring data between main
memory and the register ﬁle (cf. Figure 3.2). Measurements using similar micro-benchmarks
carried out on Intel server processors based on the Sandy Bridge-EP microarchitecture suggested that on the examined server processors, too, there was no overlap of data transfers [52]. Building on these observations, the ECM model delivers more versatile and accurate performance predictions by taking into account contributions of data transfers inside
the cache/memory hierarchy.
The beneﬁts of a model that considers all relevant runtime contributions (as opposed to
just ﬂoating-point performance and memory bandwidth) are manifold. Apart from singlecore performance, the ECM model can also predict multi-core performance for an arbitrary
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Figure 3.1: An ideal cache/memory hierarchy exhibiting full overlap of data transfers for a
load-only data-access pattern: After a wind-up phase (a–c), a steady state, in
which each runtime-relevant component exhibits a recurring pattern over a ﬁxed
time window, is reached (d); in this state all levels of the hierarchy are simultaneously sending CLs upward to the overlying cache level or register ﬁle, respectively; once the steady state is reached, there is continuing overlap (e) until the
wind-down phase. In the steady state, CL throughput is one over the maximum
of all transfer times involved, which is typically the time required to get the CL
from memory. Thus, the observed memory bandwidth of a single core is equal
to the chip’s sustained main memory bandwidth.
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Figure 3.2: Depiction of no overlap of data transfers inside the cache/memory hierarchy for a
load-only data-access pattern as observed on current Intel processors [52, 66, 67]:
After CL i has been transferred from main memory to the L3 cache (a), the CL
is sent to the L2 cache in the next step (b); there is, however, no simultaneous
transfer of CL i + 1 from main memory to the L3 cache in this step. Only when
the CL has passed through the L1 cache (c) and its data was loaded into registers
(d) is the transfer of the next CL from main memory to the L3 cache triggered (e).
As a consequence CL throughput is one over the sum of all individual involved
transfers times. Therefore, observed memory bandwidth of a single core is much
lower than the chip’s sustained memory bandwidth.
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number of active cores. As a consequence, the model can be used to determine the saturation point of an application (i.e., the number of active cores required to saturate the memory
interface). This capability proves extremely useful when carrying out energy-related optimizations [70, 93].
Since its creation, the model has been successfully used to explain empirical performance
for a number of different applications. The model’s success in predicting the performance
for different streaming [67–69] and stencil codes [70, 94, 95] as well as lattice Boltzmann
methods [93] is overshadowed only by the fact that modeling data transfers for applications
with complex data-access patterns can be a tedious and error-prone process. The Kerncraft
tool [96, 97] addresses this shortcoming by automating the performance-prediction process for a wide range of streaming kernels including stencil codes. In addition, the model
has been demonstrated to work on applications with irregular data-access patterns as well:
E.g., the effects of SIMD vectorization on the Feldkamp-Davis-Kress method that is used
in computed-tomography image reconstruction and exhibits a highly irregular data-access
pattern have been successfully examined using the ECM model on range of Intel Xeon processors [98].
Apart from predicting performance, the model can also be used to guide performanceengineering efforts, a capability that has been demonstrated for both regular [68–70, 93]
and irregular data-access patterns [71, 72, 99]. It turns out that energy efficiency is often
increased as a by-product of the previously mentioned single-core performance-engineering
efforts [70, 93], for such optimizations often have no signiﬁcant impact on single-core power
consumption [70], yet they lead to a reduction of the number of cores required to saturate
the memory interface, thereby lowering the chip’s overall power consumption. As a result,
the ECM model can also be seen as a useful tool to improve energy efficiency.
The fact that the model requires the identiﬁcation of relevant runtime-contribution components makes it possible to gain insights into application behavior that allow for qualitative improvements of the application without affecting performance: For example, in cases
where single-core performance is not limited by the time spent retiring arithmetic instructions in the core but by data-transfer times, compute kernels can be substituted with more
sophisticated, compute-intensive versions to provide, e.g., better accuracy, without affecting performance. This has been demonstrated by replacing the regular scalar product by a
Kahan-enhanced [100] scalar product, which has a four times higher operational intensity,
in order to improve the accuracy of the result without affecting performance [68, 69].
Finally, the model also has a somewhat instructive character. Whenever the model is applied to estimate the performance of new microarchitectures and fails to do so correctly,
there are new insights to be gained by getting to the bottom of things. The fact that, e.g.,
shared last-level cache (LLC) scalability, Uncore frequency, COD mode, or the selected QPI
snoop mode can have a signiﬁcant impact on performance on Intel Haswell-EP [67, 101]
and Broadwell-EP [66] processors was uncovered primarily because of discrepancies between ECM model estimates and empirical data. In addition to identifying variables that
impact performance, the ECM model can also help in quantifying their impact, as will be
demonstrated in Section 3.3.
This chapter is structured as follows. Section 3.1 introduces the original ECM model for
Sandy and Ivy Bridge-EP processors as described in [39, 52]. After explaining the theo-
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retical foundation of the model, it is applied to a simple streaming code to demonstrate
its viability. This is followed by a discussion of the model’s shortcomings. Section 3.2
presents the reﬁned ECM model, which is the result of improving the original model’s generality, portability, and accuracy. The section presents the ﬁrst principles used by the reﬁned model, introduces the concepts of machine and application models (which summarize microarchitecture- and application-speciﬁc information, respectively), and outlines the
model’s performance-prediction workﬂow. To allow model practitioners to quickly establish
machine models for new processors, Section 3.3 provides instructions and micro-benchmarks
to gather the necessary information. Finally, the reﬁned ECM model is validated on all processors from the testbed in Section 3.4.

3.1 Introduction to the original ECM model
This section introduces the original ECM model published by Treibig et al. [39, 52]. Like the
Rooﬂine model [5], the ECM model is an analytic performance model. This means that the
model’s predictions are based on ﬁrst principles and hardware speciﬁcations (e.g., number of
instructions a core can retire, number and types of different functional units in a core, widths
of data paths between caches, etc.). All inputs used by the model are typically available in
vendor data sheets [74, 77, 82]. The only exception to this rule is sustained main-memory
bandwidth: Analogous to the Rooﬂine model [5], the memory bandwidth used in the ECM
model is determined empirically. This is required to get accurate results, because, in practice,
sustained and theoretical main-memory bandwidth can differ signiﬁcantly.
This Section is organized as follows. Section 3.1.1 begins by familiarizing the reader with
the theory behind the model before practically applying the model to get single-core performance estimates for a simple streaming code—the Schönauer vector triad. After dealing
with the single-core scenario, the model’s assumptions with respect to multi-core scaling are
laid out in Section 3.1.2. Again, theory is followed by practice, and the Schönauer vector
triad is used to illustrate the model’s multi-core performance-prediction workﬂow. Finally,
Section 3.1.3 touches some of the shortcomings of the model that become apparent when
trying to apply it to processors that are not based on the Sandy Bridge microarchitecture.

3.1.1 Single-core prediction
The ECM model predicts the number of CPU cycles required to execute a number of iterations nit of a loop on a single core of a multi- or many-core chip. The prediction comprises
contributions from the in-core execution time Tcore , i.e., the time spent executing instructions in the core under the assumption that all data resides in the L1 cache, and the transfer
time Tdata , i.e., the time spent transferring data from its location in the cache/memory hierarchy to the L1 cache. Since data transfers in the cache and memory hierarchy occur at CL
granularity, the number of loop iterations nit is chosen in such a way that exactly one CL
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from each input stream is consumed.1
Because of the non-overlap assumption concerning data transfers, the in-core execution
time Tcore must be broken down further depending on whether or not any load/store instructions are retired in a particular cycle, for in cycles where data is transferred between the
register ﬁle and the L1 cache, no other data transfers occur in the cache/memory hierarchy.
Thus, cycles in which load/store instructions are retired contribute to the non-overlapping
in-core execution cycles TnOL . Cycles during which no load/store instructions are retired
contribute to the overlapping in-core execution cycles TOL , during which data transfers in
the cache/memory hierarchy can occur.
Determining TOL and TnOL requires a basic understanding of how instructions are retired
in a core’s front end, which is why the most important concepts will be elaborated in the following. Along with most contemporary processors, all processors from the testbed feature
superscalar cores. In such designs, cores contain multiple specialized execution units, and
a number of them can be active each cycle: There can be one or more units for loading and
storing data from and to the L1 cache; units for adding, multiplying, and dividing integers
or FP numbers; units for branching, arithmetic-logical operations, etc. The ECM model
assumes that the in-core execution times TOL and TnOL are limited by instruction throughput when executing loop-based streaming codes (see Appendix C for the rationale behind
this assumption). Therefore, the execution time for nit loop iterations is determined by the
unit that takes the longest to retire the instructions allocated to it from the instructions mix
corresponding to nit loop iterations. If there are additional constraints regarding instruction
throughput, these need to taken into account when determining the times it takes the individual units to retire the instructions assigned to them. In the case of the Sandy Bridge-EP
microarchitecture, the fact that a core can retire a maximum of four instructions per cycle
would be such a constraint.
Data transfers are modeled under the assumption that transfer times are exclusively a function of bandwidth and not subject to any latencies. This assumption is grounded in the fact
that modern microarchitecture’s hardware prefetchers are so efficient that no latencies are
observable in empirical data for streaming access patterns. Cache bandwidths are typically
documented and can be found in vendor data sheets [74, 77, 82]. The individual contributions, e.g., TL1L2 for the contribution of data transfers between the L1 and L2 caches, are
determined by dividing the amount of data transferred between two adjacent cache levels
by the theoretical bandwidth between them. Special care has to be taken when dealing with
main memory bandwidth because theoretical memory bandwidth speciﬁed in the data sheet
and sustained memory bandwidth bs can differ signiﬁcantly. In practice, bs may also depend
on the memory access pattern, so it is recommended to empirically determine bs using a kernel, whose access pattern resembles that of the benchmark to be modeled. Once determined,
the sustained memory bandwidth bs can be converted from GB/s to byte/cycle (B/cy) by di1

Consider for example the Schönauer vector triad shown in Listing 3.1 on page 52. It has three input streams
(arrays B, C, and D) and one output stream (array A). On Intel and AMD microarchitectures, CLs have a
size of 64 bytes and therefore contain exactly eight 8-byte DP FP numbers. Since a single loop iteration
processes one element of each input stream a total of nit = 8 iterations is required on Intel and AMD
processors to consume one CL from each input stream. On the IBM Power8 processors, where CLs have a
size of 128 byte, nit = 16, because a single CL can hold sixteen 8-byte DP numbers.
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TOL
TnOL
TL1L2
TL2L3
TL3Mem
Tdata

Cycles that can overlap with data transfers in the memory hierarchy
Cycles that cannot overlap with data transfers in the memory hierarchy
Cycles to transfer required data between L1 and L2 caches
Cycles to transfer required data between L2 and L3 caches
Cycles to transfer required data between L3 cache and main memory
Sum of necessary data transfer times, i.e., TL1L2 + TL2L3 +…

core
TECM
L2
TECM
L3
TECM
Mem
TECM

Runtime prediction in cycles for workload in L1 cache
Runtime prediction in cycles for workload in L2 cache
Runtime prediction in cycles for workload in L3 cache
Runtime prediction in cycles for workload in main memory

core
PECM
L2
PECM
L3
PECM
Mem
PECM
Mem
PSat

Performance prediction for workload in L1 cache
Performance prediction for workload in L2 cache
Performance prediction for workload in L3 cache
Performance prediction for workload in main memory
Maximum performance limited by saturating memory bandwidth

Table 3.1: List of variables used in the ECM model, including inputs (upper part), runtime
estimates (center part), and performance estimates (lower part).
viding it by the processor’s core frequency fcore .
In-core execution and data-transfer times can be summarized using the shorthand notation introduced in [94]: {TOL ∥ TnOL | TL1L2 | TL2L3 | TL3Mem }. The runtime prediction for data
sets that ﬁt into the L1 cache is the maximum of overlapping and non-overlapping cycles:
core
TECM
= max (TOL , TnOL ). If data does not reside in the L1 cache, the data-transfer times
incurred by moving data to the core’s L1 cache must be taken into account. Due to the nooverlap assumption, this total data-transfer time Tdata is obtained by summing up all of the
individual data-transfer contributions of the involved cache levels (e.g., Tdata = TL1L2 + TL2L3
if data resides in the L3 cache). Also due to the no-overlap assumption, the non-overlapping
cycles TnOL and transfer times Tdata are added up for the estimate:
TECM = max (TOL , TnOL + Tdata )

(3.1)

Equation 3.1 serves as a template to calculate estimates for data residing in arbitrary levels
of the cache/memory hierarchy. If an estimate is given for data residing in a particular level,
the variable for the estimate (TECM ) uses a superscript to indicate the corresponding level,
and Tdata is expanded accordingly. E.g., if an estimate is to be given for data residing in the
L3
= max (TOL , TnOL + TL1L2 + TL2L3 )
L3 cache, Equation 3.1 becomes TECM
The different ECM model predictions for data sets residing in the various levels of the
cache/memory
can be summarized
using another, slightly different shorthand
}
{ corehierarchy
L2
L3
Mem
.
⌉ TECM
⌉ TECM
⌉ TECM
notation:2 TECM
2

Note the use of different separators by the shorthand notations for inputs (∥ and |) and estimates (⌉).
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1
2
3
4
5
6

void
schoenauer_triad(double *A, double *B, double *C, double *D, int N)
{
int i;
for (i=0; i<N; ++i)
A[i] = B[i] * C[i] + D[i];

7
8

}

Listing 3.1: Implementation of the Schönauer vector triad in C.

Converting the model’s estimate for nit loop iterations from time (in cycles) to performance
(amount of work per second) is done by dividing the amount of work Wnit covered in nit loop
iterations (e.g., ﬂoating-point operations, updates, or any other relevant work metric) by the
estimated runtime and multiplying the result with the CPU’s core clock:
PECM =

Wnit
· fcore
TECM

(3.2)

resulting performance}prediction also can be summarized using shorthand notation:
{ The
core
L2
L3
Mem
PECM ⌉ PECM
⌉ PECM
⌉ PECM
. Table 3.1 summarizes the model’s inputs and predictions for
further reference.
In the following, the Schönauer vector triad (shown in Listing 3.1) will be used as an example to demonstrate the process of determining the different runtime contributions for Intel
Sandy Bridge-EP and Ivy Bridge-EP processors.
To consume one 64-byte CL from each input stream, nit = 8 loop iterations are required.
Using 32-byte AVX SIMD vectorization, the following instructions have to be retired to process nit = 8 loop iterations of the Schönauer vector triad:
• Six AVX load instructions: A single AVX load fetches 32 B from the L1 cache into
an AVX register, so two AVX load instructions are required per CL. To load one CL
worth of data from all three input streams (arrays B, C, and D) a total of six AVX load
instructions are required (cf. Figure 3.3a).
• Two AVX mul instructions: A single 32-byte AVX DP mul instruction performs an
element-wise multiplication of four DP FP numbers contained in two AVX input registers. During nit = 8 loop iterations, eight DP FP numbers have to be multiplied, so
two AVX mul instructions are required (cf. Figure 3.3b).
• Two AVX add instructions: Similar to an AVX mul instruction, and AVX add instruction
performs an element-wise addition of four DP FP numbers contained in two 32-byte
AVX input registers. The eight additions carried out during nit = 8 loop iterations
thus require two AVX add instructions (cf. Figure 3.3c).
• Two AVX store instructions: A single AVX store instruction writes the contents of a
32-byte AVX register to the L1 cache. During nit = 8 loop iterations, a full 64-byte
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CL needs to be ﬁlled with data, so two 32-byte AVX store instructions are required (cf.
Figure 3.3d).
In order to determine TOL and TnOL , information about the number and types of execution
units of a microarchitecture is required. The relevant units in Sandy and Ivy Bridge-EP cores
are: two load units, one store unit, an add unit, and a mul unit (cf. Figure 2.1). Figure 3.4
shows how the instructions required for nit loop iterations are assigned to these units.
As previously established, cycles in which load/store instructions are retired contribute
to non-overlapping core cycles TnOL . Note that on the Sandy and Ivy Bridge-EP microarchitectures, the widths of the individual data paths used by the load and store units to transfer
data between the register ﬁle and the L1 cache are only 16-byte wide. As a consequence,
retiring a single 32-byte AVX load or store on one of these units takes two cycles. Thus,
retiring the six AVX load instructions using both load units takes six cycles and retiring the
two AVX store instructions on the single store unit takes four cycles. The non-overlapping
runtime contribution is thus determined by the load units to be TnOL = 6 cy.
In contrast to the load and store units, each of the AVX add and mul units is capable of
retiring one instruction per cycle. Thus, both the add unit and the mul unit take two cycles
to retire the two instructions assigned to them, resulting in TOL = 2 cy.
To determine runtime contributions of data transfers, the traffic inside the cache/memory
hierarchy triad needs to be analyzed. Figure 3.5 shows the data transfers taking place during
nit = 8 loop iterations of the Schönauer vector triad for a data set that resides in main memory. It shows that traffic is identical for each communicating pair from the cache/memory
hierarchy: One CL from each of the three input streams (arrays B, C, and D) is transferred
from main memory to the L1 cache so its contents can be read into registers. Because Sandy
and Ivy Bridge-EP caches use a write-allocate design, the write-miss that occurs when an
attempt is made to store the results of the computations to the L1 cache triggers a read for
ownership (RFO) for the CL that is intended to be written to. Thus, the CL is fetched from
main memory and traverses the cache hierarchy until it reaches the L1 cache. When the store
instruction retires, the CL that was written to gets marked as modiﬁed in the L1 cache. At
some point, the modiﬁed CL is selected for replacement in the L1, and, as a result, is evicted
to the L2 cache. Since the data set is too large to ﬁt inside any cache level, the modiﬁed CL is
evicted from all cache levels at some point during execution, until it reaches main memory.
The total traffic between adjacent cache/memory levels is thus ﬁve 64-byte CLs, amounting
to 320 B in total.
The documented cache bandwidths are 32 B/cy between both the L1 and L2 cache and
the L2 and L3 cache [74]. The measured sustained main memory bandwidth bs of the Sandy
Bridge-EP chip is 37.4 GB/s.3 At a clock rate of 2.7 GHz, this corresponds to a bandwidth of
37.4 GB/s/2.7 GHz ≈ 13.8 B/cy.
This results in a L1-L2 transfer time of TL1L2 = 320 B/32 B/cy = 10 cy, a L2-L3 transfer time of TL2L3 = 320 B/32 B/cy = 10 cy, and an L3-memory transfer time of TL3Mem =
320 B/13.8 B/cy ≈ 23.2 cy.
Using the shorthand notation, the previously determined ECM model inputs can be summarized as {2 ∥ 6 | 10 | 10 | 23.2} cy. The corresponding runtime estimates, according to
3

This bandwidth is based on actually transferred data volume (i.e., it includes RFO traffic).
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Figure 3.3: Illustration of AVX instructions involved for nit = 8 iterations of the Schönauer
vector triad loop shown in Listing 3.1: (a) Six AVX load instructions to load one
CL worth of data from each of the input arrays B, C, and D. (b) Two AVX mul
instructions to multiply the registers containing the CLs of arrays B and C. (c)
Two AVX add instructions to add the registers containing the result of the previous multiplication and the contents of the CL from array D. (d) Two AVX store
instructions to store the results of the computations.
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Figure 3.4: Mapping of AVX instructions required during nit = 8 loop iterations of the Schönauer vector triad to the execution units of a Sandy or Ivy Bridge-EP core. Note
that Sandy and Ivy Bridge-EP cores can retire a maximum of four micro-ops per
cycle, so the AVX store instructions are not retired in parallel to the AVX add, mul,
and load instructions, but are offset by one cycle compared to the load instructions.
Equation 3.1, are thus:
• The estimate for data sets in the L1 cache is the maximum of overlapping and noncore
overlapping contributions: TECM
= max(2 cy, 6 cy) = 6 cy.
• For data sets residing in the L2 cache the transfer time TL1L2 needs to be added to
L2
= max(2 cy, 6 cy + 10 cy) = 16 cy.
non-overlapping cycles: TECM
• For data sets residing in the L3 cache the transfer times TL1L2 and TL2L3 need to be
L3
added to non-overlapping cycles: TECM
= max(2 cy, 6 cy + 10 cy + 10 cy) = 26 cy.
• For data sets residing in main memory all data transfer times (i.e., TL1L2 , TL2L3 , and
Mem
TL3Mem ) need to be added to non-overlapping cycles: TECM
= max(2 cy, 6 cy + 10 cy +
10 cy + 23.2 cy) = 49.2 cy.
These ECM model runtime estimates for the different levels in the cache/memory hierarchy can be summarized as {6 ⌉ 16 ⌉ 26 ⌉ 49.2} cy. To convert the runtime estimate to a performance estimate, the amount of work Wnit carried out during nit = 8 loop iterations must
be determined. A single loop iteration entails two FP operations (one FP addition and one
FP multiplication, cf. Listing 3.1), so eight loop iterations amount to Wnit = 16 ﬂoating-point
operations (ﬂops). According to Equation 3.2, the performance estimate for fcore = 2.7 GHz
is thus
16 flops/nit iterations
· 2.7 GHz = {7 200 ⌉ 2 700 ⌉ 1 662 ⌉ 878} MFlop/s.
{6 ⌉ 16 ⌉ 26 ⌉ 49.2} cy/nit iterations
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Figure 3.5: Visualization of cache line transfers during nit = 8 loop iterations of the Schönauer vector triad with data coming from main memory for Intel Sandy and Ivy
Bridge-EP processors.
Figure 3.6 compares the performance estimate of the ECM model for the Schönauer vector
triad to measured single-core performance for different data-set sizes on the Sandy BridgeEP processor. For data sets that ﬁt into the L1 cache, the measured performance follows a
saturation pattern. This behavior has multiple causes. The ﬁrst has to do with SIMD vectorization: Not a lot of applications make use of AVX instructions. This and the fact that AVX
units consume a signiﬁcant amount of power when active lead to these units being powered
off by default [102]. Whenever a small amount of AVX instructions needs to be executed,
the SSE units (which are always powered on) are used to process these instructions.4 Only
after crossing a threshold (i.e., when a certain amount of AVX instructions has been executed
over a deﬁned window) will the AVX units be powered on. The reason for not powering on
the units as soon as a single AVX instruction is encountered is that doing so takes a certain
amount of time. To make sure performance is not negatively impacted, the units are only
activated when the core can be sure that the activation actually pays off (i.e., when there are
enough AVX instructions to be executed). The second effect that contributes to the saturation pattern is that the impact of the wind-up phase encountered at the beginning of a loop,
in which latency effects cause runtime not to be limited by instruction throughput, is more
noticeable when dealing with short loop lengths (cf. Appendix C). However, the impact of
both effects decreases for data set sizes of around ten kilobytes, and the measured perfor4

Consider, for example, a 32-byte AVX double-precision ﬂoating-point multiplication instruction that performs a total of four 8-byte double-precision multiplications. When the AVX units are powered down, the
AVX instruction is emulated using two 16-byte SSE instructions.
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Figure 3.6: Comparison of Schönauer vector triad single-core performance measurement and
ECM estimate for different data-set sizes on the Sandy Bridge-EP processor running at a CPU core frequency of 2.7 GHz.
mance comes within 98% of the predicted performance. In other words, the relative error of
the model’s estimate is only 2%.
Similar accuracies of can be observed for data coming out of the L2 cache, the L3 cache,
and main memory, for all of which the relative error is never higher than 3%. These results
indicate that all assumptions made during the design of the ECM model appear to be valid:
• For loops with a non-trivial number of iterations, in-core execution time is limited by
instruction throughput;
• data transfers along the cache/memory are serialized; and
• data-transfer times are not impacted by latencies and are strictly bandwidth-limited.

3.1.2 Multi-core scaling
For multi-core performance estimates, the ECM model assumes single-core performance
scales linearly with the number of (physical) cores until a shared bottleneck is hit. The rationale behind this assumption becomes apparent when examining the design of the Sandy
Bridge-EP chip from the testbed (cf. Figure 2.2). The chip’s components can be separated
into two parts: Cores (boxes with light gray background) and the Uncore (boxes with white
background). The cores part is made up of eight identical computational cores and their
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individual L1 and L2 caches. As long only core-local components are involved (i.e., each
core operates on data located in its own L1 or L2 cache), performance can be expected to
scale linearly. Hence, the multi-core performance estimate PECM (n) for n cores is n times the
single-core performance estimate PECM :
core
core
PECM
(n) = n · PECM

L2
L2
and PECM
(n) = n · PECM

(3.3)

When the data set becomes too large to ﬁt into the cores’ private caches, shared resources
from the Uncore are involved—the L3 cache and memory controllers in particular. In the
following, starting with the L3 cache then continuing with main memory, the impact of
shared resources on scalability is examined in more detail.
While the spatial proximity of individual L3 segments to physical cores might suggest
that the L3 cache is core-local just like the L1 and L2 caches, this is not the case. Instead, all
L3 segments are shared among all cores. This is done by means of a (proprietary) hashing
function that is used to map CLs based on their addresses to L3 segments. This hashing
function is supposed to evenly distribute CLs across all L3 segments for a wide selection of
workloads. Two beneﬁts of this mode of operation are that a single thread can make use of
the aggregate L3 cache and—assuming the hashing function manages to evenly distribute
data—the L3 cache becomes more scalable. To determine whether the shared L3 cache can
become a bottleneck and limit the scalability of overall performance, a quantitative analysis
of the cache’s scalability is needed. This is done by measuring sustained bandwidth for a
data-set size of 50% of the aggregate L3 cache size and varying core counts.
Figure 3.7a shows the measurement results in terms of absolute bandwidth for the Sandy
and Ivy Bridge-EP based chips of the testbed. Each point in the graph corresponds to the
median of a hundred samples. The reason the per-core bandwidth is slightly higher for
the Ivy Bridge-EP chip is that its frequency is 300 MHz higher (cf. Table 2.1). In order to
better quantify scalability, Figure 3.7b contains a box plot that shows the parallel efficiency
computed as parallel speedup divided by core count. With a full-chip parallel efficiency of
about 96%, the shared L3 cache can be considered scalable on the Sandy and Ivy Bridge-EP
chips. Therefore, despite the L3 cache being a shared resource, linear scaling of single-core
performance can be expected for data sets that reside in the L3 cache:
L3
L3
PECM
(n) = n · PECM

(3.4)

Having eliminated the distributed L3 cache as a potential bottleneck, the only limitation
for multi-core scaling is sustained main memory bandwidth. Due to this bottleneck, the
processing time for nit loop iterations is given by TL3Mem , the data-transfer time involving
main memory. The performance at this saturation point is
Mem
PSat
=

Wnit
· fcore
TL3Mem

(3.5)

Mem
Performance at the saturation point PSat
acts as upper bound to performance. Assuming
linear scaling until this upper bound is reached yields a multi-core performance estimate for
in-memory data sets of
(
)
Mem
Mem
Mem
PECM
(n) = min n · PECM
, PSat
.
(3.6)
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Figure 3.7: Study of (a) absolute bandwidth and (b) parallel efficiency for a load-only dataaccess pattern streaming data from the distributed L3 cache on the Sandy and Ivy
Bridge-EP processors. Data set sizes: 10 MB on the Sandy and 12.5 MB on the Ivy
Bridge-EP processor. CPU core frequencies: 2.7 GHz on the Sandy and 3.0 GHz
on the Ivy Bridge-EP processor.
Mem
and the
Using the ECM model’s capability to estimate the single-core performance PECM
Mem
saturation performance PSat for in-memory data sets, it is trivial to estimate the number of
cores nMem
Sat required to saturate performance:
⌈ Mem ⌉ ⌈
⌉ ⌈ Mem ⌉
PSat
Wnit /TL3Mem · fcore
TECM
Mem
nSat =
=
(3.7)
=
Mem
Mem
TL3Mem
PECM
Wnit /TECM · fcore

By itself, the ability to predict nMem
Sat can be a useful feature. However, its true signiﬁcance only becomes evident when pairing this capability with a model that predicts power
consumption (discussed in Chapter 5). When optimizing memory-bound applications for
energy-efficiency, it is imperative to operate the chip at the saturation point (i.e., with nMem
Sat
cores active) [70]. Using more than nMem
Sat cores will not increase performance, because memory bandwidth is already saturated; it will, however, increase the processor’s power consumption and thus result in a reduction of energy efficiency.
In the following the previously drawn conclusions about scalability of multi-core processors will be put to the test by applying the ECM model to give a multi-core performance
estimate for Schönauer vector triad on the Sandy Bridge-EP processor. Neglecting the trivial linear scaling of performance for in-cache workloads, the focus will be on multi-core
performance estimates for data residing main memory. In a ﬁrst step, the upper bound to
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Figure 3.8: Comparison of empirical performance and ECM estimate for Schönauer vector
triad with an in-memory data set of 16 GB size for different core counts on the
Sandy Bridge-EP processor running at a CPU core frequency of 2.7 GHz.
Mem
performance PSat
imposed by sustained main memory bandwidth is computed according
to Equation 3.5:

Mem
PSat
=

Wnit
16 flops/nit iterations
· fcore =
· 2.7 GHz = 1862 MFlop/s.
TL3Mem
23.2 cy/nit iterations

Using the in-memory single-core performance estimate of 878 MFlop/s (determined previously in Section 3.1.1), the multi-core performance estimate for an in-memory data set according to Equation 3.6 is:
(
)
Mem
Mem
Mem
PECM
(n) = min n · PECM
, PSat
= min (n · 878 MFlop/s, 1862 MFlop/s) .
The saturation point is estimated using Equation 3.7. Performance is expected to hit the
Mem
upper bound PSat
using
⌈

nMem
Sat

Mem
TECM
=
TL3Mem

⌉

⌈

⌉
49.2 cy/nit iterations
=
= 3 cores.
23.2 cy/nit iterations

Figure 3.8 relates the ECM model’s multi-core performance estimate to empirical data obtained through measurement for a data-set size of 16 GB for different numbers of active
cores. The model accurately predicts multi-core performance with a maximum relative error
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of 10%. This maximum error is encountered for two cores close to the saturation point.5
Other than that, the model error is always smaller than 3%.
Overall the ECM multi-core performance estimate serves as meaningful upper bound for
observed performance. The saturation point at nMem
= 3 cores was correctly predicted by
Sat
Mem
the model. After the saturation point, performance is bounded at PSat
= 1862 MFlop/s as
predicted by the model.

3.1.3 Shortcomings of the original model
As observed so far, the original ECM model delivers high-quality estimates for processors
based on the Sandy and Ivy Bridge-EP microarchitectures. It turns out, however, that these
results cannot be replicated on processors based on more recent Intel microarchitectures,
let alone processors from other vendors. The reason for this is the limited generality of the
original model, which stems from the fact that the model’s ﬁrst principles were derived exclusively from empirical data obtained on Intel Sandy Bridge-EP processors. As a consequence,
the rules on which the model’s estimates are based reﬂect behavior that is particular to this
microarchitecture, making them ill-suited to give predictions for other processors. In particular, the following premises of the original model limit its generality: The assumption
that data transfers along the entire cache/memory hierarchy are serialized is invalid on the
examined AMD and IBM processors. While there is no full overlap of data transfers on
these processors, at least some data paths in the cache/memory hierarchy can be active simultaneously. In such cases, Tdata does not correspond to the sum of all of the individual
cache-transfer contributions. The poor quality of estimates that neglect this fact is demonstrated in Figure 3.9a, which compares estimates obtained with the original ECM model to
empirical data for the AMD Epyc processor. The Zen microarchitecture implemented in this
processor allows simultaneous data transfers between the register ﬁle and the L1 cache on
one side and the L1 and the L2 cache on the other. Ignorant of this fact, the original ECM
model predicts an upper bound to performance of around 2000 MFlop/s6 —an estimate that
is obviously wrong, considering measured performance amounts to 4600 MFlop/s.
Another wrong premise concerning data-transfer times is the assumption that the total
time required to exchange CLs between two adjacent caches is given by the sum of the time
required to send CLs from the overlying to the underlying cache and the time required to
transfer CLs in the opposite direction. This assumption is only valid if there is a single bidirectional link between the two caches that restricts data transfer to one direction at a time.
Some of the investigated microarchitectures, however, use two dedicated uni-directional
5

There has been a lot of speculation about the reason that causes the discrepancy between model and empirical data close to the saturation point. Section 3.2.1, which deals with the reﬁned ECM model, provides
an explanation for the discrepancy, and presents an alternative multi-core scaling approach that results in
accurate estimates for arbitrary core counts—also those close to the saturation point.
6
The AMD Zen microarchitecture has the same in-core properties, L1-L2 cache bandwidth, and CL size as
the Intel Sandy Bridge-EP microarchitecture, resulting in the same TnOL = 8 cy for the Schönauer triad.
According to the original ECM model, the ﬁve CL transfers between the L1 and L2 caches take TL1L2 =
L2
10 cy. Naively adding up these contributions results in TECM
= 18 cy for the L2-cache runtime estimate,
L2
which, for a frequency of 2.3 GHz results in a performance estimate of PECM
= 2044 MFlop/s.
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Figure 3.9: Comparison of ECM performance estimates assuming (a) no overlap and (b) full
overlap for data sets in the L1 and L2 caches and empirical performance data for
the Schönauer vector triad on the AMD Epyc processor running at a CPU core
frequency of 2.3 GHz.
data paths between adjacent caches, which means that transfers in both directions can happen simultaneously. This effect is demonstrated in Figure 3.9b, which again compares empirical data for the Schönauer triad on the AMD Epyc processor to an ECM model estimate.
In contrast to Figure 3.9a, the estimate in Figure 3.9b is based on the assumption that all data
transfer overlap, resulting in an estimate of 3680 MFlop/s.7 The fact that measured performance is higher than the predicted upper bound to performance indicates that the model
must be wrong. This is because the original ECM model does not take into account the
fact that the single modiﬁed CL which has to be evicted from the L1 to the L2 cache can be
transferred in parallel to any of the four CL being moved in the other direction.
Moreover, the assumption that data-transfer contributions are strictly limited by bandwidth was found to be invalid on some processors, as can be observed in Figure 3.10a.
The ﬁgure compares empirical data to an estimate for the Schönauer triad for the Intel
Haswell-EP processor. The original ECM model suggests an upper bound to performance of
4088 MFlop/s.8 The measured performance, however, falls short of this estimate by about
7

Given the previously determined TnOL = 8 cy and TL1L2 = 10 cy, the full-overlap assumption leads to
L2
the model’s runtime estimate being limited by the maximum of the two contributions, i.e., TECM
=
max (TnOL , TL1L2 ) = 10 cy. At a frequency of 2.3 GHz this corresponds to a performance estimate of
L2
PECM
= 3680 MFlop/s.
8
Taking the vendor-speciﬁed L1-L2 cache bandwidth of 64 B/c at face value, transferring ﬁve 64-byte CLs
should take TL1L2 = 5 cy. The runtime contribution of non-overlapping instructions of a Haswell-EP core
is TnOL = 4 cy, given by the time required to retire eight AVX load/store instructions using two AGUs (see
upcoming discussion surrounding Table 3.4 on page 99 for more details of the Haswell-EP microarchitecture in the context of the ECM model). Given that data transfers are non-overlapping on Intel architectures,
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Figure 3.10: (a) Comparison of ECM performance estimates for data sets in the L1 and L2
caches and corresponding empirical performance data for the Schönauer vector triad on the Intel Haswell-EP processor running at a CPU core frequency of
2.3 GHz. (b) Comparison of ECM performance estimates for an in-memory data
set and corresponding empirical data for a core-scaling of the Schönauer vector
triad on the Intel Broadwell-EP processor running at a CPU core frequency of
2.3 GHz.
1000 MFlop/s. This discrepancy can be explained by the fact that the original ECM model
does not take potential latency contributions, which may reduce effective cache bandwidth,
into account when determining data-transfer times. As a consequence, the model suggests
a misleadingly high upper bound that is, in fact, off by 33%.
Another major issue of the original model concerns the linear-scaling assumption underlying its multi-core performance estimates (cf. Equation 3.6). It turns out that linearly scaling the estimated single-core performance is an inadequate approach when shared resources
(which may involve collisions that entail additional waiting times) are involved. This fact is
demonstrated in Figure 3.10b, which compares ECM model estimates to empirical data for
a core-scaling of the Schönauer triad on the Intel Broadwell-EP processor. As can be seen,
measured performance and estimate only agree when using a single core9 or as soon as performance starts to saturate when using nine cores—in between, the model is off by as much
as 30%. One of most far-reaching implications of this problem becomes apparent when using the ECM model to determine the number of cores required to reach peak performance:
While the original ECM model suggests that sustained performance can be attained using
L2
the resulting runtime estimate is the sum of both contributions, i.e., TECM
= TnOL + TL1L2 = 9 cy. At a
L2
core clock speed of 2.3 GHz, the resulting performance estimate is PECM = 4088 MFlop/s.
9
The single-core estimate used here is based on the reﬁned ECM model proposed in the next section in order
to keep the focus on incorrect multi-core estimates of the original model
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ﬁve cores, the actual number of cores required to do so is nine. A practitioner using this
information would observe a performance of only about 2500 MFlops, which is more than
20% below the actual sustained performance of around 3200 MFlop/s.
Further shortcomings of the model include, among others, the lack of support for different frequency domains, write-through and victim caches, as well as internal inconsistencies
involving variable names and the use of CLs as the unit of work. All of these shortcomings
and other aspects involving the model’s generality, portability, and accuracy are addressed
in the next section, which presents a reﬁned version of the model.

3.2 The refined ECM model
This section deals with the reﬁned ECM model that was developed as part of this thesis. The
proposed model addresses all of the original model’s shortcomings discussed in Section 3.1.3.
As a result, the presented model can deliver high-precision estimates for all of the investigated processors, taking into account many new features that were not addressed by the
previous model, including victim, write-through, and multi-ported caches; dedicated unidirectional data paths; multiple frequency domains; latency contributions; non-temporal
stores; improved modeling of shared resources; and more. Moreover, using the methodology proposed in Section 3.3, the model is easily portable to new microarchitectures.
One of the key differences in comparison to the original model concerns the formulation of general principles that enable the application of the model to arbitrary processors.
All behavior that is particular to a speciﬁc microarchitecture is distilled into a so-called machine model, which comprises all of the information required to give estimates for processors
based on this microarchitecture. To arrive at a prediction, information about the application at hand and the target machine model are combined according to the ﬁrst principles
(see Figure 3.15 on page 75 for an overview).
In the following, each of the model’s components is described in more detail: First, the
model’s assumptions are justiﬁed, and the rules implicated by those assumptions are laid
out. Next, the model’s inputs, which are the machine and application models, are thoroughly
discussed. Finally, instructions regarding the model’s workﬂow are provided, detailing how
to combine the different inputs in order to arrive at a prediction.

3.2.1 First principles of the refined model
The ﬁrst principles of the model set down which inputs have to be taken into account and
how these inputs are put together depending on the machine model for a microarchitecture.
To arrive at a set of general ﬁrst principles, empirical data gathered on all of the processors
from the testbed was scrutinized to determine which of the original model’s assumptions
could be adopted and which had to be amended.
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In-core contributions and estimate
As discussed in Section 3.1.1, the original model assumes that a processor has a sufficient
amount of out-of-order resources to overlap instructions from different loop iterations. The
consequence of this is that absent dependencies, in-core execution time is limited by instruction throughput (see Appendix C for an explanation of how to arrive at this conclusion). Empirical data gathered on all of the processors from the testbed indicates that the
assumption of sufficient out-of-order resources is valid on these processors as well. As a
consequence, the assumption about instruction throughput limiting in-core execution time
is adopted into the reﬁned model. The only change in this respect is a slight modiﬁcation
of variable names to make the notation more concise and consistent: The variable for the
estimate of cycles in which load/store instructions are retired is changed from TnOL to TRegL1
to indicate the endpoints between which data is transferred (as is the case for the variables
TL1L2 , TL2L3 , ...). In turn, the variable for the estimate for in-core cycles during which no
load/store instructions are retired is changed from TOL to Tcomp to reﬂect the fact that during these cycles only “computational” instructions (e.g., arithmetical and logical operations,
integer or FP arithmetic, etc.) are retired.

Runtime contributions of data transfers
Moreover, the original model assumed that data-transfer times between different levels of
the cache/memory hierarchy are not subject to latency and are thus limited by bandwidth
alone. As a consequence, in the original ECM model, the runtime contribution of data
transfers between two adjacent cache/memory levels is given by dividing the amount of data
transferred between the two levels by the bandwidth provided by the link between them. On
processors based on the Sandy and Ivy Bridge-EP microarchitectures, this assumption was
valid because the designs include a sufficient amount of buffers for outstanding load/store
instructions between all adjacent levels in the cache/memory hierarchy to hide potential
latencies in steady-state streaming scenarios. Unfortunately, on some of the investigated
processors, the amount of buffers appears insufficient to hide all latencies. As a consequence,
the model must be extended to account for potential latency contributions. The resulting
general term for the data-transfer contribution Tij between two adjacent caches i and j is
thus made up of a latency component Tijlat and a transfer component Tijxfer :
Tij = Tijlat + Tijxfer

(3.8)

Further, the original model assumes that the transfer-time component Tijxfer corresponds
xfer
to the sum of Ti→j
(i.e., the time required to send data from the overlying to the underlying
xfer
cache) and Ti←j (i.e., the time to send data in the opposite direction):
xfer
xfer
Tijxfer = Ti→j
+ Ti←j

(3.9)

This is, however, only the case if the caches are connected by a shared bi-directional link
that is used for transfers going in both directions as is the case on the Intel Sandy and Ivy
Bridge-EP processors (shown in Figure 3.11a). On these processors, data transfers in both
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Figure 3.11: Visualization of data paths connecting ﬁrst- and second-level caches on (a) Intel
Sandy Bridge-EP and (b) AMD Epyc processors.
directions are serialized and the total transfer time is the sum of the individual times required
for sending data in each direction. The situation is different, however, for caches that are
connected via two uni-directional links, which is, e.g., the case for the L1 and L2 caches
of the AMD Eypc processor (shown in Figure 3.11b). Dedicated uni-directional links allow
for simultaneous transfers in both directions, the upshot of which is that the overall datatransfer time is given by the maximum of the individual times required for sending data in
each direction:
( xfer xfer )
Tijxfer = max Ti→j
, Ti←j

(3.10)

Combination of runtime contributions
Moreover, the original ECM model assumed that all data transfers in the cache/memory hierarchy are serialized (i.e., data transfers between different adjacent levels in the cache/memory hierarchy cannot take place simultaneously). This means that individual data-transfer
times (i.e., TL1L2 , TL2L3 , …) are summed up for the total data-transfer time estimate Tdata .
However, empirical data obtained on the investigated AMD and IBM processors indicates
that on these processors some data transfers do overlap. To make the reﬁned model account
for potential overlap, the following process is used to obtain estimates: First, the runtime
contributions of data transfers that do not overlap are summed up. Next, the resulting sum
is put together will all overlapping runtime contributions. The runtime estimate then is the
maximum of the resulting set:

TECM

non-overlapping )
( z overlapping
}|
{z
}|
{
= max T... , · · · , T... , T... + · · · + T...

(3.11)

The way individual runtime components are put together to arrive at an estimate is further complicated when including support for write-through caches. In the original model,
only write-back caches were considered (see Figure 3.12a). A write-back cache evicts a modiﬁed CL only then to the underlying cache when the CL in question is selected for replacement. In contrast, write-through caches, such the L1 cache of IBM’s Power8 processor (see
Figure 3.12b), instantly send copies of modiﬁed CLs to the underlying cache. As shown in
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Figure 3.12: Data transfers between L1 and L2 caches for the Schönauer vector triad for (a)
write-back and (b) write-through L1 caches.
Figure 3.12 using the example of the Schönauer vector triad, the amount of data transferred
between the L1 and L2 caches is identical for write-back and write-through caches. This
means that the write-through property has no impact on the amount of data transferred. In
the context of the ECM model, the only difference between write-back and write-through
caches is with respect to when modiﬁed CLs are transferred to the underlying cache: In writeback caches, once a CL is selected for replacement; in write-through caches, as soon as a CL
is updated in the write-through cache. As a consequence, runtime estimates for data sets
residing in write-through caches must take the contributions caused by CL evictions to the
underlying cache into account—even if the data set is small enough to ﬁt into the overlying
write-through cache.
Also, the original model’s assumptions about the way data travels inside the cache/memory hierarchy have to be challenged in order to increase generality. In the original ECM
model, each cache was assumed to be connected to exactly two neighbors: the overlying
cache level (or, in the case of the L1 cache, the register ﬁle) and the underlying cache level
(or, in the case of the L3 cache, main memory); data was assumed to ﬂow either “upward”
from main memory to the register ﬁle, on its way passing through all intermediate cache
levels, or “downward” in the other direction (as shown in Figure 3.13a, which demonstrates
this behavior using the Schönauer triad as example). This data-ﬂow assumption, however,
is not valid for the investigated AMD and IBM processors that use L3 victim caches (see Figure 3.13b). As a result, information about the data paths and the rules governing data ﬂow
(e.g., are only modiﬁed CLs evicted from L2 to the victim L3, or clean CLs as well? are CLs
requested from main memory sent to the L2 or L3 cache? and so on.) have to be included in
the machine model, so this information can be taken into account when giving estimates.
In general, if level i in the cache/memory hierarchy has an associated victim cache v, and
both these connect to an underlying level u, the runtime estimate for a data residing in level
u of the cache/memory hierarchy is:
)
( i
u
, ∗ (Tiv , Tvu , Tiu ) ,
= ⋆ TECM
TECM

(3.12)

where ⋆ and ∗ are either the maximum or the sum operator, depending on whether the
respective runtime contributions do or do not overlap.
To give the reader a better idea of how to apply Equation 3.12 in practice, an example for the
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Figure 3.13: Comparison of (a) non-victim and (b) victim caches with respect to data for the
Schönauer vector triad.
AMD Epyc processor, which features a victim L3 cache, is provided in the following. On this
processor, data transfers between L2-L3, L2-memory, and L3-memory are non-overlapping,
which means that the corresponding data-transfer contributions have to be added up. Therefore, ∗ from Equation 3.12 is substituted for a sum operator. All other data transfers in the
cache/memory hierarchy are overlapping, so ⋆ from Equation 3.12 becomes a maximum opL2
, the estimate) for data
erator. Given the runtime estimate for data sets in(the L2 cache TECM
Mem
L2
sets in main memory would thus be TECM = max TECM , TL2Mem + TL2L3 + TL3Mem .

Multi-core scaling
The last assumption of the original model that requires revisiting concerns multi-core estimates, which are based on linearly scaling the single-core estimate until a shared bottleneck
is hit (cf. Equation 3.6). One premise underlying this approach is that access to any shared
medium is free of conﬂicts; in other words, the premise is that a shared medium is always assumed to be available (i.e., not in use by another core) whenever a core requires the resource.
Although this premise hardly applies in practice, the naive strategy of linearly scaling the
predicted single-core performance produced good results for Sandy Bridge-EP processors.
However, the strategy produces poor results for recent server processors that are equipped
with a larger number of cores (as previously demonstrated in Figure 3.10b).
The problem can be ﬁxed by taking into account collisions on the shared medium, which
entail additional waiting times for cores that encounter a busy resource. This is achieved by
basing multi-core estimates on the shared resource’s utilization (i.e., the fraction of the time
the resource is busy). Let us (n) denote the utilization of a shared resource s with n active

68

3.2 The reﬁned ECM model
cores. The multi-core performance estimate is then given by the product of the resource’s
utilization us (n) and its sustained performance PsSat :
r
PECM
(n) = us (n) · PsSat

(3.13)

In the following, the way to model the utilization us (n) of a shared resource is described
using the memory bus as an example because it is a shared resource on all investigated processors.
Let uMem (n) denote the utilization of the memory bus with n active cores. For a single
active core, the memory bus utilization during nit loop iterations10 is given by the fraction
of TMem (which denotes the time the memory
is busy and corresponds to the sum of
∑ bus
xfer
Mem
data transfer times involving main memory i TiMem ) and TECM
(the ECM model runtime
estimate for in-memory data sets):
uMem (1) =

TMem
Mem
TECM

(3.14)

Mem
The estimate TECM
can be separated into two components: The previously introduced
TMem , which denotes the time the memory bus is busy, and Tchip , which corresponds to the
time the memory bus is idle (i.e., the time to transfer data in the cache hierarchy and process
it in the requesting core). Thus, Equation 3.14 can be rewritten as:

uMem (1) =

TMem
TMem + Tchip

(3.15)

A graphical representation of the memory bus utilization for the single-core scenario is
shown in Figure 3.14a.
When multiple cores are active, calculating the memory bus utilization becomes more
complex because it is now possible for a core trying to initiate a memory transfer to encounter
a busy memory bus that is in use by another core. Thus, the total time to process nit iterations
has to include a new term T̄w , representing the average time that a core has to wait during
nit loop iterations for a busy memory bus to become available to it. In turn, the time the
memory bus is active becomes nTMem , for each core uses the bus for TMem cycles. These
changes can be observed in Figures 3.14b and c, which depict the memory bus utilization for
two and three active cores, respectively. As before, the bus utilization is given by the time the
memory bus is busy divided by the overall runtime estimate. To keep the fraction describing
the bus utilization within meaningful bounds, it is capped at 100%:
)
(
nTMem
(3.16)
uMem (n) = min 1, Mem
TECM + T̄w
The average waiting time T̄w can be estimated by assuming a uniform probability distribution for the point in time that a core tries to initiate a request. Thus T̄w is given by multiplying
10

Note that in the steady state the memory bus utilization is identical for successive chunks of nit loop iterations; therefore the memory bus utilization of nit loop iterations corresponds to the average memory bus
utilization.
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Figure 3.14: Visualization of memory bandwidth saturation under the reﬁned ECM model.
Green boxes represent data transfers between main memory and the L3 cache
and thus indicate a busy memory bus. White boxes show the average latency
penalty T̄P which increases with with memory bus utilization uMem (n).
the probability of a core encountering a busy bus p with the mean time T̄a it takes for the
resource to become available to the requesting core, and the probability of the memory bus
being free multiplied with a zero delay (thus canceling out the second term):
T̄w = p · T̄a + (1 − p) · 0 cy = p · T̄a

(3.17)

The probability of a core’s request encountering a busy memory bus is proportional to the
bus utilization caused by the remaining n − 1 cores, so p = uMem (n − 1). In the case of a
busy bus, the mean time it takes for the bus to become available to the requesting core can
be expected to be proportional to the time the bus is in use by the remaining n − 1 cores,
so T̄a = (n − 1)T̄0 , with T̄0 an empirical ﬁt parameter corresponding to share a single core
contributes to the total waiting time. Thus, Equation 3.17 can be rewritten as:
T̄w = uMem (n − 1) · (n − 1)T̄0

(3.18)

Inserting Equation 3.18 into Equation 3.16 yields a general recursive expression to calculate
the memory bus utilization:
)
(
nTMem
(3.19)
uMem (n) = min 1, Mem
TECM + uMem (n − 1) · (n − 1)T̄0
Sat
Given the sustained memory bandwidth PMem
, according to Equation 3.13 the reﬁned
ECM model multi-core estimate for in-memory data sets is
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Mem
PECM
(n)

(
= min 1,

nTMem
Mem
TECM + uMem (n − 1) · (n − 1)T̄0

)
Sat
PMem

(3.20)

What Equation 3.20 lacks in terms of simplicity (when compared to Equation3.6, which
resulted from the original ECM model’s linear-scaling assumption), it makes up for in terms
of quality: The beneﬁts of the reﬁned approach are demonstrated in Appendix D, which
includes comparisons of original and reﬁned ECM mode multi-core estimates for all investigated processors.

3.2.2 Machine and application models
This section covers ECM machine and application models, which contain information that
is used by the ECM model to generate single- and multi-core estimates. Machine models
comprise all of the information about a processor and its microarchitecture that are relevant to the ECM model. The application model, on the other hand, includes all pertinent
information about a loop-based streaming code for which a prediction is to be given.

Machine model
Machine models describe processors and their microarchitectures to the degree required by
the ECM model to give estimates for them. Abstracting away from the complex implementational details, machine models focus on small amount of select key data. With respect
to their focus, the contents of a machine model can be separated into two parts: In-core
execution capability and information about the cache/memory hierarchy.
The part of the machine model that addresses in-core execution capabilities focuses on
information about the core’s ability to execute and retire (micro-)instructions.11 . This data
is required to give in-core runtime estimates. The central pieces of information for this part
of the machine model are:
• Instruction throughputs and latencies. This part comprises condensed information
about the type and number of different execution pipelines in the form of throughput values for different instructions. This information is to determine in-core execution time under the ECM model’s assumption that absent dependencies this time
is limited by instruction throughput. To address potential dependencies, instruction
latencies are included as well.
In practice, there can be additional bottlenecks that limited the execution of instructions
in the core. If such bottlenecks exist, they must be included in the machine model as well.
The most commonly encountered constraints in this respect are:
11

Note that in the context of in-core execution, on CISC microarchitectures the term ’instructions’ refers to
micro-instructions decoded from RISC macro-instructions.
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• Instruction-retirement limitations. Often, cores are able to dispatch and execute more
instructions per cycle than can actually be retired. This is done to allow for the speculative execution of instructions under the premise that not all of them have to be committed. For such designs, the machine model must include the number of instructions
that can be retired per cycle.
• Instruction-pairing limitations. In modern superscalar microarchitectures, multiple execution pipelines are often attached to a single execution port to reduce complexity. Although multiple instructions can be dispatched to different execution ports
in one cycle, a single port can only receive one instruction per cycle. Therefore, if
two pipelines are attached to the same execution ports, they cannot simultaneously
receive new instructions to execute (see, e.g., Figure 2.1 on page 26, where mul and
div instructions cannot be dispatched simultaneously because the pipelines for both
instructions are assigned to the same execution port).
• Load-store limitations. The number of load/store instructions that can be retired simultaneously is often limited as well. However, this has nothing to do with their
pipelines being associated with the same execution port as discussed in the previous
bullet point. Instead, load/store limitations are often caused by a limited number of
AGUs12 or data paths between the register ﬁle and the L1 cache.
The second part of the machine model comprises information related to the cache/memory hierarchy of a processor that is required to give estimates for the runtime contributions
of data transfers. Data provided by the machine model in this respect includes:
• Cache/memory-hierarchy organization. This part of the machine model comprises information about the way data ﬂows inside the cache/memory hierarchy, which is used
by the ECM model to derive the data volumes exchanged between adjacent levels of
the cache/memory hierarchy. For each cache level, information about neighboring
caches and whether the connection to those uses a uni- or bi-directional link is required. Also, information is required about whether one or more of the caches use a
write-through policy or act as victim caches. Finally, information about cache sizes is
required to determine whether a given data set ﬁts into a particular cache level or not.
• Cache/memory-hierarchy bandwidth and latency. This part of the model includes information about the bandwidth and latency (observed in streaming scenarios) of each
link in the cache/memory hierarchy, which is required to determine the runtime contributions of data transfers. Moreover, this includes information about waiting times
incurred when trying to access a busy shared resource (such as, e.g., T̄0 ).
• Cache/memory-hierarchy overlap capability. This includes information about the overlap properties of data transfers in the cache/memory hierarchy (i.e., which transfers can
and which cannot overlap).
12

When using complex addressing modes, each load/store instructions requires an address calculation, which
is carried out by a separate AGU. If the number of AGUs is smaller than the number of load/store units,
addresses computations cannot keep up with the demand of the load/store units.
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The effort required to determine new machine models can vary signiﬁcantly from processor to processor, depending on the willingness of vendors to provide detailed speciﬁcations
for the processors and the quality of the documentation: In some cases it might be as simple
as copying the necessary information from data sheets, while in others most data may have to
be acquired by means of micro-benchmarks and reverse-engineering. To facilitate the latter
process (or, to validate or supplement vendor-provided data), a set of tools and instructions
to gather machine-model data through measurements is presented in Section 3.3.
Finally, it is worth noting that parts of the machine model can be code-dependent. For
example, it is a well-known fact that the sustained memory bandwidth depends on the memory access pattern. Therefore, the ECM model follows the standard practice (set forth by the
Rooﬂine model) of using measurements to determine sustained bandwidth instead of relying
on speciﬁcations. Although the impact of the memory access pattern is less pronounced on
the machine model’s latency parameters (i.e., Tijlat and T̄0 ) than it is on memory bandwidth,
to get the best result, it is recommended to determine these parameters using an applicationspeciﬁc memory-access pattern as well.

Application model
All of the information necessary to give estimates for a speciﬁc loop-based streaming code
is distilled into an application model. The main components of application models are the
instruction mix corresponding to the loop body on one hand, and problem sizes and runtime
properties on the other.
Obviously, giving single-core performance estimates for high-level language code is impossible, for compilers (their optimization capabilities in particular) have a crucial inﬂuence on
the performance of the generated instruction mix. Therefore, the model has to describe the
application at the instruction level, which is done by including a detailed account of the instructions executed during nit loop iterations. In order to derive performance estimates from
runtime estimates, the application model includes the amount of work (e.g., the number of
ﬂops) carried out during nit loop iterations Wnit .
The second part of the application model deals with parameters that inﬂuence data transfers in the cache/memory hierarchy. This includes the problem size(s), which determine in
which level of the cache/memory hierarchy the data set resides, from which CL transfers can
be derived.
The discussion about the contents of machine and code modes concluded, the next section
describes the workﬂow on how these inputs are combined to get a prediction using the ECM
model.

3.2.3 Model workflow
Given a pair of machine and application models, obtaining single- and multi-core runtime
and performance estimates is a straightforward process that can easily be automated.13 As
13

Although the Kerncraft tool [96, 97] currently only automates estimates for the original ECM model, it
should be simple to incorporate the necessary changes to make the tool compatible with the reﬁned ECM
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indicated in Figure 3.15, the prediction process can be separated into four steps: First, the
runtime contribution incurred by executing instructions in the core is calculated. In the next
step, the runtime contributions of data transfers in the cache/memory are determined (to this
end, data transfers in the cache/memory hierarchy need to be determined in an intermediate
step). In a third step, the previously determined runtime contributions are combined to
derive a single-core runtime estimate. Finally, based on the single-core estimates obtained in
the previous step, multi-core predictions can be given. In the following, each of these steps
is discussed in more detail.

Runtime contributions of instruction execution in the core
As discussed in Section 3.2.1, the in-core instruction-execution contribution can be separated
into TRegL1 , which comprises cycles during which, among others, load/store instructions are
retired, and Tcomp , which represents cycles in which other instructions (i.e., arbitrary instructions with the exception of load/store instructions) are retired. In the following, directions
on how to determine these two runtime contributions are provided.
TRegL1 is determined as follows: First, the number of load and store instructions nload
and nstore , which can be derived by counting their occurrences in the instruction mix documented in the application model, are divided by the instruction throughput values for these
instructions TPload and TPstore documented in the machine model. In general, the runtime
contribution is then given by the maximum of the two resulting contributions:
(
TRegL1 = max

nload nstore
,
TPload TPstore

)
(3.21)

Note that in practice there might be additional constraints documented in the machine
model that limit the throughput of load/store instructions. For example, many of the investigated processors can only execute two load/store instructions per cycle, although their
cores feature one store and two load units (the reason for this is often a limited number of
AGUs). In such instances, the times to retire the instructions under additional constraints
have to be considered as well when determining TRegL1 . For the previous example, this means
adding up the number of load and store instructions and dividing it by a throughput of two
load/store instructions per cycle, and then taking the resulting value into account when
applying the maximum:
(
TRegL1 = max

nload nstore nload + nstore
,
,
TPload TPstore TPload/store

)
(3.22)

The in-core execution time in which no load or store instructions are retired is determined
in a similar fashion: First, the number of each type of instruction is determined by counting
occurrences in the instruction mix of the application model and divided by the throughput
of this instruction type documented in the machine model. Tcomp is then the maximum of
the resulting contributions:
model presented in this work.
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(
Tcomp = max

nadd nmul
,
,...
TPadd TPmul

)
(3.23)

For this runtime contribution, too, additional constraints might have to be taken into
account. For example, as previously discussed in Section 3.2.1, many cores have a limit for the
total number of instructions that can be retired per cycle. This particular constraint implies
adding up all instructions and dividing them by the instruction-throughput limit of the core,
and then taking the resulting contribution into account when applying the maximum:
∑
(
)
nadd nmul
i ni
Tcomp = max
,
,...,
(3.24)
TPadd TPmul
TPretire
Another frequently-observed constraint involves execution pipelines for different instructions being assigned to the same execution port. In this instance, the constraint is modeled
by summing up the runtime contributions of both instructions. Assuming the mul and div
instructions are executed on the same port, the runtime is given by:
∑
(
)
nadd nmul
ndiv
i ni
Tcomp = max
,
+
,...,
(3.25)
TPadd TPmul TPdiv
TPretire
Finally, in-core execution can be subject to inter- and intra-loop dependencies (cf. Appendix C). In this case, the amount of time that is incurred by waiting for instructions to
complete so their results can be used as inputs for other instructions needs to be considered
as well. If Tdep is the maximum of the individual waiting times, the in-core runtime estimate
is:
∑
(
)
nadd nmul
ndiv
i ni
Tcomp = max
,
+
,...,
, Tdep
(3.26)
TPadd TPmul TPdiv
TPretire

Runtime contributions of data transfers in the cache/memory hierarchy
In order to determine the runtime contributions of data transfers, the data volumes that are
exchanged during nit loop iterations over the various data paths connecting the different levels of the cache/memory hierarchy must be known. These traffic estimates are derived by
ﬁrst deriving the size(s) of the data set(s) based on the problem size speciﬁed in the application model and then determining the level of the cache/memory hierarchy that the data set
is located in. Next, the load/store instructions from the instruction mix in the application
model are revisited: For each load/store instruction the corresponding data set is identiﬁed,
and the CL transfers required to get the CL from its current location in the cache/memory
hierarchy to the L1 cache are recorded. This can be a tedious and error-prone process, as previous CLs access must be tracked to detect CL reuse in higher cache levels. For non-experts
it is therefore recommended to automate this process, e.g. by using a cache simulator or
the Kerncraft tool [96, 97]. After all CL transfers triggered by the load/store instructions
have been recorded, the data volumes can be calculated by multiplying the number of CL
transfers over a data path by the CL size in byte.
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Once the data volumes have been established, the transfer times for each pair of comxfer
xfer
municating cache/memory levels Ti→j
and Ti←j
can be calculated by dividing the data volume v transferred in each direction by the bandwidth b of the corresponding data path (e.g.,
xfer
TL1→L2
= vL1→L2 /bL1→L2 ). Then, according to the machine model’s information about the
number and directionality of links, the combined transfer time Tijxfer is be determined by eixfer
xfer
ther summing up or applying the maximum to the two terms Ti→j
and Ti←j
(cf. Equations 3.9
and 3.10).
Finally, the runtime contribution Tij for each cache/memory-pair exchanging data is determined according to Equation 3.8 by adding up the previously determined transfer times
Tijxfer and, if applicable, their corresponding latencies Tijlat speciﬁed in the machine model.

Combination of runtime contributions for single-core estimate
Once the runtime contributions of in-core execution and data transfers are determined all
that is left to get a single-core estimate is to put the contributions together according to the
overlap capabilities speciﬁed in the machine model using Equation 3.11.
The process of converting the runtime estimate to a performance estimate remains unchanged from the original ECM model (i.e., Equation 3.2 on page 52 applies).

Multi-core prediction based on single-core estimate
Mem
As laid out in Section 3.2.1, the multi-core estimate requires as inputs TECM
, the single-core
Mem
runtime estimate, and TMem , the estimated time the memory bus is busy during TECM
. The
Mem
sustained memory performance PSat , which is also required for multi-core estimates, is also
based on TMem , and can be determined according to Equation 3.5. Once the previously mentioned single-core estimates are available, they can be combined according to Equation 3.20
(on page 71) to derive multi-core performance estimates.

3.3 Methodology to determine machine models
For various reasons, vendor speciﬁcations can prove insufficient for the establishment of
ECM machine models. For example, some vendors might not be willing to share the necessary information of their proprietary designs because they fear competitors can use the
information to their advantage. In other cases, documentation is often not a priority for
vendors, which can result in poor documentation or signiﬁcant delays between the release
of a processor and its documentation (this was, e.g., the case for the investigated AMD and
IBM processors). Finally, the complex interaction of different parts of the processor might
lead to situations in which vendor-speciﬁed numbers are not attainable (e.g., many of the
investigated processors have one store and two load units, but due to various constraints
some processors can retire no more than two load/store instructions per cycle).
This section addresses the previously discussed problems by presenting strategies to help
practitioners establish ECM machine models in cases where relevant information is missing,
or the documented speciﬁcations turn out to be impractical for some reason. Each of the
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following sections is dedicated to one of the machine model’s components. The sections
cover the rationale behind strategies and the design of micro-benchmarks that can be used
to derive machine model properties from empirical data. Each section also includes the
practical application of the micro-benchmarks proposed in it for demonstration purposes.

3.3.1 Instruction throughputs and latencies
Among the primary components of ECM machine models are the throughput and latency
values of executed instructions, which are required to give estimates for the time it takes to
execute the instruction mix speciﬁed in an application model. This section presents microbenchmarks to obtain these numbers in instances where this information is not otherwise
available.
However, before going into the details, a brief comparison of different deﬁnitions is in order to avoid confusion: Some vendors (e.g., Intel in its data sheets [74]) deﬁne the throughput
of an instruction as the number of cycles after issue that another instruction can begin execution (i.e., the number of cycles a new instruction has to wait once an instruction of the same
kind has been issued). Using this deﬁnition, instructions executed on a non-pipelined unit
with n stages would have a throughput of n cycles, and instructions executed on a pipelined
unit with an arbitrary number of stages would have a throughput of one cycle. If a core
features m pipelined execution units for the same instruction, the instruction would have a
throughput of 1/m cycles. Another way is to deﬁne the throughput of an instruction as the
number of instructions that can be executed per cycle. Using this deﬁnition, instructions
executed on a non-pipelined unit with n stages would have a throughput of 1/n instructions
per cycle, and instructions executed on any pipelined unit would have a throughput of one
instruction per cycle. If a core features m pipelined execution units for the same instruction,
the instruction would have a throughput of m instructions per cycles. In this work, the latter
deﬁnition will be used. Numbers from one deﬁnition can easily be converted to the other
by applying the inverse.
The proposed way to determine an instruction’s throughput is as follows. The time it
takes a core, which has its frequency ﬁxed, to execute an instruction mix consisting of a
large number of independent14 instances of the target instruction is measured. Then, if it
takes a core, clocked with a frequency of fcore , t seconds to execute the target instruction n
times, each cycle n/(t·fcore ) instructions are executed (which corresponds to the instruction’s
throughput). This sounds simple in theory; however, fabricating a suitable instruction mix
from high-level code can be difficult in practice: For one thing, optimizations carried out by
compilers can interfere with the resulting instruction mix in unforeseen ways. For another,
compiler behavior varies signiﬁcantly from version to version, so even when a piece of code
that has been tuned for a particular compiler version produces the intended instruction mix,
there is no guarantee that another compiler or another version of the same compiler produces
the same results. This issue can, however, be solved by side-stepping the compiler and handcrafting the necessary instruction mix using assembly language.
14

Independent means that there are no dependencies between the different instances of the instruction, such
as one using as input the output of another.
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1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25

#define INSTR vaddpd
.intel_syntax noprefix
.text
.globl throughput
.type throughput, @function
.align 32
xor
r8,r8
vpcmpeqw
xmm0, xmm0, xmm0
vpsllq
xmm0, xmm0, 54
vpsrlq
xmm0, xmm0, 2
vinsertf128 ymm0, ymm0, xmm0, 0x1
vmovapd
ymm1, ymm0
vmovapd
ymm2, ymm0
loop:
inc
r8
INSTR
ymm3, ymm0, ymm1
INSTR
ymm4, ymm1, ymm0
INSTR
ymm5, ymm0, ymm2
cmp
r8, rdi
INSTR
ymm6, ymm2, ymm0
INSTR
ymm7, ymm1, ymm2
INSTR
ymm8, ymm2, ymm1
jl
loop
ret
.size throughput, .-throughput

#
#
#
#
#
#
#

set counter to zero
all ones
logical left shift
logical right shift
expand from SSE to AVX
copy double-precision 1.0
copy double-precision 1.0

# increment loop counter

# check loop condition

# jump less, i.e., r8 < rdi
# return to calling function

Listing 3.2: Assembly function used to measure the throughput of the AVX double-precision
add instruction vaddpd.

Listing 3.2 shows a possible assembly-code implementation to measure the throughput of
an instruction: The code uses a loop (lines 14–23) to issue a continuous stream of doubleprecision AVX add instructions (see the #define in line one for the instruction that is executed). The instructions are independent of each other (i.e., there is no dependency chain
between inputs and outputs) to make sure instruction latency does not affect the benchmark. To make sure instructions operate on meaningful inputs, the AVX input registers are
set up so their four DP components each have a value of 1.0. This is achieved via SSE bit
manipulation instructions shown in lines 8–10 that set the registers binary contents in such
a way that they correspond to an IEEE 754 ﬂoating-point value of 1.0 and then using the
vinsertf128 instruction in line 11 to copy the contents of the 16-byte SSE register (which
aliases to the lower 16 byte of the AVX register) to the upper 16 byte of the corresponding
32-byte AVX register.
Determining instruction throughput using this benchmark is straightforward. When calling this function from C code, the only parameter that is passed to the function is the number of loop iterations N . In accordance with the x86-64 application-binary interface (cf.
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1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25

#define INSTR vaddpd
.intel_syntax noprefix
.text
.globl throughput
.type throughput, @function
.align 32
xor
r8,r8
vpcmpeqw
xmm0, xmm0, xmm0
vpsllq
xmm0, xmm0, 54
vpsrlq
xmm0, xmm0, 2
vinsertf128 ymm0, ymm0, xmm0, 0x1
vmovapd
ymm1, ymm0
vmovapd
ymm2, ymm0
loop:
inc
r8
INSTR
ymm0, ymm0, ymm1
INSTR ymm0, ymm0, ymm1
INSTR ymm0, ymm0, ymm1
cmp
r8, rdi
INSTR
ymm0, ymm0, ymm1
INSTR ymm0, ymm0, ymm1
INSTR ymm0, ymm0, ymm1
jl
loop
ret
.size throughput, .-throughput

#
#
#
#
#
#
#

set counter to zero
all ones
logical left shift
logical right shift
expand from SSE to AVX
copy double-precision 1.0
copy double-precision 1.0

# increment loop counter

# check loop condition

# jump less, i.e., r8 < rdi
# return to calling function

Listing 3.3: Assembly function used to measure the latency of the AVX double-precision add
instruction vaddpd.

Table 3.4 in [103]), the value N is passed via the register rdi to the function where it is then
used to determine when to exit the loop in line 19. In each of the N loop iterations, the
target instruction is executed six times, so n = 6N instructions are retired in total. If the
core, running at a frequency of fcore , takes t seconds to execute all n = 6N instructions, the
throughput of the instruction is n/(t · fcore ).
Only a slight adjustment to this workﬂow is necessary to measure instruction latency instead of throughput. Rather than having the different instructions be independent of each
other, an artiﬁcial dependency chain is introduced by means of data dependencies: Each
instruction uses as one of its inputs the output of the previous instruction. This way, new
instructions will be held in a reservation station until the previous instruction has completed (this time corresponds to the instruction’s latency), and its results are broadcast over
the common-data bus and received at the reservation station. Otherwise, the setup is identical. Listing 3.3 shows an assembly-language implementation containing the appropriate
changes: Each of the instructions in lines 16–18 and 20–22 use the AVX registers ymm0 and
ymm1 as their inputs, and write the results into the AVX register ymm0. As a consequence,
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the start of the execution of the instruction in line 17, which uses ymm0 as its input, is delayed until the previous instruction in line 16 has ﬁnished execution and written its results
into ymm0. The same dependency applies for all subsequent instructions, and between the
last and ﬁrst instructions of different loop iterations. Again, six instructions are executed
per loop iterations, leading to a total of n = 6N instructions to be executed. Given the
amount of time t it takes a core, clocked the frequency fcore , to execute these n instructions,
the instruction’s latency is n/(t · fcore ).
The ibench tool [64] was created to facilitate the process of gathering instruction throughput and latency numbers. The tool bundles a measurement framework with a number of
assembly-code ﬁles for the most widespread instructions. Moreover, its assembly templates
are designed to make adding support for new instructions a simple process. All that is required to gather data for a new instruction is to change the instruction name in the ﬁrst line
in either Listing 3.2 or 3.3 to change the target instruction (e.g., from vaddpd to vmulpd to
measure throughput and latency of the double-precision AVX mul instruction). In addition
to the x64 ISA implemented by the investigated Intel and AMD processors, the tool also
supports the IBM Power ISA implemented by the investigated Power8 processor.15 Vector
extensions currently supported include SSE4.2, AVX, AVX2/FMA, AVX512, and VSX.

3.3.2 Topology and data flow in the cache/memory hierarchy
In order to determine the data volumes that are exchanged between the different levels of the
cache/memory hierarchy, information about the hierarchy’s topology and rules governing the
data ﬂow must be available. Topology information consists of the number of caches, their
type (in particular, whether any of them acts as victim cache), and which of these levels are
communication pairs. Data-ﬂow information, on the other hand, comprises details about
how data travels inside the hierarchy: Is data evicted from a victim cache sent directly to main
memory or does it take another path to main memory? Do CLs read from main memory
pass through all levels of the cache hierarchy on their way to the register ﬁle or is the victim
cache bypassed?16 Are caches inclusive, so unmodiﬁed CLs can be silently dropped when
selected for replacement, or exclusive, so unmodiﬁed CLs must be evicted to the underlying
cache when selected for replacement to avoid having to reload the CL from main memory
if they are accessed again? And so on. In the following, instructions will be provided on
how to obtain the necessary information. First, the topology will be covered brieﬂy, for data
on it is typically easy to obtain. Afterward, data ﬂow will be discussed and a number of
approaches to gather information about it will be presented.
15

See, e.g., https://github.com/hofm/ibench/blob/master/src/VSX/xvadddp.S for a corresponding implementation
16
It is tempting to assume that CLs are sent directly from main memory to the L2 cache and do not pass
through a victim L3 cache on their way. However, Intel’s Skylake-SP microarchitecture offers a BIOS setting
to select whether CLs prefetched from main memory are placed in the L2 or the victim L3 cache, so CLs
passing through a victim cache on their way from main memory to the register ﬁle is certainly a possibility.
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Topology
Vendors typically provide all of the necessary information about the number and type of
caches. Also, even when this is not the case, the information is easy to obtain, for most
processors provide access to it over a well-deﬁned interface. In the case of x86 processors, for
example, the special cpuid instruction can be used to extract detailed information about the
cache/memory hierarchy, including the capacity, associativity, number of sets, inclusiveness,
cache-line size, and more17 for each level in the hierarchy. A number of tools that query these
low-level interfaces are available and provide users with an easy way to obtain the necessary
information. Among them are likwid-topology from the likwid tool suite [89] and the more
widespread hwloc framework [105]; under Linux, the relevant information is also exported
via the sysfs ﬁlesystem [106].

Data flow
In the past, the question about data ﬂow in a processor’s cache/memory hierarchy was often easy to answer. Consider, e.g., the ﬂow of data in the hierarchy of the Intel processors
from the testbed (cf. Figure 3.13a on page 68), where each CL requested in the core traveled
linearly from the memory through the L3, L2, and L1 caches, and modiﬁed CL are evicted
in the opposite direction from the L1 cache to main memory. All that needs to be done for
processors implementing such a linear hierarchy is to determine whether store-misses trigger a write-allocate in streaming scenarios or not.18 This question can be answered with the
help of the processor’s hardware performance counters, which can be used to determine the
amount of data transferred between adjacent levels of the cache/memory hierarchy.
Figure 3.16 shows how the result of such a counter-based investigation can look like for
the Schönauer vector triad executed on the Intel Broadwell processor. The data in the ﬁgure is based on the following counters: Data sent from the L1 cache to registers and vice
versa is based on the MEM_UOPS_RETIRED_LOADS_ALL and MEM_UOPS_RETIRED_STORES_ALL
events; data sent from the L2 to the L1 cache and vice versa on the L1D_REPLACEMENT and
L1D_M_EVICT events; data sent from the L3 to the L2 cache and in the opposite direction on
the L2_LINES_IN_ALL and L2_TRANS_L2_WB events; and ﬁnally, data sent from main memory to the L3 cache and vice versa on the CAS_COUNT_RD and CAS_COUNT_WR events. For Intel
processors, a full list of supported core- and Uncore-related events can be found in volume 3
of the software developer’s manual [109] and the Uncore performance monitorial reference
manual [110], or online at https://download.01.org/perfmon/.
Neglecting the start-up effect for small data-set sizes that is caused by overhead in the
performance-counter set-up process,19 the results indicate that for data sets in the L1 cache
17

For a more exhaustive list see Tables 5-8 and 5-10 in [104].
Some processors (e.g., ARM’s Cortex or NEC’s Tsubasa) implement logic to detect when a core has stores
pending for a whole CL in its store buffer [107, 108]. Whenever this is the case, there is no need to read the
CL from main memory just to have all of its contents overwritten.
19
The performance counters begin counting data transfers as soon as they have been programmed with the
events’ bit-masks. This means they also count any data transfers that are triggered by instructions that
happen between the programming of the counters and the beginning of the investigated loop (e.g., when
using store instructions to program additional performance counters with other events, when returning

18
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Figure 3.16: Data volumes exchanged between the various levels of the cache/memory hierarchy of the Intel Broadwell-EP processor according to hardware performance
counters when running the Schönauer vector triad with different data-set sizes.
in each loop iteration 24 byte are read from the L1 cache into registers and 8 byte are written
from the register ﬁle to the L1 cache. As expected, this corresponds to three loads from the
input arrays B, C, and D (each of which corresponding to an eight-byte DP FP number) and
one store to the output array A. For data sets in the L2 cache, the data volume sent from the
L1 to the L2 per loop iteration stays at 8 byte; in the opposite direction, however, an increase
from 24 to 32 byte can be observed. In fact, a similar increase in volume can be observed for
the data sent from the L3 to the L2 caches as well as memory to the L3 cache. The increase
indicates the transfers of an additional DP FP number corresponding to the write-allocate
triggered by the store-miss to the target array A. Thus, the question of whether the Intel
processor contains logic to prevent write-allocates in cases where they are unnecessary can
be answered with no.20
Newer processors often feature more intricate cache/memory hierarchies than the strictly
linear hierarchy discussed before. The reason for this change can be explained by the fact
that it has become increasingly difficult for processor designers to maintain a scalable interfrom the counter-programming function which involves loading and storing data from and to the stack,
and so on).
20
On Intel processors, the problem of the unnecessary write-allocate in streaming-write scenarios is solved in
software instead of in hardware: There is a special non-temporal store instruction that writes data directly
into memory without triggering a write-allocate. A more detailed discussion of this mechanism is provided
in Section 3.4.2.
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connect for the constantly growing number of cores of their processors. Intel’s temporary
solution to the limited scalability of the ring interconnect used since the Nehalem-EX microarchitecture was to switch to a dual-ring design starting with the Haswell-EP microarchitecture. Nevertheless, Intel’s engineers were forced to adopt a mesh topology in favor of
the multi-ring design for the most recent Skylake-SP microarchitecture, which was released
toward the end of this thesis. The mesh interconnect, however, brought with it its own
shortcomings, which was that keeping a large distributed shared last-level cache coherent
over a mesh did not scale. As a consequence, the shared L3 cache had to be turned into a
victim cache, which programmers were instructed to not to treat as a shared cache. For similar reasons, AMD’s Epyc processor, too, features no last-level cache; instead, the L3 victim
cache is shared only by the four cores of a CCX (see Figure 2.7 on page 38). The consequence
of these changes are more complex data ﬂows inside the cache/memory hierarchies of newer
processors (cf. Figure 3.13b on page 68). However, in these cases, too, traffic analysis with
the help of performance counters can help identify data ﬂow.
Note that in some cases, vendors may refrain from publishing bit-masks for data-transfer
events between some levels of the cache/memory hierarchy, either because the counters were
not properly validated21 or because the processors employ proprietary strategies to optimize
data ﬂow that they are unwilling to share with competitors.22 Even so, it is often possible to
infer data-ﬂow rules in such instances (e.g., by using cache hit-rate instead of data-transfer
events).

3.3.3 Bandwidth, latency, and overlap in the cache/memory hierarchy
So far, instructions were provided to determine instruction throughputs and latencies, required for in-core runtime estimates, and details about the topology and data ﬂow in the
cache hierarchy, required to establish data volumes exchanged between the different levels
of the cache/memory hierarchy. All that is left is to provide instructions on how to obtain
information about the bandwidth of data transfers, whether latencies apply to the resulting
data-transfer times, and which, if any, of the data transfers can overlap (i.e., happen simultaneously).
Determining the contribution of each component (bandwidth, latency, overlap) can be
difficult because only the overall runtime can be measured, and it can be unclear which
21

For some vendors, validating performance counters and events has a very low priority when getting a new
product to the marked. As a consequence, many processors are launched without proper validation, and
once the product is launched, validation is seldom followed up on.
22
One such improvement that could be identiﬁed consists in the L2 cache silently dropping unmodiﬁed CLs
that are not marked as shared in the cache-coherency protocol when a CL brought in from memory triggers
their replacement instead of evicting them to the L3 victim cache. The current hypothesis for the rationale
behind this strategy is as follows: If data is continuously streamed from main memory, there is a high
probability that whole data set does not ﬁt inside the caches. Under this assumption, evicting CLs to the
L3 victim cache in the hope that they can be reused from it makes no sense. For one thing, this strategy
keeps the data path from L2 to the L3 cache free for other transfers; for another, it does not pollute the L3
cache with data that is assumed to not be reused.
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part of the overall runtime has to be attributed to each of the components.23 However, the
best practices derived from past experience provided in the following can help establish the
required information with a limited number of measurements.
Fortunately, most vendors document cache bandwidths. If, however, this is not the case,
the heuristic of assuming a sensible bandwidth (e.g., 16, 32, or 64 B/cy) and examining which
of the corresponding estimates best agrees with empirical data can be applied. By default,
all data transfers are assumed to be overlapping and to incur no latency. If the empirical
data does not agree with the corresponding estimate (i.e., performance is slower than predicted by the model), the ﬁrst approach is to assume that data transfers do not overlap rather
than assume a latency penalty.24 Only when non-overlapping transfers are not sufficient to
successfully adjust the estimate to a level that corresponds to empirical data an additional
latency contribution is assumed to exist.
In the following, the viability of the proposed best practices will be demonstrated by applying them to examine the bandwidth, latency, and overlap properties of the AMD Epyc,
Intel Sandy Bridge-EP, and Intel Broadwell-EP processors’ L1 and L2 caches.

Inter-cache bandwidths
As previously mentioned, most vendors publish the cache bandwidths of their microarchitectures, so in all but a few cases, no micro-benchmarks are required to get the information
necessary in this respect of the ECM machine model. In cases where no such information
is available, the simplest way is to assume different sensible values for the bandwidth and
see which of the corresponding ECM model estimates agrees best with empirical data. This
process is demonstrated in the following for the Intel Sandy Bridge-EP processor’s L2 cache.
Cache bandwidths of contemporary microarchitectures typically range between 16 and
64 B/cy. Values of 16, 32, and 64 B/cy would, therefore, be suitable L1-L2 cache-bandwidth
candidates for evaluation.25 Table 3.2 shows ECM model performance estimates for the Schönauer vector triad for data sets in the L2 cache for these different L1-L2 cache-bandwidth assumptions. As mentioned previously, by default, all data transfers are assumed to overlap.
Nevertheless, the table contains estimates for the different bandwidth candidates for both
different possible overlap assumptions. This is done because (as it will turn out) none of
the examined bandwidths’ estimates will agree with the empirical data if overlapping data
transfers are assumed.
This fact can be observed in Figure 3.17, which compares the estimates from Table 3.2 to
empirical data obtained on the Sandy Bridge-EP processor. The data indicates that none of
23

Consider the following simple example: A 64-byte CL is transferred from the L2 to the L1 cache, for which
a total runtime of four cycles is measured. Without further information, it is impossible to determine
whether there the L1-L2 bandwidth is 16 B/c and transfers happen without any latency or the bandwidth
is 32 B/c and there is a two-cycle latency. The situation only becomes more complex when taking overlap
properties into account.
24
The rationale behind this decision is motivated by the fact that strategies to prevent latencies (e.g., hardware
prefetchers and a sufficient amount of buffers) have been in place for a long time. Latencies, therefore,
appear in most instances to be the exception rather than the rule.
25
In the future, these values might need to be increased to reﬂect bandwidth improvements, which are to be
expected.
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Overlap (Reg-L1 ∥ L1-L2)

No overlap (Reg-L1 ∦ L1-L2)

ECM
PL2
= 2160 MFlop/s
ECM
PL2 = 4320 MFlop/s
ECM
PL2
= 7200 MFlop/s

ECM
PL2
= 1661 MFlop/s
ECM
PL2 = 2700 MFlop/s
ECM
PL2
= 3927 MFlop/s

bL1L2 = 16 B/cy
bL1L2 = 32 B/cy
bL1L2 = 64 B/cy

Table 3.2: ECM model performance predictions for different L1-L2 cache bandwidths and
overlap assumptions for the Intel Sandy Bridge-EP processor executing the Schönauer vector triad. The estimates shown are based on the following ECM inputs:
B
Tcomp = 2 cy, TRegL1 = 6 cy, TL1L2 = 5 CL · 64 CL
/bL1L2 , Wnit = 16 ﬂops, and
fcore = 2.7 GHz; moreover, no data transfer latencies are assumed.
the estimates based on overlapping data transfers (dashed red lines) agrees with the empirical
data. Of the estimates which use a non-overlapping assumption, the one which is based on a
bandwidth of 32 B/cy best corresponds to the empirical data (which is not surprising, given
that this is the L1-L2 bandwidth documented in the vendor’s data sheet).
The described method of establishing cache bandwidths by comparing different estimates
to empirical data can be applied iteratively to determine bandwidth (and overlap) properties
for all cache pairs of a microarchitecture’s cache/memory hierarchy. The method is ﬁrst applied to the L1-L2 cache pair, which is closest to the core, as was done in the example above.
Only after the bandwidth (and overlap) properties of L1-L2 cache pair have been established,
can the method be applied to determine the L2-L3 cache bandwidth.26 The process is performed over and over again until bandwidths of all cache pairs have been identiﬁed.
Finally, it is worth pointing out that there might be scenarios where different assumptions
deliver the same estimate (e.g., when a non-overlapping assumption causes exactly the same
runtime contribution as a lower bandwidth). In such cases, it is impossible to tell which of
the parameter combination reﬂect the actual implementation. The problem can, however,
be resolved by changing the employed micro-benchmark to one with different in-core and
data-transfer time contributions. It is unlikely that the multiple parameter combinations
that yielded correct results for one benchmark do so for another.27 Only the correct set of
parameter combinations will produce correct estimates for all micro-benchmarks.

Overlap of data transfers
In most cases vendors chose to publish cache bandwidths, so the method discussed above
need not be applied to determine cache bandwidths. Information about whether data transfers in the cache/memory can overlap is, however, rarely advertised or documented. The
reason for this is that to most vendors and customers such low-level properties of a microar26

This order of events is required because giving estimates for different L2-L3 cache bandwidth candidates
requires an estimate for TL1L2 , which can only be given if the L1-L2 cache bandwidth is known.
27
In case an identical set of parameter combinations produces correct estimates for two different microbenchmarks, the solution is simply to evaluate additional micro-benchmarks until only a single parameter
combination remains that results in correct estimates for all them.
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Figure 3.17: Comparison of ECM model performance predictions for different L1-L2 cache
bandwidths and overlap assumptions and empirical data for the Intel Sandy
Bridge-EP processor executing the Schönauer vector triad at the default CPU
core frequency of 2.7 GHz.
chitecture are of limited relevance. As a result, a way to reliably determine the necessary
information for ECM machine models is required. This way is described below.
Instead of comparing estimates based on different cache bandwidths and overlap assumptions to empirical data, in scenarios where only the overlap property needs to be determined
it is sufficient to give two different estimates: One based on the assumption that data transfers do overlap, and one on the assumption that they do not. Whichever resulting estimate
corresponds to empirical data indicates which of the assumptions was valid. In the following, the viability of the proposed approach is demonstrated on AMD and Intel processors,
which exhibit different overlap properties.
Figure 3.18a compares estimates28 that use assumptions of overlapping (red line) and nonoverlapping (blue line) data transfers to empirical data obtained through measurements for
the AMD Epyc processor. A short glance at the data is sufficient to discern that data transfers
on the AMD Epyc processor can take place simultaneously between the register ﬁle and the
L1 cache on one side and the L1 and L2 caches on the other.
A similar comparison of estimates29 and empirical data is shown for the Intel Sandy Bridge
28

The estimates are based on the following ECM model inputs: Tcomp = 2 cy, TRegL1 = 8 cy, and TL1L2 = 8 cy.
See Section 3.4.3 for how to derive these numbers.
29
The estimates are based on the following ECM model inputs: Tcomp = 2 cy, TRegL1 = 6 cy, and TL1L2 = 10 cy.
See Section 3.4.1 for how to derive these numbers.
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Figure 3.18: Comparison of empirical data to ECM model estimates based on assumptions
of overlapping (red line) and non-overlapping (blue line) data transfers between
the register ﬁle and the L1 cache on one side, and the L1 and L2 caches on the
other. The ﬁgures show data for the (a) AMD Epyc, (b) Intel Sandy Bridge-EP,
and (c) Intel Broadwell-EP processors running the Schönauer vector triad.
processor in Figure 3.18b. In this instance, too, a short glance is sufficient to establish that
on this processor data transfers between the register ﬁle and the L1 cache on one side and
the L1 and L2 caches on the other do not overlap.

Latency contributions to data transfers
For the Intel Sandy Bridge and AMD Epyc processors examined earlier, all empirical data
could be described by adjusting bandwidth and overlap parameters. Latency contributions
played no role so far, which is not unusual given that the relationship between bandwidth
and the number of outstanding load/store buffers required to hide data-transfer latency is
well understood and taken into account by processor designers. Figure 3.19 shows this relationship for two different designs, one of which completely hides latency for streaming
data-access patterns, the other does not. In both designs, data transfers have a latency of
three cycles and a bandwidth of one CL per cycle. This means it takes a total of four cycles
from initiating the request for a CL until it is received. In design (a), there are more than
four buffers to track outstanding CL loads and stores. This number is sufficient to track
new CL load/store request for at least four successive cycles. After four cycles, the request
that has been initiated four cycles ago will have completed, and the corresponding buffer
that tracked this transfer will become available, which means a new transfer can be initiated.
This means that after a wind-up phase of four cycles, given a sufficient amount of transfers
design (a) is capable of fully saturating the data link. Design (b) on the other hand features
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only two buffers to track transfers. This means that no new transfers can be initiated after
these buffers are full. Only after the ﬁrst of the two transfers that are being tracked in the
buffers is completed can a new transfer be initiated. The implication of this shortcoming is
that after the wind-up phase, the data link is active only half of the time, thereby reducing
the theoretical bandwidth of one CL per cycle to one CL every other cycle in practice. In an
ECM machine model, this behavior would be described by a bandwidth of one CL/cy and
a latency contribution of one cycle/CL.
As mentioned previously, most vendors are aware of this and design their microarchitectures with a sufficient number of buffers. However, exceptions conﬁrm the rule, and a
small latency penalty can be observed on some processors.30 A specimen from this category is Intel’s Broadwell processor. Figure 3.18c compares empirical data obtained on this
processor to estimates for different overlap assumptions using the documented L1-L2 cache
bandwidth of 64 B/cy. The fact that none of the estimates agrees with the empirical data
indicates that bandwidth and overlap parameters are not sufficient to model the processor’s
behavior, which implies that latency contributions have to be taken into account.
The latency contribution that accompanies each CL transferred between two caches can
be determined as follows. If bandwidth and overlap properties are not known, different
parameter values are evaluated according to the instructions provided in the two previous
sections, and the parameter set whose estimate comes closest to the empirical data is selected.
Note that depending on whether working with runtime or performance as the metric, only
estimates that are “better” (i.e., have a lower runtime or a higher performance) than the
empirical data are considered. Otherwise, the latency contribution would turn out negative,
which does not make any sense. After a suitable set of bandwidth and overlap settings have
been identiﬁed, the latency observed during nit loop iterations is given by the difference
between the runtime estimate and the empirical runtime. The latency contribution of a
single CL transfer can then be obtained by dividing the total latency observed during nit loop
iterations by the number of CL transferred during these loop iterations. In the following, this
strategy is applied to the Intel Broadwell processor to determine the latency contribution of
CL transfers between the processor’s L1 and L2 caches.
The ECM model estimate without latency contribution for the Schönauer vector triad
L2
executed on the Intel Broadwell processor is TECM
= 9 cy.31 The performance obtained
during measurements is 3119 MFlop/s, which according to Equation 3.2 corresponds to a
runtime of 11.8 cy for nit loop iterations. The latency contribution of data transfers between
the L1 and L2 caches during nit loop iterations is, therefore, 2.8 cycles. A total of ﬁve CL
transfers take place during nit loop iterations, which implies an average latency contribution
of 0.56 cy per CL. Note that non-integer values for the latency contribution of a CL do not
make sense in practice, but they do when looking at the average latency contribution over
a time window (reconsider, e.g., Figure 3.19b; if the latency were four instead of three cycles,
only two CLs would be transferred every ﬁve cycles, leading to a latency penalty of 1.5 cy/CL).
30

Among other reasons, this can be the result using an existing microarchitecture as a starting point for a
new microarchitecture and improving only select parts it (e.g., when doubling cache bandwidth without
adjusting the number of load/store buffers)—a strategy practiced by Intel in their tick-tock model.
31
The estimate is based on the following ECM model inputs: Tcomp = 1 cy, TL1Reg = 4 cy, and TL1L2 = 5 cy.
See Section 3.4.2 for details.
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Figure 3.19: Visualization of latency and data transfers for conﬁgurations with a latency of
three cycles, a bandwidth of one CL per cycle, and (a) more than four respectively
(b) two buffers to track outstanding CL loads/stores.
This concludes the discussion on strategies to acquire the information required for ECM
machine models in cases where vendors data is not available, wrong, or impractical to use.
In the next section, the validity of the reﬁned ECM model is going to be demonstrated by
validating it on all processors from the test bed.

3.4 Model validation
This section deals with the validation of the reﬁned ECM model’s main design goals of generality and accuracy. To this end, the model is evaluated on all testbed processors by giving single- and multi-core estimates for the Schönauer vector triad and comparing them to
empirical data. For each processor, special attention will be paid to features that were not
addressed by the original ECM model, such as multiple frequency domains (including a vari-

90

3.4 Model validation
able Uncore frequency), multiple NUMA nodes per processor, latency implications, victim
and store-through caches, uni-directional data paths, and so on.

3.4.1 Intel Sandy and Ivy Bridge-EP processors
The Intel Sandy and Ivy Bridge-EP processors mark the beginning of the model’s validation.
The discussion will mainly focus on the Ivy Bridge-EP processor because for this processor
some of the reﬁned model’s improvements (such as latency contributions to data transfer
times) make a difference compared to the original model, whereas for the Sandy Bridge-EP
processor the prediction process looks similar to that previously carried out in Sections 3.1.1
and 3.1.2 using the original ECM model (after all, the original model was designed for the
Sandy Bridge-EP processor). This section is organized as follows: First, ECM machine models for both processors will be presented. Next, the application model for the Schönauer
vector triad will be set up. Then, based on machine and application models, single-core
estimates for different data-set sizes that are chosen to cover all levels of the cache/memory
hierarchy will be given and compared to measured performance numbers. Finally, multicore performance estimates for an in-memory data set will be given for all possible active core
counts and compared to empirical data to validate the reﬁned model’s approach to modeling
of shared resources.

Machine model
The ECM machine models of the Intel Sandy and Ivy Bridge-EP processors from the testbed
are documented in Table 3.3. With the exception of sustained memory bandwidth, latencies,
overlap properties, and the multi-core scaling ﬁt parameter T̄0 , all of which were obtained
by measurement (according to the instructions provided in Section 3.3.3), the speciﬁcations
shown in the table are available in the official documentation [74].
The upper part of the table shows in-core execution capabilities that are required for incore runtime estimates. As shown in the table, cores based on the Sandy and Ivy Bridge-EP
microarchitectures are capable of retiring one AVX add, mul, and load as well as half an AVX
store instruction per cycle. Moreover, the core is limited to a total of four instructions per
cycle.
The middle part of the table documents bandwidths and latencies that are required to
estimate the runtimes of data transfers. There is a single data path between the L1 and L2
caches that is capable of delivering 32 B/cy, either from the L1 to the L2 cache or vice verse,
but not in both directions at the same time. The link between the L2 and the L3 caches
has identical properties. The sustained memory bandwidth of 37.4 GB/s that was measured
on the Sandy Bridge-EP processor running at its nominal CPU core frequency of 2.7 GHz
corresponds to a bandwidth of 13.8 B/cy. On the Ivy Bridge-EP processor, running at its
nominal CPU core frequency of 3.0 GHz, the measured sustained bandwidth of 47.7 GB/s
corresponds to a bandwidth of 15.9 B/cy. In line with the instructions provided in Section 3.3.3
to determine latency contributions, a value of 2.8 cy/CL was established for data transfers
between the L3 cache and main memory on the Ivy Bridge-EP processor. All other transfers
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Microarchitecture
add TP
mul TP
load TP
store TP
Other constraints
bL1↔L2
bL2↔L3
bL3↔Mem
lat
TL1↔L2
lat
TL2↔L3
lat
TL3↔Mem
CL size
Non-overlapping transfers
Write-through caches
Victim caches
T̄0

Sandy Bridge-EP

Ivy Bridge-EP

1 AVX add/cy
1 AVX add/cy
1 AVX mul/cy
1 AVX mul/cy
1 AVX load/cy
1 AVX load/cy
0.5 AVX store/cy
0.5 AVX store/cy
TPretire = 4 uops/cy TPretire = 4 uops/cy
32 B/cy
32 B/cy
13.8 B/cy
—
—
—

32 B/cy
32 B/cy
15.9 B/cy
—
—
2.8 cy/CL

64 B
all
—
—
13.0 cy

64 B
all
—
—
11.0 cy

Table 3.3: ECM machine models for the Intel Sandy and Ivy Bridge-EP processors from the
testbed.
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..B1.4:
vmovupd ymm0, YMMWORD PTR [rdx+rbx*8]
vmovupd ymm3, YMMWORD PTR [32+rdx+rbx*8]
vmovupd ymm6, YMMWORD PTR [64+rdx+rbx*8]
vmovupd ymm9, YMMWORD PTR [96+rdx+rbx*8]
vmulpd ymm1, ymm0, YMMWORD PTR [rcx+rbx*8]
vmulpd ymm4, ymm3, YMMWORD PTR [32+rcx+rbx*8]
vmulpd ymm7, ymm6, YMMWORD PTR [64+rcx+rbx*8]
vmulpd ymm10, ymm9, YMMWORD PTR [96+rcx+rbx*8]
vaddpd ymm2, ymm1, YMMWORD PTR [rsi+rbx*8]
vaddpd ymm5, ymm4, YMMWORD PTR [32+rsi+rbx*8]
vaddpd ymm8, ymm7, YMMWORD PTR [64+rsi+rbx*8]
vaddpd ymm11, ymm10, YMMWORD PTR [96+rsi+rbx*8]
vmovupd YMMWORD PTR [r14+rbx*8], ymm2
vmovupd YMMWORD PTR [32+r14+rbx*8], ymm5
vmovupd YMMWORD PTR [64+r14+rbx*8], ymm8
vmovupd YMMWORD PTR [96+r14+rbx*8], ymm11
add rbx, 16
cmp rbx, rax
jb ..B1.4

Listing 3.4: Schönauer vector triad assembly generated by the Intel C compiler for Intel Sandy
and Ivy Bridge-EP processors.

are free of latency contributions.
The last part of the table shows additional information about the cache/memory hierarchy that is required to derive the runtime estimate. The cache-line size of the processors is 64 byte, and data transfers in their cache/memory hierarchies are completely nonoverlapping. Moreover, all caches implement a write-back strategy, and none of them are
victim caches. Finally, the empirical multi-core scaling ﬁt parameters T̄0 were determined to
be 13 and 11 cycles for the Sandy and Ivy Bridge-EP processors, respectively.

Application model
The application model consists of the instruction mix for nit loop iterations of the target
loop, the amount of work carried out during these loop iterations, and problem sizes from
which the size of the data set can be inferred. Because it is done for the ﬁrst time, in the
following the process of determining these components is explained in great detail. When
repeating this process for the other processors, it will be less comprehensive and details will
only be provided when some signiﬁcant difference compared to the Sandy and Ivy Bridge-EP
processors are worth pointing out.
The cache-line size of 64 bytes speciﬁed in the machine model results in nit = 8 loop
iterations to consume one CL worth of data from each input stream. The amount of work
carried out during one of these loop iterations is two ﬂops (one FP addition and one FP
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multiplication). The amount of work carried out during nit = 8 loop iterations is, therefore,
Wnit = 16 ﬂops.
To generate the optimum instruction mix for the Sandy and Ivy Bridge-EP processors using the Intel C compiler, the for-loop in line ﬁve of Listing 3.1 on page 52 has to be preceded
with a #pragma vector aligned.32 Listing 3.4 shows the assembly corresponding to the
loop body when compiling the C code with the Intel C compiler and the following optimization ﬂags: -O3 to turn on the highest optimization level of the compiler, -fno-alias to turn
off pointer aliasing (required to enable SIMD vectorization), and -xHost to optimize the generated instruction mix for the microarchitecture the compiler is executed on (the compiler
was always executed on the target processor).
As can be seen in line 18, the assembly corresponds to 16 loop iterations of the Schönauer
triad. However, to consume one CL from each input stream, only nit = 8 loop iterations
are required. Therefore, only half of the shown instructions must be taken into account
for the application model. Lines 2–5 contain four AVX load instructions that retrieve two
CLs from input array D. Of these, only two need to be considered for the application model.
The same goes for the AVX mul instructions in lines 6–9 that contain implicit loads to the
input array C; the same is true for the AVX add and implicit AVX load instructions to the
input array B in lines 10–13, and lines 14–17, which contain AVX store instructions to array
A. For each of those, only two lines count need to be considered for the application model.
Finally, lines 18–20 contain loop management instructions, comprising of a scalar integer add
instruction, and a macro-op fused compare-and-branch instruction.33 Thus, the application
model consists of six AVX load, two AVX mul, two AVX add, two AVX store, and two scalar
instructions.
As far as parameters with respect to problem size are concerned, there is only a single
relevant parameter, N , which speciﬁes the number of DP FP numbers per array. The dataset size can be derived from this parameter by multiplying it with the number of bytes per
DP FP number (eight bytes) and the number of arrays (four). For single-core experiments,
N was varied in such a way that the corresponding data-set sizes covered all levels or the
cache/memory hierarchy. In the multi-core scenario, N was chosen to result in an in-memory
data set with a size of 16 GB.

Single-core estimate
The fact that the Sandy and Ivy Bridge-EP processors are built on the same microarchitecture
is reﬂected by their machine models being almost identical. Only with respect to the memory
subsystem can some differences be observed: For one thing, there is an observable impact
32

On microarchitectures preceding the Intel Sandy and Ivy Bridge-EP ones, split cache-line loads (i.e., SIMDvectorized loads and stores that cross cache-line boundaries) caused signiﬁcant runtime penalties. To reduce the probability of split cache-line loads, 16-byte wide SSE load/store instructions are often generated
on Intel microarchitectures that do not have full 32-byte wide data paths between the load/store units and
the L1 cache. This, however, can lead to decreased performance in cases where data is actually aligned.
The vector-aligned pragma signals a guarantee to the compiler that all arrays are sufficiently aligned so no
split cache-line loads can occur; as a result, the compiler will generate 32-byte AVX instructions instead of
16-byte SSE instructions.
33
In the core’s front end, the cmp and jb macro-instructions can be fused into a single micro-instruction.
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of latency for L3-memory transfers Ivy Bridge-EP processors. For another, the sustained
memory bandwidth is different because the Ivy Bridge-EP processor supports a 266 MHz
higher DDR4 memory clock. As a consequence, estimates up to main memory are identical
on both processors.
Before runtime estimates can be given, the different runtime contribution components
need to be established. The runtime contribution of in-core execution will mark the beginning, followed by the contribution of data transfers.
The number of load and store instructions documented in the application model is nload =
6 and nstore = 2, respectively. Absent further constraints, the load and store throughputs
of 1 AVX load/cy and 0.5 AVX store/cy, respectively, result in TRegL1 = max(6 cy, 4 cy) =
6 cy. Moreover, the number of AVX add and mul instructions is nadd = nmul = 2. At a
recorded throughput of one AVX add and mul instruction per cycle, the runtime contribution
of exclusively computational cycles is Tcomp = max(2 cy, 2 cy) = 2 cy.
The data volumes transferred between the different levels of the cache/memory hierarchy,
which are required to calculate the runtime contribution of data transfers, have previously
been determined (cf. Figure 3.5 on page 56) to be vL1L2 = vL2L3 = vL3Mem = 320 B. Thus, at
lat
the speciﬁed bandwidth of bL1L2 = 32 B/cy and a latency of TL1L2
= 0 cy, the runtime contribution of data transfers between the L1 and L2 caches is TL1L2 = 10 cy. The same bandwidth and latency numbers apply for the L2 and L3 caches, resulting in an identical transfer
time of TL2L3 = 10 cy. The machine model for the Sandy Bridge-EP processor documents
an L3-memory bandwidth of bL3Mem = 13.8 B/cy and no latency penalty, which means
xfer
TL3Mem = TL3Mem
= 320 B/13.8 B/cy = 23.2 cy. On the Ivy Bridge-EP processor, on the
other hand, the machine model records a memory bandwidth of bL3Mem = 15.9 B/cy, which
xfer
lat
results in TL3Mem
= 20.1 cy. Together with the latency contribution of TL3Mem
= 14.0 cy (ﬁve
CLs times 2.8 cy/CL) this leads to a total runtime contribution of L3-memory data transfers
of TL3Mem = 34.1 cy.
Using the shorthand notation, the model inputs for the Sandy and Ivy Bridge-EP processors can be summarized as {2 ∥ 6 | 10 | 10 | 23.2} cy and {2 ∥ 6 | 10 | 10 | 34.1} cy, respectively. The machine model speciﬁes that no data transfers can overlap—in other words,
TRegL1 , TL1L2 , TL2L3 , and TL3Mem are considered non-overlapping and only Tcomp overlapping.
According to Equation 3.11, the resulting runtime estimates are {6 ⌉ 16 ⌉ 26 ⌉ 49.2} cy for the
Sandy Bridge-EP processor and {6 ⌉ 16 ⌉ 26 ⌉ 60.1} cy for the Ivy Bridge-EP processor.
The amount of work per nit loop iterations speciﬁed in the application model is Wnit =
16 ﬂops. The CPU core frequencies of the Sandy and Ivy Bridge-EP processors are 2.7 and
3.0 GHz, respectively. According to Equation 3.2, the estimates for the different levels of
the cache/memory hierarchy are therefore {7200 ⌉ 2700 ⌉ 1662 ⌉ 878} MFlop/s for the Sandy
Bridge-EP processor and {8000 ⌉ 3000 ⌉ 1846 ⌉ 798} MFlop/s for the Ivy Bridge-EP processor.
These estimates are compared to empirical data gathered on both processors in Figure 3.20.
The results indicate that the model manages to predict a meaningful upper bound to performance on both processors with high accuracy. In the L1 cache, measured performance
differs signiﬁcantly from the estimate for small data-set sizes due to the start-up effects laid
out in Section 3.1.1 (cf., in particular, interpretation of empirical data shown in Figure 3.6 on
page 57). However, as expected, the discrepancy narrows as the data-set size increases to-
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Figure 3.20: Comparison of empirical single-core performance to estimates of the reﬁned
ECM model for the Schönauer vector triad with various data-set sizes for (a) the
Intel Sandy Bridge-EP and (b) Ivy Bridge-EP processors running at CPU core
frequencies of 2.7 and 3.0 GHz, respectively.
wards the cache’s capacity of 32 kB. For all remaining levels in the cache/memory hierarchy,
the measured performance agrees with the model’s estimate just ﬁne. Except for very small
data sets in the L1, where processor performance is negatively affected by start-up effects, the
maximum relative error of the model’s estimates is never above 2%.

Multi-core estimate
The following multi-core estimates are given for 16 GB in-memory data sets. This is done for
two reasons, the ﬁrst of which is that in-memory data sets are the most realistic scenario in
practice, the other to demonstrate the validity of estimates in scenarios that involve a shared
resource that becomes a bottleneck.
The estimates for the Sandy Bridge-EP processor are based on the following numbers: A
Mem
xfer
single-core runtime estimate of TECM
= 49.2 cy. A busy memory bus time TMem = TL3Mem
=
23.2 cy. The latency T̄0 = 13.0 cy from the machine model. And, ﬁnally, the peak performance for in-memory data sets, which according to Equation 3.5 for Wnit = 16 flops, a busy
Mem
memory bus time of 23.2 cy, and CPU clock speed of 2.7 GHz is PSat
= 1862 MFlop/s.
Similarly, estimates for the Ivy Bridge-EP processor are based on a single-core runtime
Mem
xfer
estimate of TECM
= 60.1 cy. A busy memory bus time TMem = TL3Mem
= 20.1 cy. The
latency T̄0 = 11.0 cy from the machine model. And, ﬁnally, the peak performance for inmemory data sets, which according to Equation 3.5 for Wnit = 16 flops, a busy memory bus
Mem
time of 20.1 cy, and CPU clock speed of 3.0 GHz is PSat
= 2388 MFlop/s.
Figure 3.21 compares estimates that were derived from the numbers above according to
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Figure 3.21: Comparison of empirical multi-core performance data to performance estimates
of the reﬁned ECM model for the Schönauer vector triad with an in-memory data
set of 16 GB for (a) the Intel Sandy Bridge-EP and (b) Ivy Bridge-EP processors
running at CPU core frequencies of 2.7 and 3.0 GHz, respectively.

Equation 3.20 to measured performance for both processors. Again, the data indicates that
the model manages to ﬂawlessly provide an upper bound to performance for both processors.

3.4.2 Intel Haswell-EP and Broadwell-EP processors
Next in line for validation are the Intel Haswell-EP and Broadwell-EP processors. In general,
this section’s organization follows the template established when dealing with the Intel Sandy
and Ivy Bridge-EP processors, adding special treatment for new features where appropriate:
First, the processors’ machine models are presented. This is followed by a discussion of the
application model for the Schönauer vector triad. Next, various single-core estimates will
be given based on the machine and application models. Initially, single-core estimates will
be given for the processors operating with default settings (UFS and COD mode disabled).34
Next, estimates are given for different Uncore frequencies and COD mode. The single-core
investigation is concluded by giving estimates for non-temporal stores. Finally, multi-core
estimates are given for an in-memory data set for all possible active core counts. In each
instance, the model’s validity is examined by comparing the resulting predictions to empirical
data.
34

Depending on BIOS vendor and version, default settings may vary. This, however, results in no restriction
of the validation, as non-default settings are validated as well.
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Machine model
The ECM machine models of the Intel Haswell-EP and Broadwell-EP processors from the
testbed are documented in Table 3.4. With the exception instruction throughput values,
L1-L2 cache bandwidths, and the cache-line size (all of which are available in documentation [74]), all values shown in the table were obtained by measurement.
The upper part of the table shows in-core execution capabilities that are required for incore runtime estimates. Each core is capable of retiring one AVX add, two AVX mul, and
two AVX fma instructions per cycle. The throughput of AVX load and store instructions is
two and one instructions per cycle, respectively; however, the limited number of full AGUs
(two) restricts the total number of AVX load/store instructions to two in any given cycle.
Moreover, the core is limited to retiring a maximum of four instructions per cycle.
The middle part of the table documents bandwidths and latencies that are required to
estimate the runtimes of data transfers. There is a single data path between the L1 and L2
caches that is capable of delivering 64 B/cy, either from the L1 to the L2 cache or vice verse,
but not in both directions at the same time. The data link between the L2 and L3 caches is 32byte wide and the bandwidth delivered over this link is subject to the CPU core and Uncore
frequency of the processor. To understand why this is the case, a short discussion of the
frequency-related changes that accompanied the Haswell-EP microarchitecture is necessary.
Prior to Intel’s Haswell-EP microarchitecture (i.e., on Sandy and Ivy Bridge-EP processors)
the chip’s Uncore, which among other things comprises the chip’s interconnect and main
memory controllers, was clocked at the same frequency as the CPU cores. This mode of
operation proved to be unfavorable in terms of energy efficiency.35 Intel’s solution to the
problem, introduced with the Haswell-EP microarchitecture, was to provide separate clock
domains for CPU cores and the Uncore. The different parts of the chip can now be clocked
independently of each other to ﬁt an application’s needs.
Coming back to the L2-L3 cache bandwidth, it is worth noting that the L3 cache is part of
the Uncore, so the L3 cache runs at the Uncore clock frequency fUncore . Individual L2 caches,
which are core-private, run at the CPU core clock frequency fcore . L2 caches can receive
32 B/cy only if the Uncore clock is equal to or higher than the CPU clock (i.e., fUncore ≥ fcore ),
for the L2 cannot receive or send more than 32 B/cy if its communication peer runs at a lower
clock speed. Consider for example a CPU clock of 2.0 GHz and an Uncore clock of only
1.0 GHz. In the same amount of time it takes the Uncore to complete one clock cycle, the
CPU cores observe two clock cycles. This means that if the L3 sends 32 bytes during its cycle,
the L2 cache running at the CPU frequency will actually have to wait two cycles to receive
the data, reducing the bandwidth from the core’s point of view to 32 B/cy · fUncore /fcore =
16 B/cy. Because the L2 cache cannot receive more than 32 byte per cycle, even if the Uncore
is running faster than the core, this bandwidth acts as an upper limit. The L2-L3 bandwidth
on Haswell-EP and Broadwell-EP can thus be parametrized as 32 B/cy·min (fUncore /fcore , 1).
The maximum sustained memory bandwidth of the Haswell-EP and Broadwell-EP pro35

E.g., when high (compute) performance is required, the high CPU core frequency implied a high Uncore
frequency, leading to a signiﬁcant amount of power wasted in the Uncore although there was no need for
high-speed data transfers. On the other hand, when requiring high (memory) bandwidth, the high Uncore
frequency implied a high CPU core frequency as well, in this case unnecessarily wasting power in the cores.
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Microarchitecture

Haswell-EP

Broadwell-EP

add TP
mul TP
fma TP
load TP
store TP
load/store TP
Other constraints

1 AVX add/cy
2 AVX mul/cy
2 AVX fma/cy
2 AVX load/cy
1 AVX store/cy
2 AVX load/store/cy
TPretire = 4 uops/cy

1 AVX add/cy
2 AVX mul/cy
2 AVX fma/cy
2 AVX load/cy
1 AVX store/cy
2 AVX load/store/cy
TPretire = 4 uops/cy

64 B/cy
32 B/cy1
24.2 B/cy2
0.56 cy/CL
0.8 cy/CL4/ —5
3.5 cy/CL4/ —5

64 B/cy
32 B/cy1
27.2 B/cy3
0.56 cy/CL
0.6 cy/CL4/ —5
4.3 cy/CL4/ 2.0 cy/CL5

64 B
all
—
—
7.4 cy

64 B
all
—
—
6.0 cy

bL1↔L2
bL2↔L3
bL3↔Mem
lat
TL1↔L2
lat
TL2↔L3
lat
TL3↔Mem
CL size
Non-overlapping transfers
Write-through caches
Victim caches
T̄0
1
2

3

4
5

The L2-L3 cache bandwidth of 32 B/cy applies only when fUncore ≥ fcore . The general L2-L3
bandwidth is 32 B/cy · min (fUncore /fcore , 1).
The L3-memory bandwidth of 24.2 B/cy applies only for the nominal CPU core frequency
of 2.3 GHz and a sufficiently high Uncore frequency. The general L3-memory bandwidth is
min (21.2 GB/s/fcore · fUncore /GHz + 11.0 GB/s/fcore , 55.6 GB/s/fcore ) . If COD mode is enabled, the bandwidth available to a core is exactly half of that described by the previous equation.
The L3-memory bandwidth of 27.2 B/cy applies only for the nominal CPU core frequency
of 2.3 GHz and a sufficiently high Uncore frequency. The general L3-memory bandwidth is
min (24.4 GB/s/fcore · fUncore /GHz + 16.1 GB/s/fcore , 62.6 GB/s/fcore ). If COD mode is enabled, the bandwidth available to a core is exactly half of that described by the previous equation.
Latency contribution that applies when COD mode is disabled.
Latency contribution that applies when COD mode is enabled.

Table 3.4: ECM machine models for the Intel Haswell-EP and Broadwell-EP processors from
the testbed.
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Figure 3.22: Measured full-chip sustained main memory bandwidth as function of Uncore
clock for Schönauer vector triad and approximation of empirical data using linear regression for (a) Haswell-EP and (b) Broadwell-EP specimen running at a
CPU core frequency of 2.3 GHz.
cessors is 24.2 and 27.2 B/cy, respectively. Since the memory controllers are part of the Uncore, fUncore has an inﬂuence on memory bandwidth as well. Unfortunately, there is no simple analytic way to compute L3-memory bandwidth by relating the different frequencies as
was the case for L2-L3 bandwidth; instead, a pragmatic approach involving regression analysis of empirical data to model L3-memory bandwidth is employed. Figure 3.22 shows measured sustained main-memory bandwidth for the Schönauer triad36 as a function of fUncore
for both processors. The simplest way to describe the empirical data shown in the ﬁgure is
to use linear regression and a capping at the highest observed bandwidth.37 This approach
yields a parametrized bandwidth of min (21.2 GB/s · fUncore /GHz + 11.0 GB/s, 55.6 GB/s)
for the Haswell-EP and min (24.4 GB/s · fUncore /GHz + 16.1 GB/s, 62.6 GB/s) for the Broadwell-EP processor. Converting the bandwidth from GB/s to B/cy results in bandwidths
of min (21.2 GB/s/fcore · fUncore /GHz + 11.0 GB/s/fcore , 55.6 GB/s/fcore ) (Haswell-EP) and
min (24.4 GB/s/fcore · fUncore /GHz + 16.1 GB/s/fcore , 62.6 GB/s/fcore ) (Broadwell-EP).
The strategy to determine latency contributions was previously discussed in Section 3.3.3,
where, in particular, an example was given how to determine the latency contribution of
lat
TL1L2
= 0.56 cy/CL on the Broadwell-EP processor. Although the remaining latency penal36
37

The reported bandwidth is based on data volumes that include RFO traffic for array A.
Apart from being able to describe the empirical data, this approach is also in line with the following rationale:
Data has to pass through parts of the Uncore when moving between main memory and the cores. Increasing
the Uncore clock increases the speed at which this data is transferred between main memory and the cores.
The increase in bandwidth stops once the Uncore can transmit the data faster than the memory interface.
At this point, main memory bandwidth becomes the bottleneck and increasing the Uncore clock further
will no longer result in higher bandwidth—hence the requirement to cap the bandwidth.
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Figure 3.23: Measured access latency for L1, L2, and L3 caches depending on whether COD
mode is enabled or disabled for the (a) Haswell-EP and (b) Broadwell-EP processors.
ties listed in Table 3.4 were determined the same way, another peculiarity of the Haswell-EP
and Broadwell-EP processors must be addressed when it comes to latency contributions of
other cache levels: Latency contributions to data transfers between the L2 and L3 caches as
well as the L3 cache and main memory are sensitive to COD mode. If the processor is operated in default (i.e., non-COD) mode, the latency contribution is higher than when COD
mode is active. This effect is demonstrated in Figure 3.23, which compares latency measured
with a pointer-chasing code for different COD-mode settings on the Intel Haswell-EP and
Broadwell-EP processors. Understanding why COD mode affects the latency requires some
knowledge about the way accesses take place in the shared L3 cache design that these processors implement. Whenever a miss for a CL in a core-local L2 cache occurs, the shared L3 is
queried for the CL. Distribution of CLs in the shared L3 cache is governed by a proprietary
hashing function. This function is designed to evenly distribute CLs over all L3 segments
for a wide range of access patterns depending on their memory address. L3 accesses to different cache segments have different latencies that depend on the number of hops on the
ring interconnect required to reach the cache segment that is responsible for a corresponding memory address (e.g., a request to an L3 segment that has a distance of two hops from
the requesting core has a lower latency than a request sent to an L3 segment four hops away).
However, as the hashing function evenly distributes CLs over all L3 segments, in scenarios
with streaming access patterns only the mean latency of all L3 segments is observed. In the
default (i.e., non-COD) setting, CLs are distributed across all L3 segments of the processor. In COD mode, the two physical core-interconnect rings of a processor (cf. Figure 2.4 on
page 32) are separated into two NUMA nodes and the L3-cache hashing function is adjusted
to make sure that only L3 segments of the physical ring that the requesting core is attached
to are involved. Thus, the average path length is lower in COD mode, causing a lower la-
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tency. So, for both L2-L3 and L3-memory transfers, a different latency applies depending
on whether COD mode is enabled or disabled. In practice, this results in a L2-L3 latency
contribution of 0.8 and 0.6 cy/CL for Haswell-EP and Broadwell-EP, respectively, when COD
mode is disabled; when it is enabled, these latency contributions disappear completely. For
L3-memory transfers, there is a latency contribution of 3.5 cy/CL (Haswell-EP) and 4.3 cy/CL
(Broadwell-EP) when COD mode is disabled. When COD mode is enabled, the L3-memory
latency contribution disappears on Haswell-EP; on Broadwell-EP COD mode reduces the latency contribution to 2.0 cy/CL cycles. It is worth pointing out that although investigations
indicate a general sensitivity of the latency contribution to the data access pattern, the contribution (per CL) appears to be constant if the load-store ratio of the data access pattern
is above a certain threshold (more than three loads for one store). This means the per-CL
latency contribution documented in the table can be used for all applications that have a
load-store ratio higher than three.
The last part of the table shows additional information about the cache/memory hierarchy
that is required to derive the runtime estimate. As on Sandy and Ivy Bridge-EP processors,
the cache-line size of the Haswell-EP and Broadwell-EP processors is 64 byte, and data transfers in their cache/memory hierarchies are completely non-overlapping. Also, as before, the
Intel caches implement a write-back strategy, and none of them are victim caches. Finally,
the empirical multi-core scaling ﬁt parameters T̄0 were determined to be 7.4 and 6.0 cycles for
the Haswell-EP and Broadwell-EP processors, respectively.

Application model
As usual, the application model consists of the instruction mix for nit loop iterations of the
Schönauer vector triad, the amount of work carried out during these loop iterations, and the
problem size from which data-set sizes are derived.
As before, the cache-line size is 64 byte, which means that on the Intel Haswell-EP and
Broadwell-EP processors, too, nit = 8 loop iterations are required to consume one CL worth
of data from each input stream. The amount of work carried out during one loop iteration
is two ﬂops (one FP addition and one FP multiplication), so the amount of work carried out
during nit = 8 loop iterations is Wnit = 16 ﬂops.
The only difference with respect to the instruction mix stems for the newer processor’s support for fused multiply-add instructions, which means the two AVX add and mul instructions
are replaced by two AVX fma instructions. The remaining instruction mix is unchanged: six
AVX load and two AVX store, as well as two scalar loop-management instructions.
As before, N , which speciﬁes the number of DP FP numbers per array, is the only parameter inﬂuencing the data-set size. This parameter was set in the same was as before on the
Sandy and Ivy Bridge-EP processors: For validation of single-core estimates it was set in such
a way that the corresponding data-set sizes cover all levels of the cache/memory hierarchy;
for multi-core estimates, it was set to make resulting data set have a size of 16 GB to make it
reside in main memory.
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Single-core estimate
In the following, single-core estimates are given for processors that are clocked with the nominal CPU frequency of 2.3 GHz, and have COD mode and UFS disabled. The Intel HaswellEP and Broadwell-EP processors implement the same microarchitecture. This fact is reﬂected by their machine models being almost identical. Only with respect to the last-level
cache and memory conﬁguration can some differences be observed: For one thing, there is a
difference in the latency contributions to both L2-L3 and L3-memory transfers. For another,
the memory bandwidth is higher on the Broadwell-EP processor.
Before runtime estimates can be given, the different runtime contribution components
need to be established. The runtime contribution of in-core execution will mark the beginning, followed by the contributions of data transfers.
The number of load and store instructions documented in the application model is nload =
6 and nstore = 2, respectively. In contrast to the Sandy and Ivy Bridge-EP processors, where
the throughput of load and store instructions was not subject to additional constraints,
Haswell-EP and Broadwell-EP cores can retire a maximum of two load/store instructions
per cycle, so Equation 3.22 (cf. page 74) applies. The load and store throughputs of 2 AVX
load/cy and 1 AVX store/cy, respectively, thus result in TRegL1 = max(3 cy, 2 cy, 4 cy) = 4 cy.
Moreover, retiring the two AVX fma instructions at a throughput of two AVX fma instructions
per cycle results in Tcomp = 1 cy.
Absent any relevant changes with respect to data transfers, the data volumes exchanged
between different levels of the cache/memory hierarchy are identical to those determined on
the Intel Sandy and Ivy Bridge-EP processors: vL1L2 = vL2L3 = vL3Mem = 320 B. On both
processors, the runtime contribution of L1-L2 transfers is made up of a latency component
xfer
lat
=
of TL1L2
= 2.8 cy (ﬁve CLs times 0.56 cy/CL) and the time required to transfer data TL1L2
320 B/64 B/cy = 5 cy, making for a total of TL1L2 = 7.8 cy.
The fact that each processor has UFS turned off implies that its Uncore is clocked at the
highest supported frequency, which is 3.0 and 2.8 GHz for the Haswell-EP and Broadwell-EP
processors, respectively. As a result, the L2-L3 bandwidth according to the machine model
xfer
is bL2L3 = 32 B/cy for both processors. Transferring vL2L3 = 320 B thus takes TL2L3
= 10 cy.
The documented latency penalty is 0.8 cy/CL for the Haswell-EP processor and 0.6 cy/CL for
the Broadwell-EP one. A transfer of ﬁve CLs, therefore, results in latency contributions of
four and three cycles, respectively. The runtime contribution for L2-L3 data transfers TL2L3
is thus 14 and 13 cy for the Haswell-EP and Broadwell-EP processors, respectively.
For a transfer of ﬁve CLs between the L3 cache and main memory, the latency contribulat
tions are TL3Mem
= 17.5 cy (Haswell-EP) and 21.5 cy (Broadwell-EP). Moreover, the memory
bandwidths speciﬁed in the machine model are bL3Mem = 24.2 (Haswell-EP) and 27.2 B/cy
(Broadwell-EP). Given a data volume of 320 B, the runtime contribution of L3-memory transxfer
lat
= 17.5 cy + 13.2 cy =
+ TL3Mem
fers on the Haswell-EP processor is thus TL3Mem = TL3Mem
lat
xfer
30.7 cy; on the Broadwell-EP processor, the contribution is TL3Mem = TL3Mem
+ TL3Mem
=
21.5 cy + 11.7 cy = 33.2 cy.
Distilling the previously derived information into the shorthand notation yields inputs of
{1 ∥ 4 | 7.8 | 14 | 30.7} cy for the Haswell-EP and {1 ∥ 4 | 7.8 | 13 | 33.2} cy for the BroadwellEP processor. As was the case for the Sandy and Ivy Bridge-EP processors, the machine model
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Figure 3.24: Comparison of empirical single-core performance to performance estimates of
the reﬁned ECM model for the Schönauer vector triad with various data-set sizes
for (a) the Intel Haswell-EP and (b) Broadwell-EP processors running at CPU
core frequencies of 2.3 GHz with UFS and COD mode disabled.

speciﬁes that no data transfers can overlap. Thus, again TRegL1 , TL1L2 , TL2L3 , and TL3Mem are
considered non-overlapping and only Tcomp overlapping. According to Equation 3.11, the
resulting runtime estimates are thus {4 ⌉ 11.8 ⌉ 25.8 ⌉ 56.5} cy for the Haswell-EP processor
and {4 ⌉ 11.8 ⌉ 24.8 ⌉ 58.0} cy for the Broadwell-EP processor.
The amount of work per nit loop iterations speciﬁed in the application model is Wnit =
16 ﬂops. At identical CPU clock frequencies of 2.3 GHz, the performance estimates according
to Eq. 3.2 are {9200 ⌉ 3119 ⌉ 1427 ⌉ 652} MFlop/s and {9200 ⌉ 3119 ⌉ 1484 ⌉ 633} MFlop/s
for the Haswell-EP and Broadwell-EP processors.38
These estimates are compared to empirical data gathered on both processors in Figure 3.24.
The results indicate that the model manages to predict a meaningful upper bound to performance on both processors with high accuracy. In both cases, a more pronounced (compared
to the Sandy and Ivy Bridge-EP processors) start-up effect in the L1 cache can be observed:
Only for data-set sizes close to the cache size of 32 kB does performance get close to the upper bound provided by the estimate. In the remaining levels of the cache/memory hierarchy,
the relative model error stays below 2% for all measurements.
38

It is interesting to note that the more recent processor’s in-memory performance is slightly lower than its
predecessor’s, a fact which can be explained by the higher latency having a more signiﬁcant impact on
performance than the improvement in memory bandwidth (note, however, that this only applies in the
single-core scenario; when using the full chip, i.e., all available cores, performance is higher on the newer
processor due to its higher memory bandwidth).
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Cluster-on-die mode
As laid out in Section 3.4.2, COD mode has a signiﬁcant inﬂuence on latency contributions.
When it is enabled, latencies for L2-L3 data transfers on both processors disappear. So does
the latency for L3-memory transfers on the Haswell-EP processor; on the Broadwell-EP processor, an L3-memory latency remains, although it is somewhat reduced compared to when
COD mode is disabled. Another implication of COD mode is that it effectively halves singlecore memory bandwidth (as documented in Table 3.4) because each cluster is assigned one
of the two available memory controllers and thus accesses memory in its NUMA domain
through only one of the two controllers (as opposed to non-COD mode, where all cores of
a processor can use both memory controllers).
All other machine properties remain unchanged. Therefore, the focus here is on estimates
concerning levels of the cache/memory hierarchy that are affected by the aforementioned
latency changes. In particular, this involves estimates for data sets in the L3 cache and main
memory. To speed up the process, intermediate results obtained when giving estimates for
the processor in the default conﬁguration that still apply are reused; in particular, this involves: Tcomp = 1 cy, TRegL1 = 4 cy, and TL1L2 = 7.8 cy.
Absent a latency contribution in COD mode, the runtime contribution of L2-L3 cache
transfers for both processors is reduced to TL2L3 = 320 B/32 B/cy = 10 cy. On the HaswellEP processor, there is no latency contribution to L3-memory transfers when COD mode is
enabled. Memory bandwidth, however, is halved from 24.2 to 12.1 B/cy. All of this results
in a runtime contribution of TL3Mem = 320 B/12.1 B/cy = 26.4 cy. When enabling COD
mode on the Broadwell-EP processor, the latency contribution of L3-memory transfers is
reduced from 21.5 to 10.0 cy (ﬁve CLs times 2.0 cy/CL), and memory bandwidth is halved
from 27.2 to 13.6 B/cy. On the Broadwell-EP processor the contribution is thus TL3Mem =
lat
xfer
TL3Mem
+ TL3Mem
= 10 cy + 320 B/13.6 B/cy = 33.5 cy.
Given identical times for TL2L3 for both processors, the runtime estimates for data sets in
L3
the L3 cache are identical as well: TECM
= max(1 cy, 4 cy + 7.8 cy + 10 cy) = 21.8 cy. For
L3
both processors, this corresponds to a performance estimate of PECM
= 1688 MFlop/s. The
Mem
Mem
runtime (and performance) estimates for data sets in memory are TECM = 48.2 cy (PECM
=
Mem
Mem
762 MFlop/s) for the Haswell-EP processor and TECM = 55.3 cy (PECM = 665 MFlop/s) for
the Broadwell-EP processor.
These estimates are compared to empirical data in Figures 3.25a and 3.25b. In addition to
measurements carried out with COD mode enabled (black circles), the previous measurements with COD mode disabled are shown as well (blue squares) to highlight the difference
in performance of both settings. As expected, performance in the L2 cache is not impacted by
the setting and the previous estimate applies. Also as expected, the cancellation respectively
reduction of the latency contributions result in L3-cache performance and main-memory
performance being discernibly better when COD mode is enabled. The reﬁned ECM model
manages to predict this performance behavior ﬂawlessly for both processors. In each instance, the relative model error is below 2%.
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Figure 3.25: Comparison of empirical single-core performance to performance estimates of
the reﬁned ECM model for the Schönauer vector triad with various data-set sizes
for (a) the Intel Haswell-EP and (b) Broadwell-EP processors running at CPU
core frequencies of 2.3 GHz with UFS disabled and COD mode enabled.

Separate Uncore clock domain
The implications of the adjustable Uncore frequency of the Intel Haswell-EP and BroadwellEP processors has been thoroughly examined when discussing the machine model for these
processors. In particular, the Uncore frequency inﬂuences L2-L3 cache and L3-memory
bandwidths. In the following, estimates for data sets in the L3 cache and main memory will
be given for different Uncore frequencies to demonstrate the reﬁned ECM model’s capability
to deal with a separate, dynamic Uncore clock domain. For the following Uncore-frequency
investigation, the Intel Haswell-EP and Broadwell-EP processors are assumed to operate in
COD mode.
For the sake of simplicity, instead of covering the entire range of supported Uncore frequencies, only a limited number of Uncore frequencies will be investigated: For the HaswellEP processor, which allows Uncore frequencies in the range of 1.2–3.0 GHz, the examined
frequencies include the minimum (1.2 GHz) and maximum (3.0 GHz) Uncore frequencies,
the nominal CPU frequency (2.3 GHz), and a frequency about halfway between the minimum Uncore and nominal CPU frequency (1.7 GHz). For the Broadwell-EP processor, which
allows frequencies in the range of 1.2–2.8 GHz, similar frequencies were chosen: The minimum (1.2 GHz) and maximum (2.8 GHz) Uncore frequencies, the nominal CPU frequency
(2.3 GHz), and the same frequency halfway between the minimum Uncore and nominal CPU
frequency (1.7 GHz).
As stated above, the Uncore frequency only impacts L2-L3 cache and L3-memory bandwidth; other machine properties are unaffected. Therefore, the previously established inter-
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fUncore

bL2L3

TL2L3

1.2 GHz 16.7 B/cy 19.2 cy
1.7 GHz 23.6 B/cy 13.5 cy
2.3 GHz 32.0 B/cy 10.0 cy
2.8 GHz 32.0 B/cy 10.0 cy
3.0 GHz 32.0 B/cy 10.0 cy

L3
TECM

L3
PECM

31.0 cy
25.3 cy
21.8 cy
21.8 cy
21.8 cy

1187 MFlop/s
1454 MFlop/s
1688 MFlop/s
1688 MFlop/s
1688 MFlop/s

Table 3.5: L3-cache ECM runtime and performance estimates for the Schönauer vector triad
for Haswell-EP and Broadwell-EP processors with a CPU clock of fcore = 2.3 GHz
for different Uncore frequencies.
mediate results for the L1 and L2 caches still apply and are reused here; in particular, this
involves: Tcomp = 1 cy, TRegL1 = 4 cy, and TL1L2 = 7.8 cy.
As established when determining the machine model, the bandwidth between the L2 and
L3 caches can be parametrized as bL2L3 (fcore , fUncore ) = 32 B/cy · min (fUncore /fcore , 1). For
the nominal CPU core frequency of 2.3 GHz and an Uncore frequency of 1.2 GHz, the singlecore L2-L3 bandwidth of both processors is thus bL2L3 ≈ 16.7 B/cy. Absent L2-L3 latencies
in COD mode, the runtime contribution of L2-L3 transfers is TL2L3 = 320 B/16.7 B/cy =
19.2 cy. Given identical values for TL2L3 on both processors, the runtime estimates for data
L3
sets in the L3 cache are thus identical as well: TECM
= max(1 cy, 4 cy + 7.8 cy + 19.2 cy) =
L3
31.0 cy. This corresponds to a performance estimate of PECM
= 1187 MFlop/s on both processors. Estimates for other Uncore frequencies can be calculated in a similar way. Table 3.5
contains intermediate results (the L2-L3 bandwidth bL2L3 and the runtime contribution of
L3
L3
)
and PECM
L2-L3 data transfers TL2L3 ), as well as runtime and performance estimates (TECM
for all of the previously selected Uncore frequencies. As expected, for both processors estimates settle once the Uncore frequency reaches the CPU core frequency of 2.3 GHz, for at
this point the full L2-L3 bandwidth of 32 B/cy is achieved.
The L3-cache performance estimates for different Uncore frequencies from Table 3.5 are
compared to empirical data gathered on both processors in Figures 3.26a and 3.26b. In both
ﬁgures, the purple, blue, and red lines correspond to estimates for Uncore frequencies of
1.2 GHz, 1.7 GHz, and 2.3 GHz.39 Also as expected, the Uncore frequency has no impact on
performance for data sets in the L2 cache. As expected further, performance at an Uncore
frequency of 2.3 GHz and the highest supported Uncore frequency (3.0 GHz on the HaswellEP and 2.8 GHz on the Broadwell-EP processor) is identical. On both processors, the ECM
model delivers meaningful upper bounds for all investigated frequencies with model errors
below 2% in all instances.
As far as memory traffic is concerned, the machine model states parametrized L3-memory
bandwidths of bL3Mem (fUncore ) = min (9.2 · fUncore /GHz + 4.8, 24.2) B/cy for the HaswellEP processor and bL3Mem (fUncore ) = min (10.6 · fUncore /GHz + 7.0, 27.2) B/cy for the Broad39

Note that the estimate for 2.3 GHz covers estimates for frequencies higher than 2.3 GHz as well, for L2-L3
bandwidth does not increase any more for higher frequencies.
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Figure 3.26: Comparison of empirical single-core performance to performance estimates of
the reﬁned ECM model for the Schönauer vector triad for data sets in the L3
cache using different Uncore frequencies on (a) the Intel Haswell-EP and (b)
Broadwell-EP processors running at CPU core frequencies of 2.3 GHz with COD
mode enabled.

1.2 GHz
1.7 GHz
2.3 GHz
2.8 GHz

9.8 B/cy
12.5 B/cy
13.6 B/cy
13.6 B/cy

32.6+10 cy
25.6+10 cy
23.5+10 cy
23.5+10 cy

73.6 cy
60.9 cy
55.3 cy
55.3 cy

500 MFlop/s
604 MFlop/s
665 MFlop/s
665 MFlop/s

CPU

Table 3.6: ECM runtime and performance estimates for the Schönauer vector triad for
Haswell-EP and Broadwell-EP processors in COD mode running at a CPU clock
speed of fcore = 2.3 GHz for different Uncore frequencies. Components shown in
lat
xfer
.
and TL3Mem
TL3Mem row for Broadwell-EP are TL3Mem
well-EP processor. It is important to note that these bandwidth estimates assume that both
memory controllers of the processor are used. For COD mode, where each cluster uses a
single memory controller, the memory bandwidth is halved. Thus, for an Uncore frequency
of 1.2 GHz the L3-memory bandwidth is expected to be bL3Mem = 7.9 B/cy on the Haswell-
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Figure 3.27: Comparison of empirical single-core performance to performance estimates of
the reﬁned ECM model for the Schönauer vector triad for data sets in memory using different Uncore frequencies on (a) the Intel Haswell-EP and (b)
Broadwell-EP processors running at CPU core frequencies of 2.3 GHz with COD
mode enabled.
EP and 9.8 B/cy on the Broadwell-EP processor. The machine model for the Haswell-EP
processor speciﬁes no L3-memory latency, so the runtime contribution of data transfers
is TL3Mem = 320 B/7.9 B/cy = 40.5 cy. On the Broadwell-EP processor, the ten-cycle latency contribution established previously for COD mode applies to L3-memory transfers,
leading to a runtime contribution of TL3Mem = 10 cy + 320 B/9.8 B/cy = 42.6 cy. Combining these results with the previously determined runtime contribution of L2-L3 transfers for an Uncore frequency of 1.2 GHz (TL2L3 = 19.2 cy, cf. Table 3.5), the runtime estimates for both processors can be derived. For the Haswell-EP processor, the estimate is
Mem
TECM
= max(1 cy, 4 cy+7.8 cy+19.2 cy+40.5 cy) = 71.5 cy; for the Broadwell-EP processor
Mem
TECM
= 73.6 cy. When operating the chips at the nominal clock frequency of 2.3 GHz, the
Mem
Mem
corresponding performance estimates are PECM
= 514 MFlop/s and PECM
= 500 MFlop/s
for the Haswell-EP and Broadwell-EP processors, respectively. As before, estimates for other
Uncore frequencies can be calculated in a similar way. Table 3.6 contains intermediate results
(the L3-memory bandwidth bL3Mem and the runtime contribution of L3-memory data transMem
Mem
) for all of the
and PECM
fers TL3Mem ), as well as runtime and performance estimates (TECM
previously selected Uncore frequencies. Again, as was the case for L3-cache estimates, the
numbers settle as soon as the Uncore frequency is sufficiently high to saturate the memory
interface.
The in-memory performance estimates for different Uncore frequencies from Table 3.6 are
compared to empirical data gathered on both processors in Figures 3.27a and 3.27b. As before
the purple, blue, and red lines correspond to estimates for Uncore frequencies of 1.2 GHz,
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Figure 3.28: Cache line transfers for nit = 8 loop iterations of the Schönauer vector triad for
an Intel Xeon processor with data residing in main memory using (a) regular
stores and (b) non-temporal stores.
1.7 GHz, and 2.3 GHz (or higher). As predicted by the model, for data sets in main memory,
measurements indicate there is no signiﬁcant difference in performance for an Uncore frequency of 2.3 GHz and the highest supported Uncore frequency (3.0 GHz on the Haswell-EP
and 2.8 GHz on the Broadwell-EP processor): On both processors, the difference in performance is less than 1%. As expected, the ECM model delivers suitable upper bounds to
performance for in-memory data sets for all investigated Uncore frequencies on both processors. This concludes the validation of the model’s capability to deal with a separate, dynamic
Uncore clock domain.

Non-temporal stores
The last single-core analysis concerns non-temporal (NT) stores, which can signiﬁcantly
improve performance for in-memory data sets. When employing NT store instructions, the
data ﬂow in the cache/memory hierarchy changes signiﬁcantly. This fact can be observed in
Figure 3.28, which compares CL transfers during nit loop iterations of the Schönauer vector
triad when using (a) regular and (b) non-temporal store instructions. Using the latter to write
the newly computed results to the CL corresponding to the output array A results in the CL
being routed through the L1 cache into the LFBs, from where the CL is directly written to
main memory. Since the CL is not written into the L1 cache, no write-miss occurs in the L1
cache, which means that there is no RFO for the missed CL. As a consequence, traffic over
the memory interface is reduced by 20%. The remaining data transfers (i.e., the demand
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loads for CLs from the input arrays B, C, and D) are unaffected by the use of non-temporal
store instructions.
Arithmetical instructions remain unchanged when employing NT stores, so the previously determined value Tcomp = 1 cy still applies. Also, the previously determined value
TRegL1 = 4 cy can be adopted, for regular and non-temporal store instructions are handled
by the same store unit, which means the throughput for both instruction types is identical.
However, the runtime contribution caused by actually writing the CL to main memory must
be taken into account for the in-core estimate. Assuming the processors run at the nominal CPU clock speed of 2.3 GHz, the Uncore is clocked at the same frequency, and COD
mode is active, the memory bandwidths of the Haswell-EP and Broadwell-EP processors
are 12.1 and 13.6 B/cy, respectively. Because the processors were operated in COD mode for
this experiment, there is no latency contribution for memory transfers on the Haswell-EP
processor. Sending one 64-byte CL from the LFB to main memory thus takes TLFBMem =
64 B/12.1 B/cy = 5.3 cy on this processor. On the Broadwell-EP processor, memory transfers are subject to a latency contribution of 2.0 cy/CL when COD mode is enabled. On this
processor, the runtime contribution is thus TLFBMem = 2 cy + 64 B/13.6B/cy = 10.7 cy.
The number of CLs transferred between the L1 and L2 caches is reduced from ﬁve to three
when replacing regular store instructions with non-temporal ones. This means that the latency contribution is reduced from 2.8 to 1.7 cy (three CLs times 0.56 cy/CL). The runtime
contribution of L1-L2 data is, therefore, TL1L2 = 1.7 cy + 192 B/64 B/cy = 4.7 cy on both
processors. For L2-L3 transfers, there are no latency contributions when COD mode is enabled. The runtime contribution of L2-L3 transfers is thus TL2L3 = 192 B/32 B/cy = 6 cy
on both processors. On the Haswell-EP processor, L3-memory transfers are not subject
to a latency contribution in COD mode, resulting in a runtime contribution of TL3Mem =
192 B/12.1 B/cy = 15.9 cy for the processor. On the Broadwell-EP processor, a latency
penalty of 2.0 cy/CL applies for memory transfers in COD mode, leading to a total latency
contribution of six cycles for three CLs. The runtime contribution of data transfers between
the L3 cache and main memory is, therefore, TL3Mem = 6 cy + 192 B/13.6 B/cy = 20.1 cy on
this processor.
The runtime contributions result in runtime estimates of {9.3 ⌉ 14 ⌉ 20 ⌉ 35.9} cy for the
Haswell-EP processor and {10.7 ⌉ 15.4 ⌉ 21.4 ⌉ 41.5} cy for the Broadwell-EP processor. At
the nominal CPU clock frequency of 2.3 GHz, these runtime estimates correspond to performance estimates of {3957 ⌉ 2629 ⌉ 1840 ⌉ 1024} MFlop/s for the Haswell-EP processor and
{3439 ⌉ 2390 ⌉ 1720 ⌉ 887} MFlop/s for the Broadwell-EP processor.
These in-memory performance estimates are compared to empirical data gathered on both
processors in Figures 3.29a and 3.29b. In addition to measurements obtained with an instruction mix containing non-temporal store instructions (black circles), measurements obtained
with regular store instructions are included as well (blue squares) to give the reader an idea
of the difference in performance. Of course, the model estimates (red lines) correspond to
the implementation using non-temporal store instructions. On the Haswell-EP processor,
there is a 10% discrepancy of unknown origin between estimate and measurement for the L1
cache. On the Broadwell-EP processor, this discrepancy does not exist. For all other levels
of the cache/memory hierarchy, the model’s relative error is below 2% on both processors,
meaning its predictions serve as meaningful upper bounds to performance.
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Figure 3.29: Comparison of empirical single-core performance to performance estimates the
Schönauer vector triad using regular (blue squares) and non-temporal store instructions (black circles) for (a) the Intel Haswell-EP and (b) Broadwell-EP processors running at CPU core frequencies of 2.3 GHz with UFS disabled and COD
mode enabled.

Multi-core estimate
The following multi-core estimates are given for 16 GB in-memory data sets. Moreover, estimates shown here are limited one particular chip setting, which is the same default setting
used for the initial single-core estimate (CPU cores running at the nominal processor frequency of 2.3 GHz, UFS and COD mode disabled). Estimates for additional settings, however, can be found in Appendix D, which contains data for other CPU core and Uncore
frequencies as well as measurements where COD mode was enabled.
The estimates for the Haswell-EP processor based on Equation 3.20 rely on the following
numbers established previously for the single-core estimate: A single-core runtime estimate
Mem
xfer
of TECM
= 56.5 cy. A busy memory bus time TMem = TL3Mem
= 13.2 cy. The latency
T̄0 = 7.4 cy from the machine model. And, ﬁnally, the peak performance for in-memory
data sets, which according to Equation 3.5 for Wnit = 16 flops, a busy memory bus time of
Mem
13.2 cy, and CPU clock speed of 2.3 GHz is PSat
= 2629 MFlop/s.
Similarly, estimates for the Broadwell-EP processor are based on the previously established
Mem
xfer
single-core runtime estimate of TECM
= 58.1 cy. A busy memory bus time TMem = TL3Mem
=
11.7 cy. The latency T̄0 = 6.0 cy from the machine model. And, ﬁnally, the peak performance for in-memory data sets, which according to Equation 3.5 for Wnit = 16 flops, a busy
Mem
memory bus time of 11.7 cy, and CPU clock speed of 2.3 GHz is PSat
= 3145 MFlop/s.
Figure 3.30 compares multi-core estimates for both processors to empirical data. The data
indicates that the reﬁned ECM model produces high-accuracy estimates: On the Haswell-EP
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Figure 3.30: Comparison of empirical multi-core performance data to performance estimates
of the reﬁned ECM model for the Schönauer vector triad with an in-memory
data set of 16 GB for (a) the Intel Haswell-EP and (b) Broadwell-EP processors
running at CPU core and Uncore frequencies of 2.3 GHz and COD mode disabled.
processor, the relative model error is around 1.4% when using four active cores. In all other
instances, the relative model error is below 1%.

3.4.3 AMD Epyc processor
After having taken care of all Intel processors, the AMD Epyc CPU is next in line. This
processor differs signiﬁcantly in some key aspects from the previously investigated Intel processors: On the core-level, multi-ported caches allow for some overlap of data transfers and
victim L3 cache inﬂuences data ﬂow; on the processor-level the fact that the processor comprises four NUMA domains leads to signiﬁcantly different scaling behavior. As before, the
section’s organization follows the previously established template, adding special treatment
for new features where appropriate.

Machine model
The ECM machine model for the AMD Epyc processor from the testbed is documented in
Table 3.7. Although some of the information shown in the table is by now available in vendor
or third-party documentation [77, 83], at the time the table was created, all data had to be
determined by measurement because documentation was not available at that time.
As before, the upper part of the table shows in-core execution capabilities that are required
for in-core runtime estimates. The throughput of AVX add, mul, and fma instructions in one

113

3 The Execution-Cache-Memory performance model
Microarchitecture

AMD Zen

add TP
mul TP
fma TP
load TP
store TP
load/store TP
Other constraints

1 AVX add/cy
1 AVX mul/cy
1 AVX fma/cy
1 AVX load/cy
0.5 AVX store/cy
1 AVX load/store/cy
TPretire = 8 uops/cy

bL1←L2 / bL1→L2
bL2↔L3
b∗↔Mem
lat
TL1↔L2
lat
TL2↔L3
lat
TL3↔Mem
CL size
Non-overlapping transfers
Write-through caches
Victim caches
T̄0
1

32 B/cy / 32 B/cy
32 B/cy
13 B/cy1
—
—
—
64 B
L2-L3, L2-Mem, L3-Mem
—
L3
—

The speciﬁed value of 13 B/cy corresponds to the bandwidth that is available to a core via its NUMA domain. The Epyc processes comprises four
NUMA domains which provide an aggregate bandwidth of 4 × 13 B/cy.

Table 3.7: ECM machine models for the AMD Epyc processor from the testbed.
per cycle in each case. The throughput of AVX load and store instructions is one respectively one half instruction per cycle. Moreover, only two of the three load/store units can
be active in any given cycle because all units share two 16-byte wide data paths that connect
the register ﬁle to the L1 cache. As a consequence, a maximum of 2 · 16 B = 32 B can be
exchanged between the registers and the L1 cache, which corresponds to one AVX load/store
instruction per cycle. Also, the core is limited to a total of eight instructions per cycle.
The middle part of the table documents bandwidths and latencies that are required to
estimate the runtimes of data transfers. There are two uni-directional data path between the
L1 and L2 caches, each of which is capable of delivering 32 B/cy. As a consequence, data
can be simultaneously transferred from the L1 to the L2 and vice versa at a bandwidth of
32 B/cy in each direction. The data link between the L2 and L3 caches is uni-directional
and capable of transferring 32 B/cy, either from the L2 to the L3 cache or vice versa, but
not in both directions at the same time. Main memory is connected to both the L2 and
the L3 cache, and provides a total bandwidth of 13 B/cy (i.e., either the L2 or the L3 can
communicate with the memory at this speed, not both at the same time). The reason for
main memory being connected to both the L2 and the L3 cache is that the L3 cache acts as
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a victim cache for the L2 (see the bottom part of the table). Data from main memory is sent
directly to the L2 cache. Modiﬁed CLs, on the other hand, are evicted from the L2 into the L3
cache, and from there to main memory. Some more facts worth pointing out concern dataﬂow optimizations that involve the victim cache: For one thing, empirical data suggests that
for simple data-access patterns (e.g., when streaming contiguous data), CLs that are loaded
from main memory into the L2 cache do not trigger the eviction of the CL they replace in the
L2 to the L3 cache if the CL selected for replacement is both unmodiﬁed and not marked as
shared in the cache-coherency protocol; instead, the replaced CL is silently dropped from the
L2.40 For another, investigations show that for simple data-access patterns, CLs sent from the
L3 to the L2 cache do not trigger replacements of unmodiﬁed CLs in the L2 cache.41 Note
that these observations could only be made when using very simple data-access patterns.
Apparently, it turns out to be too difficult to keep track of the various meta-information
necessary to enable these optimizations42 for complex data-access patterns. With respect
to latency contributions, it is worth mentioning that none of the data transfers in the Zen
cache/memory hierarchy are subject to latency when executing loop-based streaming codes.
The last part of the table shows additional information about the cache/memory hierarchy
that is required to derive the runtime estimate. Cache lines have a size of 64 byte, as was the
case on all examined Intel processors. Unlike the Intel processors, however, some of the
data transfers can overlap in AMD’s microarchitecture. In particular, transfers can happen
simultaneously between the register ﬁle and the L1 cache, the L1 and the L2 caches, and
one more communication pair further down the cache hierarchy. The only transfers that
are non-overlapping are those taking place between the L2 cache, the L3 cache, and main
memory. For whenever one pair from the previously mentioned set is communicating, the
one left in the set has no free communication peer (e.g., when the L2 is communicating
with the memory, the L3 cache can neither communicate with the L2, nor memory). None
of the caches implements a write-through strategy. There is one victim cache, which is the
L3. Finally, due to the small number of cores per NUMA domain, there is no need for a
multi-core scaling ﬁt parameter T̄0 .

40

A possible explanation for this observation is that the cache/memory hierarchy uses hints to quantify the
likelihood of CL reuse. When streaming data from main memory, the chance of reuse for CLs from that
stream is low, so they are silently dropped from the L2 instead being evicted to the victim L3, where they
would preempt CLs with a higher probability of reuse.
41
This observation can only be explained by some undocumented optimization. One hint in this respect
is the fact that the Zen microarchitecture’s victim L3 cache is documented as “mostly” exclusive (cf. slide
number 14 in [111]) instead of strictly exclusive, which is the common strategy for victim caches. If the
victim L3 cache is allowed to contain copies of CLs present in the L2 cache, this means that if such a CL is
selected for replacement in the L2, it can be silently dropped, for a copy still exists in the victim cache. This
strategy is not feasible for strictly exclusive victim caches, for dropping a CL from L2 instead of evicting it to
the victim cache implies the CL would have to be reloaded from main memory instead of the victim cache
if the CL were reused.
42
If, in fact, the difference can be attributed to the conjectured optimizations. After all, it is difficult to give
deﬁnite statements as long as AMD does not publish the L2-L3, L2-memory, and L3-memory data-transfer
events because their lack precludes investigations using hardware performance counters.
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Application model
As before, the application model consists of three parts: The instruction mix for nit loop
iterations of the Schönauer vector triad, the amount of work carried out during these loop
iterations, and the problem size from which data-set sizes are derived.
The AMD Epyc processor uses 64-byte CLs, just as the previously discussed Intel processors. Thus, the number of loop iterations required to process one CL from each input
stream and the amount of work carried out during these iterations are the same as before:
nit = 8 and Wnit = 16 ﬂops.
The AMD Epyc cores implementing the Zen microarchitecture support AVX fma instructions, so the application model is identical to that of the Intel Haswell-EP and Broadwell-EP
processors: nit loop iterations comprise six AVX load, two AVX fma, and two AVX store
instructions; also, as before, loop management entails two scalar instructions.
As usual, the parameter N , which speciﬁes the number of DP FP numbers per array, is
the only parameter inﬂuencing the data-set size. This parameter was set in the same way as
before: For validation of single-core estimates it was set in such a way that the corresponding
data-set sizes cover all levels of the cache/memory hierarchy; for multi-core estimates, it was
set to make resulting data-set have a size of 4 GB,43 thus making it reside in main memory.

Single-core estimate
In order to give runtime estimates, the different runtime contribution components need to
be established. As before, the runtime contribution of in-core execution will be discussed
ﬁrst, followed by the contributions of data transfers.
The number of load and store instructions documented in the application model is nload =
6 and nstore = 2, respectively. As speciﬁed in the machine model, cores based on AMD’s Zen
microarchitecture have load and store throughputs of 1 AVX load/cy and 0.5 AVX store/cy;
there is, moreover, the restriction that Zen cores can retire a maximum of two load/store
instructions per cycle. According to Equation 3.22 this leads to a runtime contribution of
TRegL1 = max(6 cy, 4 cy, 8 cy) = 8 cy for retiring load and store instructions in the core.
Moreover, retiring the two AVX fma instructions at a throughput of one AVX fma instructions
per cycle results in Tcomp = 2 cy.
The data transfers involved during nit loop iterations of the Schönauer triad are shown in
Figure 3.31. The Zen microarchitecture uses non-victim L1 and L2 caches, which result in
the transfer of vL1L2 = 320 B between those caches. This total data volume is made up of
four CLs sent from the L2 to the L1 cache (i.e., the three CLs from the input arrays B, C, and D
plus the write-allocate for the CL from array A) vL1←L2 = 256 B and a single CL sent from the
L1 to the L2 cache (i.e., the modiﬁed CL containing the computed results for the target array
A) vL1→L2 = 64 B. As previously discussed, the L3 cache acts as victim cache for the L2 cache.
It was also discussed that upon replacement in the L2 cache, CLs that are unmodiﬁed and
not marked as shared are silently dropped from the L2 cache and not evicted to the victim L3
43

The data set was chosen to be four times smaller than the 16 GB used on Intel processors because on the
AMD processor the total amount of memory per socket is distributed across four Zen Zeppelins, each of
which represents a separate NUMA domain.
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Figure 3.31: Comparison of data transfers during nit loop iterations of the Schönauer vector
triad on the AMD Epyc processor for data sets that (a) do and (b) do not ﬁt in
the L3 cache.
cache. Therefore, four CLs are read from the L3 (one CL from each of the input arrays B, C,
D and the write-allocate for the array A containing the newly computed results) and one CL
is evicted from the L2 to the L3 cache (the modiﬁed CL corresponding to the result array A),
making for a total of vL2L3 = 320 B (see Figure 3.31a). If the data set resides in main memory,
the modiﬁed CL pertaining to the array A is evicted from the victim L3 cache directly to main
memory, so vL3Mem = 64 B. Moreover, the three input CLs and the write-allocated CL are
sent from main memory directly to the L2 cache, resulting in vL2Mem = 256 B; in turn, traffic
between the L2 and L3 caches is reduced to bL2L3 = 64 B (see Figure 3.31b).
With data volumes established, the next step is to determine the runtime contributions
of data transfers. As speciﬁed in the machine model, the L1 and L2 caches are connected via
two uni-directional links, each of which capable of transferring 32 B/cy; there is, moreover,
no latency contribution for those transfers speciﬁed in the machine model. According to
xfer
Equation 3.10, the runtime contribution is TL1L2
= max (256 B/32 B/cy, 64 B/32 B/cy) =
8 cy. As far as transfers between the L2 and L3 caches are concerned, the machine model
speciﬁes no latency contribution. Therefore, given the bandwidth of 32 B/c, the runtime
contribution of TL2L3 = 10 cy in case the data set ﬁts into the L3 cache and TL2L3 = 2 cy if
it does not (see the previous paragraph on the data-set size’s inﬂuence on the data volumes
exchanged between the L2 and L3 caches). Finally, at the speciﬁed memory bandwidth of
13 B/c and no latency penalties, the runtime contribution of data transfers between main
memory and the L2 respectively L3 cache is TL2Mem = 256 B/13 B/cy = 19.7 cy and TL3Mem =
64 B/13 B/cy = 4.9 cy.
With all runtime contributions in place, runtime estimates can be given. For data sets re-
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Figure 3.32: Comparison of empirical single-core performance to performance estimates of
the reﬁned ECM model for the Schönauer vector triad various data-set sizes on
the AMD Epyc processor running with a CPU clock speed of 2.3 GHz.
siding in the L1 cache, the estimate is the maximum of both in-core runtime contributions:
core
TECM
= max(Tcomp , TRegL1 ) = 8 cy. The machine model speciﬁes that data transfers between the register ﬁle and the L1 cache on one hand, and the L1 and L2 caches on the other,
can overlap, so the runtime estimate for data sets in the L2 is the maximum of all contriL2
butions: TECM
= max(Tcomp , TRegL1 , TL1L2 ) = 8 cy. Given overlapping transfers between the
previously mentioned levels of the cache memory hierarchy and the L3 cache, the runtime
estimate for data sets in the L3 cache is simply the maximum of the previous contributions
L3
and TL2L3 = 10 cy: TECM
= max(Tcomp , TRegL1 , TL1L2 , TL2L3 ) = 10 cy. As documented in the
machine model, data transfers between L2-L3, L2-memory, and L3-memory do not overlap.
Thus, for an in-memory data set, these runtime contributions have to be added up. Taking
into account the L2-L3 runtime contribution changes from ten to two cycles (because, as discussed above, CLs from the input arrays and the write-allocate are no longer received from
the L3 cache but main memory), the runtime estimate for data sets in main memory accordMem
ing to Equation 3.11 is TECM
= max(Tcomp , TRegL1 , TL1L2 , TL2L3 + TL2Mem + TL3Mem ) = 26.6 cy.
The amount of work per nit loop iterations speciﬁed in the application model is Wnit =
16 ﬂops. Thus, at a CPU clock speed of 2.3 GHz, the performance estimate for the AMD
Epyc processor according to Equation 3.2 is {4600 ⌉ 4600 ⌉ 3680 ⌉ 1384} MFlop/s. These
estimates are compared to empirical data in Figure 3.32. The results indicate that the reﬁned
model manages to take previously unsupported behavior such as uni-directional data paths,
victim caches, and overlapping data transfers correctly into account. The start-up effect
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exhibited by the empirical data for data sets in the L1 cache is less pronounced than on the
Intel Haswell-EP and Broadwell-EP processors. This can be explained by the fact that shorter
loops take longer to execute on the AMD Epyc processor, which, despite implementing AVX
on the ABI-level, emulates AVX instructions using SSE units: given the longer execution time,
the relative impact of function call overhead etc. is not as severe. None the less, the model
estimate serves as useful upper bound for data sets close to the L1 cache’s capacity, as was
the case on all previously investigated processors. For all other levels of the cache/memory
hierarchy, the model predicts the empirical performance with high accuracy. The relative
model error is below 2% for data sets in the L1 and the L2 caches, as well as main memory.
In the L3 cache, the model is off by up to 4%. One possible explanation for performance
to stay behind expectations in the L3 cache is the fact that the model’s estimate can only be
reached if data transfers between the register ﬁle and the L1 cache, the L1 and the L2 cache,
and the L2 and L3 cache overlap perfectly, a feat that appears hard to achieve in practice.

Multi-core estimate
The following multi-core estimates are given for 4 GB in-memory data sets. Due to its design
using hierarchical building blocks, multi-core estimates will be discussed for the different
scaling domains of the AMD Epyc processor: First, the scaling of cores inside a Zen Zeppelin block (see Figure 2.7 on page 38) will be examined; then, the scaling of Zeppelins of a
processor (see Figure 2.8 on page 38) is evaluated.
When going from one active core to two active cores inside a Zeppelin, the overlap properties of data transfers change. It was shown that when using a single core, data transfers
between any pair from the set of L2 cache, L3 cache, and main memory, do not overlap.
This is the case because there is only one physical instance of the L2 and L3 cache and main
memory involved: Whenever two of these are communicating (e.g., the L2 and L3 cache),
the third (e.g., main memory) cannot communicate with either of the other. In a multicore scenario, at least two core’s physical L2 caches are involved, providing an opportunity
for more overlap: E.g., whenever data is transferred between the one core’s L2 cache and
main memory, another core’s L2 cache can communicate with the L3 cache. This means
that transfers between the L2 and L3 caches are no longer non-overlapping. The runtime
Mem
estimate thus becomes TECM
= max(Tcomp , TRegL1 , TL1L2 , TL2L3 , TL2Mem + TL3Mem ) = 24.6 cy.
In other words, in the multi-core scenario, the runtime is strictly limited by memory data
transfers. At a clock frequency of 2.3 GHz, the runtime estimate corresponds to a perforMem
mance prediction of PECM
= 1496 MFlop/s when using more than one core inside a Zen
Zeppelin. This estimate is compared to empirical data in Figure 3.33a. The data indicates
the assumptions that went into the model result in correct estimates. The maximum relative
model error is 3% for three active cores.
Performance is expected to scale linearly with the number of Zeppelins, for each Zeppelin
features a dedicated memory controller and acts as a separate NUMA domain. Figure 3.33b
compares measurements and estimates for settings in which two cores are active in each Zeppelin to guarantee the saturation of main memory. Data indicates that indeed the processor
manages to deliver 3.9 times the performance of a single Zeppelin when using all four of
them. The model’s estimates thus serve as meaningful upper bound to performance.
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Figure 3.33: Comparison of empirical multi-core performance data to performance estimates
of the reﬁned ECM model for the Schönauer vector triad with an in-memory data
set of 4 GB on the AMD Epyc processor. The left ﬁgure (a) shows scaling of the
six cores inside a Zen Zeppelin. The right ﬁgure (b) shows the scaling of Zen
Zeppelins, each with two active cores (one from each CCX), inside the processor.

3.4.4 IBM Power8 processor
Last in line is IBM’s Power8 processor, which also differs in some key regards to the previously
discussed processors: It is the only microarchitecture employing a store-through cache and
128-byte CLs, its L3 cache acts as a “true” victim cache to the L2 cache (as opposed to the L3
victim cache of the Epyc processor, which does not receive unmodiﬁed CLs from the L2 in
some cases), and it features the Centaur chip—a unique memory buffer chip that includes an
additional L4 cache. As before, the section’s organization follows the previously established
template, adding special treatment when appropriate.

Machine model
The ECM machine model for the IBM Power8 processor from the testbed is documented in
Table 3.8. As was the case for the AMD Epyc processor, most of the information shown in
the table was originally obtained by means of measurement, for vendor documentation [82]
only became publicly available several months after the processor was released.
As usual, the upper part of the table shows in-core execution capabilities that are required
for in-core runtime estimates. Contrary to the previous microarchitectures, all of which supported the 256-bit AVX SIMD instruction-set extensions, IBM’s Power8 microarchitecture
implements the VSX SIMD extensions, whose vector registers are only 128-bit wide. The
throughput of VSX add, mul, and fma instructions is two per cycle in each instance. The
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Microarchitecture

IBM Power8

add TP
mul TP
fma TP
load TP
store TP
load/store TP
Other constraints

2 VSX add/cy
2 VSX mul/cy
2 VSX fma/cy
2 VSX load/cy
2 VSX store/cy
2 VSX load/store/cy
TPretire = 8 uops/cy

bL1←L2 / bL1→L2
bL2←L3 / bL2→L3
b∗↔Mem
lat
TL1↔L2
lat
TL2↔L3
lat
TL3↔Mem
CL size
Non-overlapping transfers
Write-through caches
Victim caches
T̄0

64 B/cy / 16 B/cy
32 B/cy / 32 B/cy
36.7 B/cy
—
—
—
128 B
L1-L2, L2-L3, L2-Mem, L3-Mem
L1
L3
4.0

Table 3.8: ECM machine models for the IBM Power8 processor from the testbed.
throughput of VSX load and store instructions is also two per cycle. Although IBM tries to
create the impression that the store units associated to the execution ports nine and ten (cf.
Figure 2.9 on page 40) can carry out data transfers for store instructions, this is not true.
Only address calculations for store instructions are performed on these ports; the actual
movement of data, however, has to be carried out on either port seven or eight (cf. [82]),
both of which are also used for data movement of load instructions. As a consequence,
the total number of load/store instructions is two per cycle. Moreover, the total number of
instructions that can be retired per cycle is eight.
The middle part of the table documents bandwidths and latencies that are required to
estimate the runtimes of data transfers. There are two uni-directional data paths between
the L1 and L2 caches. In contrast to the AMD’s Zen microarchitecture, the bandwidth provided by the two uni-directional data paths in the Power8 microarchitecture is asymmetrical:
While loading data from the L2 to the L1 takes place at a bandwidth of 64 B/cy, storing data
from the L1 to the L2 is limited to a speed of 16 B/cy. This peculiarity, however, makes sense
when taking into account that a core typically consumes more data (which it then processes)
than it generates. There are also two uni-directional data paths connecting the L2 and L3
caches, each of which is capable of delivering a bandwidth of 32 B/cy. Before moving on
to main memory bandwidth, a short discussion of the Centaur chip, which includes an L4
cache and acts as a gateway to main memory, is in order.
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2 B/c
1 B/c

(b)
Centaur Chip
L4 Cache
4×DDR3-1333
Memory
Controller

Memory

Cache Subsystem

(a)

106.5 GB/s
(115.2 GB/s)
4×Centaur

106.5 GB/s
(170.4 GB/s)
Memory

Figure 3.34: (a) Overview of a single Centaur chip; (b) Schematic view of the Centaur chips’
integration into the cache and memory hierarchy of the Power8 processor with
annotated measured and theoretical (in parenthesis) full-chip Centaur and main
memory bandwidths.
The layout of a single Centaur chip is shown in Figure 3.34a. Each chip contains 16 MB
of L4 cache that acts as a buffer between the cache hierarchy and main memory. The chip
connects to the cache hierarchy with two dedicated uni-direction links (two and one byte
wide, respectively, and clocked at an effective frequency of 9.6 GHz) that provide a bandwidth of 28.8 GB/s on one side, and four DDR3 channels (each eight byte wide, and clocked
at an effective frequency of 1.33 GHz) that provide a bandwidth of 28.8 GB/s on the other.
The Power8 system from the testbed is equipped with a total of four Centaur chips. The
aggregate bandwidth from the cache hierarchy to the Centaur chip is thus 4 · 28.8 GB/s =
115.2 GB/s. Correspondingly, the aggregate bandwidth from the Centaur to main memory
is 4 · 42.6 GB/s = 170.4 GB/s. Comparing these bandwidths, it is unusual to ﬁnd the former
to be lower than the latter. The lower bandwidth between the cache hierarchy and the Centaur constraints the sustained memory bandwidth: For data sets in the L4 cache, the measured bandwidth is 106.5 GB/s (close to the theoretical limit of 115.2 GB/s).44 For data sets
in main memory, too, the measured bandwidth is 106.5 GB/s (far from the theoretical memory bandwidth of 170.4 GB/s). These ﬁndings are summarized in Figure 3.34b. Moreover,
investigations revealed that data transfers between the cache hierarchy and the Centaur on
one side, and the Centaur and main memory on the other, are overlapping. With respect to
the ECM model, these two peculiarities (identical bandwidths of the L4 and main memory,
and overlap of data transfers) allow for the machine model to assume the Centaur bandwidth as memory bandwidth and otherwise be oblivious of the L4 cache.45 The memory
44

Note that due to the nature of Centaur chip’s interface to the cache hierarchy (two links for sending data
to the cache hierarchy and one for receiving data from it), the maximum bandwidth can only be achieved
for data-access patterns that have a read-write ratio of 2:1, so it comes as no surprise that the bandwidth
attained for the Schönauer vector triad with its read-write ratio of 4:1 (including RFO traffic) falls short of
the theoretically achievable bandwidth.
45
This is possible because the runtime contribution will always be determined by the cache-Centaur bandwidth: If data resides in the L4 cache, the cache-Centaur bandwidth determines the runtime contribution. If data resides in main memory, the combined runtime contribution of cache-Centaur and Centaurmemory transfers is the maximum of the contributions, which will always correspond to the former, for
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bandwidth of 36.7 B/cy speciﬁed in the table thus corresponds to the cache-Centaur bandwidth. Because the L3 acts as a victim cache for the L2 (see the bottom part of the table),
this bandwidth is shared between the L2 and L3 caches, both of which communicate with
main memory (the former to receive CLs from memory, the latter to evict modiﬁed CLs to
memory). In contrast to the Zen microarchitecture’s victim L3 cache, which exhibited some
optimizations concerning data ﬂow, the Power8’s victim cache behaves as expected: Every
CL selected for replacement in the L2 is evicted to the L3 victim cache. With respect to latency contributions, it is worth mentioning that none of the data transfers in the Power8
cache/memory hierarchy are subject to latency when executing loop-based streaming codes.
The last part of the table shows additional information about the cache/memory hierarchy that is required to derive the runtime estimate. The Power8 microarchitecture is the only
one to employ a cache-line size of 128 byte. It is also the only microarchitecture to implement a write-back strategy in one of its caches: Data written from the register ﬁle to the L1
cache is instantly written to the L2 cache as well. All other Power8 caches implement the
more common write-back strategy that was used by all caches in the previously examined
microarchitectures. As far as the overlap of data transfers is concerned, only transfers between the register ﬁle and the L1 cache on one side, and the L1 and L2 caches on the other,
can overlap; all other data transfers are non-overlapping. Finally, the recorded multi-core
scaling ﬁt parameter was determined to be T̄0 = 4.0 cy.

Application model
The application model consists of three parts: The instruction mix for nit loop iterations of
the Schönauer vector triad, the amount of work carried out during these loop iterations, and
the problem size from which data set sizes are derived.
The IBM Power8 processor uses 128-byte CLs, twice the size used by the AMD and Intel
processors. Thus, the number of loop iterations required to process one CL from each input
stream is twice as high as well: nit = 16. As a consequence, the amount of work carried out
during these iterations is also doubled: Wnit = 32 ﬂops.
The IBM Power8 cores support the 16-byte wide FMA-enabled VSX instruction set extensions. For each of the 128-byte input CLs, eight VSX load instructions are required,
resulting in a total of 24 VSX load instructions for all three input CLs. Moreover, eight VSX
fma instructions are needed to carry out the arithmetic operations. Finally, eight VSX store
instructions are required to store the computed results to the CL corresponding to the output
array A.
As before, the parameter N , which speciﬁes the number of DP FP numbers per array, is the
only parameter inﬂuencing the data-set size. This parameter was set in the usual manner:
For validation of single-core estimates, it was set in such a way that the corresponding dataset sizes cover all levels (including the L4 cache) of the cache/memory hierarchy; for multicore estimates, it was set to make resulting data-set have a size of 16 GB to make it reside in
main memory.
the latter must be smaller since Centaur-memory data transfers happen at a higher bandwidth.
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(a) data set in the L3 cache

(b) data set in main memory
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Figure 3.35: Comparison of data transfers during nit loop iterations of the Schönauer vector
triad on the IBM Power8 processor for data sets that (a) do and (b) do not ﬁt in
the L3 cache.

Single-core estimate
The single-core runtime estimate is obtained following the usual workﬂow: First, the runtime contribution of in-core execution will be derived. Next, the runtime contributions of
data transfers are determined. Finally, all runtime components are put together to arrive at
the estimate.
The number of load and store instructions documented in the application model are
nload = 24 and nstore = 8, respectively. The machine model documents individual throughputs of two VSX load and two VSX store instructions per cycle; the machine model, however,
also speciﬁes the constraint that a maximum of two load/store instructions can be executed
per cycle. The runtime contribution of retiring load and store instructions in the core according to Equation 3.22, therefore, is TRegL1 = max(12 cy, 4 cy, 16 cy) = 16 cy. Moreover,
retiring the eight VSX fma instructions at the documented throughput of two VSX fma instructions per cycle results in Tcomp = 4 cy.
To calculate the runtime contribution of data transfers, the transferred data volumes must
be determined ﬁrst. Most caches of the IBM Power8 microarchitecture are connected via
two uni-directional data paths, which is why instead of overall traffic exchanged between
two caches, the volumes sent in each direction are determined separately. Four 128-byte CLs
(including one CL from each of the input arrays and the CL that is write-allocated from
the output array) are transferred from the L2 to the L1 cache, resulting in a total volume of
bL1←L2 = 512 B in this direction. A single CL (the one containing the newly computed results
for the output array) is stored from the L1 to the L2 cache, resulting in bL1→L2 = 128 B. The
L3 cache of Power8 processors acts as a true victim cache, which means that it receives all
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CLs selected for replacement in the overlying L2 cache.46 As a result, CLs from all four arrays
are evicted from the L2 to the L3 cache (see Figure 3.35a), resulting in a total data volume of
bL2→L3 = 512 B. Moreover, all four CLs are reused from the victim L3 cache if the data set
ﬁts into this cache, resulting in a data volume of bL2←L3 = 512 B. If the data set is too large
for the L3 cache, no data can be reused from this cache, resulting in bL2←L3 = 0 B; instead,
the three CL from the input arrays and the CL write-allocated from the target array are sent
to the L2 cache from main memory, leading to a volume of bL2Mem = 512 B (see Figure 3.35b).
Also, the CL containing the newly computed results for the target array A must be evicted
from the victim L3 cache to main memory, leading to an exchange of vL3Mem = 128 B.
With data volumes established, the next step is to determine the runtime contributions
of data transfers. As speciﬁed in the machine model, the L1 and L2 caches are connected via
two uni-directional links. CLs can be transferred with a speed of 64 B/cy from the L2 to the
L1 cache, but the speed in the other direction is only 16 B/cy. According to Equation 3.10,
the runtime contribution is thus TL1L2 = max (512 B/64 B/cy, 128 B/16 B/cy) = 8 cy. The
machine model speciﬁes a bandwidth of 32 B/c for each of the two uni-directional links
between the L2 and L3 caches and no latency contribution. The runtime contribution for
L2-L3 transfers is thus TL2L3 = max (512 B/32 B/cy, 512 B/32 B/cy) = 16 cy if the data set
resides in the L3 cache. If the data set is too large, and no data is reused from the L3 cache,
the runtime contribution is identical: TL2L3 = max (0 B/32 B/cy, 512 B/32 B/cy) = 16 cy.
The memory bandwidth documented in the machine model is 36.7 B/cy. Absent any latency
contributions, the runtime contributions of data transfers between main memory and the
L2 and L3 caches, respectively, are thus TL2Mem = 512 B/36.7 B/cy = 13.9 cy and TL2Mem =
128 B/36.7 B/cy = 3.5 cy.
With runtime contributions in place, it is now possible to give runtime estimates for the
Schönauer vector triad. For data sets in the L1 cache, in addition to the in-core contributions, the runtime contribution of data transfers from the L1 to the L2 cache must be
taken into account, for the L1 is a write-through cache. The machine model speciﬁes that
data transfers between the register ﬁle and the L1 cache on one side, and the L1 and L2
caches on the other, are overlapping, so the runtime estimate is the maximum of all concore
tributions: TECM
= max(Tcomp , TRegL1 , TL1→L2 ) = 16 cy. For data sets in the L2 cache, all
data transfers between the L1 and the L2 must be taken into account. However, because
the L1 and L2 caches are connected by two uni-directional data paths and the runtime contributions of transfers in both directions are identical, the estimate for data sets in the L2
L2
cache is identical to that for data sets in the L1 cache: TECM
= max(Tcomp , TRegL1 , TL1L2 ) =
16 cy. The machine model documents that data transfers between L1 and L2 cache on one
side, and the L2 and L3 cache on the other, do not overlap, which means that these corresponding runtime contributions need to be added up for an L3-cache runtime estimate:
L3
TECM
= max(Tcomp , TRegL1 , TL1L2+TL2L3 ) = 24 cy. Also, as speciﬁed in the machine model,
data transfers further down the cache/memory hierarchy do not overlap, which means that
runtime contributions of data transfers involving main memory are also added to the non46

Note that this is different to the behavior exhibited by the AMD Epyc processor, whose Zen microarchitecture
uses an L3 victim cache as well. On the AMD processor, the L3 cache did not receive CLs selected for
replacement in the overlying L2 cache in all scenarios.
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Figure 3.36: Comparison of empirical performance data to (a) single- and (b) multi-core performance estimates of the Schönauer vector triad for (a) various data-set sizes
and (b) an in-memory data set on the IBM Power8 processor running with a
CPU clock speed of 2.9 GHz.
Mem
overlapping component: TECM
= max(Tcomp , TRegL1 , TL1L2 + TL2L3 + TL2Mem + TL3Mem ) =
41.4 cy.
The amount of work per nit loop iterations speciﬁed in the application model is Wnit =
32 ﬂops. According to Equation 3.2, for a CPU clock speed of 2.9 GHz, the performance
estimate for the IBM Power8 is {5800 ⌉ 5800 ⌉ 3867 ⌉ 2241} MFlop/s. These estimates are
compared to empirical data in Figure 3.36a. The results indicate that the model manages
to take the Power8 processor’s uni-directional data paths, victim caches, overlapping data
transfers, and the write-through strategy of the L1 cache correctly into account. For the L1
and L2 caches, the ECM model’s prediction serves as meaningful upper bound to performance. The estimate for the L3 cache is equally accurate as long as the data set is smaller
than 2 MB (at the time of this writing, there is no explanation for the L3 cache behaving as
if its effective cache capacity were only 2 MB, instead of the vendor-speciﬁed 8 MB). From
the ECM model’s point of view, there is no L4 cache on the processor because performance
in L4 and memory is expected to be identical. To substantiate this claim, the L4 cache size
is indicated in Figure 3.36a; and, indeed, the empirical data indicates that the ECM model’s
in-memory estimate can serve as a meaningful upper bound to performance for both the L4
cache and main memory.

Multi-core estimate
To give multi-core estimates for an in-memory data set of 16 GB using Equation 3.20, the
following information is required: The previously determined single-core runtime estimate
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Mem
of TECM
= 41.4 cy. The amount of time the memory bus is busy during the estimate TMem =
TL2Mem + TL3Mem = 17.4 cy. The latency T̄0 = 4 cy from the machine model. And, ﬁnally,
the peak performance for in-memory data sets, which according to Equation 3.5, for Wnit =
Mem
32 flops, a busy memory bus time of 17.4 cy, and CPU clock speed of 2.9 GHz is PSat
=
5333 MFlop/s.
Figure 3.36b compares the model’s multi-core estimates to empirical data, which indicates that the reﬁned ECM model produces high-accuracy estimates. The maximum relative
model error is below 2% for all possible numbers of active cores.
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Chapter 4
A quantitative power model for multi- and
many-core processors
Chip-level power models have attracted increasing amounts of research activity in the past
decade. The interest surrounding this topic can be explained by the growing importance of
energy consumption in many areas of computing:1 In addition to performance models, estimating and optimizing the energy consumption of modern CPUs requires accurate power
models that can predict a processor’s dissipated power. Ideally, the combination of accurate performance and power models enables the quantiﬁcation of performance-power tradeoffs—allowing users to optimize for targets such as time- and energy-to-solution as well as
derived metrics such as the energy-delay product (EDP) [112], which weighs the consumed
energy with runtime, or variants thereof [113] that attribute more importance to runtime.
This chapter is structured as follows: Section 4.1 provides an overview of the related work.
In Section 4.2, special attention is given to previous work by Hager et al. [52], who propose
a qualitative power model (i.e., a model that can explain behavior to a certain degree but
cannot deliver accurate estimates) to describe power consumption on Sandy Bridge-EP processors. After analyzing this model’s shortcomings, a reﬁned power model capable of quantitatively describing power consumption (i.e., the model can describe behavior to such an
extent that it can be used to give accurate estimates) is proposed in Section 4.2. With the
theory in place, Section 4.3 provides instructions on how to set up the model for a processor (i.e., how to derive the model’s parameters from empirical data). Finally, the model is
validated in Section 4.5.

1

Energy considerations permeate almost the entire spectrum of computing—from mobile devices, where
battery life constraints require energy-efficient use of resources, to HPC clusters, where similar energyefficiency considerations are necessary to reach the stated goal of exascale computing within a 20 MW
power envelope [1, 2].
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4.1 Differentiation from other analytic approaches
Crude yet effective energy-saving approaches like dynamic voltage and frequency scaling
(DVFS) are based on simple qualitative power models.2 Instead of giving accurate estimates,
qualitative models are limited to giving rough estimates, for their underlying assumptions
only vaguely describe the relationships between variables. Consider, e.g., the impact of lowering the CPU core frequency on power consumption [116]: A lower frequency fcore allows
for a lower supply voltage Vdd . Therefore, lowering the CPU frequency (and the supply
2
voltage), leads to a decrease in both the dynamic power (Pdyn ∼ f · Vdd
) and static power
(Pstat ∼ Vdd ) components, which represent the two most signiﬁcant contributions to total
chip power consumption. Apart from DVFS, simple qualitative models ﬁnd application in
a wide variety of other energy-preserving approaches [117–119].
Although there exist several works that study the impact of CPU core frequency on dynamic and static power for sequential programs [47–49], the results are no longer relevant
for today’s multi- and many-core processors.
Rauber et al. [50] carried out investigations on multi-core processors using simple quantitative power models. Although they demonstrate the ability to analytically derive the optimum CPU core frequency to minimize energy consumption, their investigations are limited
to scalable codes (i.e., their model neglects saturation effects such as memory bandwidth
exhaustion); together with the fact that their power model addresses only full-chip power
dissipation (i.e., settings in which all available cores are used), this makes their model useful
for only a few special cases.
Khabi [51] propose a quantitative power model for simple scalable kernels. Although they
examine dissipated chip power depending on the number of active cores, they fail to provide
a uniﬁed model that can estimate power consumption subject to the number of active cores
and CPU core frequency. Instead, a generic model employing two ﬁt parameters is used to
estimate dissipated power subject to frequency for each possible combination of active cores
(i.e., for each core count an individual model is set up that estimates dissipated power for
only this particular number of active cores). On the 18-core Broadwell-EP processor from
the testbed, this would correspond to eighteen individual models with two ﬁt parameters
each—making for a total of thirty-six ﬁt parameters. As a consequence, their model fails to
provide any insights beyond the results obtained by Rauber et al.
The ﬁrst model for multi-core processors that takes frequency and core count into account
was proposed by Hager et al. [52]. However, their model can only qualitatively describe
dissipated power and is limited to scalable codes.
A comparison of the key properties of previous work and the power model presented in
Section 4.3 is shown in Table 4.1. The proposed model has the following unique features:
• It is the ﬁrst multi-core power model that provides quantitative estimates for both scalable and saturating cores
2

The rationale behind DVFS is to lower the frequency of cores in regions with low computational requirements (such as, e.g., when threads are idly waiting in OpenMP or MPI barriers [114] or when threads are
inactive during MPI communication [115]) in order to preserve energy.
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Nature of
estimate
Rauber et al. [50] Quantitative
Khabi et al. [51]
Quantitative
Hager et al. [52]
Qualitative
Proposed model Quantitative

Considered parameters
fcore fUncore n
✓
✓
✓
✓

—
—
—
✓

Applicability
Scalable Saturating

—
—
✓
✓

✓
✓
✓
✓

—
—
—
✓

Table 4.1: Comparison of the capabilities of different power models.
• The model takes the different frequency domains of a processor into account (i.e., CPU
core frequency fcore and Uncore frequency fUncore )
• It is the ﬁrst uniﬁed quantitative model in the sense that it gives accurate estimates
under consideration of all user-tunable processor settings (i.e., CPU core and Uncore
frequencies, as well as the number of active cores)
• The proposed model delivers unprecedented accuracy. Previous works present only
qualitative studies of their models’ accuracies in the form of graphs, where signiﬁcant
deviations between estimate and measurement are often apparent. A thorough quantitative analysis carried out on the proposed model reveals mean and median relative
errors below 1% and a maximum relative error for very few cases below 4%.
• The model is based on a ﬁrst-principles approach. As a consequence, the model offers
insight into how different components of the chip contribute to power consumption.
When combined with the reﬁned ECM performance model proposed in Chapter 3,
these insights contribute to the formulation of a set of best practices with respect to
energy efficiency.

4.2 Original model and its deficiencies
In 2012 Hager et al. carried out investigations on a Sandy Bridge-EP processor and from
their observations derived a qualitative analytic power model for multi-core processors that
gives estimates for dissipated chip power subject to CPU core frequency and the number of
active cores [52]. The novelty of their approach lies in the separation of total chip power
consumption W into different components:
2
W (fcore , n) = W0 + (W1 · fcore + W2 · fcore
)·n

(4.1)

Here, W0 is the so-called baseline power—the power dissipated by all parts of the processor excluding the cores (i.e., components such as the memory controllers, the last-level
caches, the interconnect, etc.) The authors make the assumption that this parameter does
not depend on the instruction mix executed on the processor’s cores and that it is also independent of the CPU core frequency.
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2
The term W1 · fcore + W2 · fcore
represents the power dissipated by a single core. The authors assume that this power component scales linearly with the number of active cores, so
the term is multiplied with the number of active cores n to get an estimate for the power
dissipated by n cores. Using a phenomenological approach,3 the authors ﬁnd a secondorder polynomial is sufficient to describe the relationship between CPU core frequency and
power dissipated by a single core. Incidentally, it turns out the phenomenologically derived
approximation closely resembles the expression derived from physical ﬁrst principles by de
Vogeleer in his PhD thesis to describe the same frequency-power relationship [6].4
In their original paper, the authors treat the model as strictly qualitative, so the paper
lacks a quantiﬁcation of the model’s accuracy; instead, the model is used to analytically derive a closed-form expression to determine the optimum frequency with respect to energy
consumption for scalable codes. In later publications, the model is applied to give qualitative power estimates [93, 120]. To give such estimates the model’s parameters W0 , W1 , and
W2 need to be determined. In theory, de Vogeleer’s investigations [6] provide the framework
to derive the model’s parameters from physical parameters (such as, e.g., processor package
and core capacitances, threshold voltages, leakage currents, etc.) and application parameters (such as switching activity); in practice, however, it is next to impossible to determine
these physical and application parameters, so the power model’s parameters are ﬁtted using
empirical data. This ﬁtting process is described in the following.
The processor baseline power W0 is determined using a linear extrapolation of power dissipation vs. the number of active cores to zero cores (cf. Figure 4.1a). The parameters W1 and
W2 used to describe single-core power dissipation are determined using a least-squares ﬁt of
the second-degree polynomial using empirical data gathered from full-chip measurements
(i.e., using all available cores) with different CPU core frequencies (cf. Figure 4.1b).
In the following, estimates obtained with the model by Hager et al. will be examined in
more detail. This is done to demonstrate the weaknesses of the model, which justify the
development of the reﬁned quantitative model presented in this work.
Figure 4.2a compares power estimates obtained with the model to empirically measured
data for dgemm using a square matrix with a size of N = 60.000 on the Sandy Bridge-EP CPU
for two different CPU core frequencies subject to active core count. Without any doubt,
the model produces high-quality estimates when the CPU is clocked at the nominal clock
frequency of 2.7 GHz. This has to do with the fact that the processor baseline power W0
of the model was ﬁtted with empirical data gathered when running the CPU at the same
frequency. For all other clock frequencies, the model is off, a fact that becomes apparent
when comparing the model estimate and empirical data for a CPU frequency of 1.2 GHz
(cf. Figure 4.2a). The reason for this is that the author’s assumption of processor baseline
3

A phenomenological model does not attempt to offer insights into the underlying processes that explain
why variables (in this case CPU core frequency and power dissipated by a core) interact the way they do;
instead, a phenomenological model focuses on describing how the variables relate to each other.
4
From physical ﬁrst principles, de Vogeleer mathematically derives that the relationship between frequency
and dissipated power can be expressed as a fourth-degree polynomial (cf. Section 4.2.3 in [6]). The fact
that Hager et al. successfully describe the frequency-power relationship using a second-degree polynomial
indicates that for the examined processor the coefficients of the frequency raised to the fourth and third
power are so close to zero that the corresponding terms do not play any role in practice.
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Figure 4.1: (a) Dissipated chip power measured using the RAPL interface on a Sandy BridgeEP processor running at its nominal frequency of 2.7 GHz as function of number of active cores for various applications and respective linear interpolations
(dashed black lines). (b) Measured dissipated chip power (symbols) of the same
applications running on all eight cores of the Sandy Bridge-EP processor as function of CPU core frequency and respective least-squares ﬁts using second-degree
polynomials (lines). Data in both ﬁgures reproduced from [52] with permission
of authors.
power being independent of the CPU core frequency turns out to be wrong for the Sandy
Bridge-EP processor. On this processor, the Uncore is clocked at the same frequency as the
CPU cores (cf. Section 2.1.3). Changing the CPU core frequency thus changes the Uncore
frequency, which means that power consumed by the Uncore (i.e., the processor baseline
power) depends on the CPU core frequency.
Another shortcoming of the model—its inability to model dissipated power for saturating codes—is shown in Figure 4.2b, which compares model estimates and empirical data
for the stream triad running on the Broadwell-EP processor at different CPU and Uncore
core frequencies subject to active core count. Running at a CPU core and Uncore frequency
of 2.3 GHz (the same frequencies used to determine the model’s ﬁt parameters) leads to a
situation where estimates are only correct when using a single or all available cores; for active core counts in between (i.e., 2–17 cores), the estimate is off because saturating codes do
not exhibit an increase in the core-power component that is linear in the number of active
cores. The core-power component scales linearly with the number of active cores only for
as long as the code does not saturate. As long as performance has not saturated, adding an
additional core results in this core consuming the same amount of power as the other active
cores, for the new core carries out the same amount of work over time as the other cores. For
the stream triad on the Broadwell-EP processor running at a CPU core and Uncore frequency

133

4 A quantitative power model for multi- and many-core processors

Model estimate
Measurement

Package power [W]

100
80

=
f core

60

7
2.

f core

40

GH

z

z
= 1.2 GH

20
0

90

(b)

120

80
Package power [W]

(a)

70
60
50
40
30
20
10

1

2 3 4 5 6 7 8
Number of active cores

fcore= fUncore= 2.3 GHz

0

fcore= fUncore = 1.2 GHz
Model estimate
Measurement
2 4 6 8 10 12 14 16 18
Number of active cores

Figure 4.2: (a) Comparison of model estimates (W0 = 24.7 W, W1 = −0.252 W/GHz,
W2 = 1.63 W/GHz2 ) to empirical data for dgemm with N = 60.000 running at different CPU core frequencies subject to active core count on the Sandy Bridge-EP
processor from the testbed. (b) Comparison of model estimates (W0 = 38.4 W,
W1 = 1.4 W/GHz, W2 = −0.12 W/GHz2 ) to empirical data for stream triad
using a 16 GB data set running at different CPU core and Uncore frequencies
subject to active core count on the Broadwell-EP processor from the testbed.

of 2.3 GHz, this non-saturating phase lasts only up to approximately 3–4 cores (cf. dashed
blue line in Figure 4.2b). Once memory bandwidth is saturated, the amount of work over
time that can be delivered to the cores is ﬁxed. Therefore, once the application saturates, the
amount of work over time per core decreases when increasing the number of active cores, for
the work over time is shared among all active cores. This, in turn, leads to a reduced power
consumption per core, for cores perform less work in the same amount of time. Although
per-core power consumption decreases in this phase, overall core power consumption increases due to more cores being active, but not in a way that can be described by the linear
scaling used by the model.
Also shown in Figure 4.2b is the fact that the model derived for the Sandy Bridge-EP processor cannot be successfully applied to Haswell-EP and Broadwell-EP processors, which
feature separate clock domains for CPU cores and the Uncore (cf. Section 2.1.3). This is made
apparent by comparing model estimates and empirical data for a different Uncore frequency
(in this case, 1.2 GHz) than that used to determine the model’s ﬁt parameters (2.3 GHz).
All of the aforementioned shortcomings prohibit the model from giving correct estimates.
In the next section, ways to address these problems are proposed, and a quantitative power
model for both scalable and saturating codes is proposed that takes all chip frequencies and
the number of active cores into account.
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4.3 Design motivations and model assumptions
This section describes the rationale and the assumptions on which the proposed power
model is based. Similar to the model of Hager et al. [52], the reﬁned model uses a separation of total dissipated power into processor baseline and core components. However, the
terms describing the components are modeled differently to address the shortcomings of the
model described in the previous section. The individual components are described in more
detail in the following.

Processor baseline power
The processor baseline power is the power dissipated by all components of the processor that
are not cores. Intel refers to these sections of the chip, which comprise the core interconnect,
the shared last-level cache, memory and PCIe controllers, etc, as Uncore. Contributions of
these components are termed baseline power because they constitute the basic services of
the chip: No matter how many cores are active, the baseline power is always drawn by the
processors because the Uncore cannot enter a power-saving state if any core is active.
Note that the baseline power does not correspond to the chip idle power. When no cores
are active, the entire processor (including the Uncore) can enter different sleep states to preserve power [121]. The baseline power is the power used by the Uncore when the processor
is active (i.e., an arbitrary number of cores are running).
In Section 4.2, it was demonstrated that contrary to the assumption made by Hager et al.,
the processor’s baseline power does depend on the Uncore frequency. In the proposed model
this relation is described using:5
2
Πbase (fUncore ) = π0base + π1base · fUncore + π2base · fUncore

(4.2)

The expression used to describe the relationship between frequency and power for the
baseline power dissipation was originally based on de Vogeleer’s ﬁndings [6] (cf. discussion in the previous section), which indicate that the relationship can be expressed using a
fourth-degree polynomial. Follow-up investigations, however, revealed that a second-degree
polynomial is sufficient to describe the relationship.
In Equation 4.2, π∗base are ﬁt parameters that are independent of the executed code (this will
be demonstrated in Section 4.4). The parameters only depend on the physical properties of a
given processor-specimen. Note that manufacturing-related variations in processor quality
preclude the generalization of parameters obtained on a particular processor specimen to
other processors of the same model (the variation of chip quality is examined in Section 4.4).
5

Note the use of Greek letters Π and π to denote the power estimate and model parameters, respectively.
This is done to avoid confusion with the performance estimate (which uses the Latin letter P ) that would
otherwise arise in the next chapter, where performance and power models are combined to construct an
energy model for multi-core processors.
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Core power
The core-power component describes the power that is dissipated by one physical core of
the processor. The relationship between frequency and power in this component is modeled
using the previously discussed approach (i.e., with a second-degree polynomial). However,
the power dissipated by a core depends on the CPU core frequency, not the Uncore frequency.
As discussed previously in Section 4.2, the performance and power-consumption behavior
of saturating codes can be divided into two phases when scaling the number of active cores:
• In the ﬁrst phase, where the bottleneck has not been hit yet, performance increases
linearly6 with the number of active cores. Since each new active core will perform the
same amount of work over time as previous cores, the additional core will consume
the same amount of energy over time (i.e., power) as the previous cores.
• The second phase begins when the number of active cores is large enough to result
in the bottleneck being hit, at which point performance is being constrained by the
bottleneck. One consequence is a drop in parallel efficiency, since increasing the number of active cores will no longer increase performance. Another consequence of performance (i.e. work over time) being constrained by the bottleneck is a decreasing
amount of work over time per core; this, in turn, results in a decreasing consumption
of energy over time (i.e., power) per core.
This behavior is addressed in the model by dampening the single-core power estimate
depending on the parallel efficiency of performance εn raised to the power of α, a processorspeciﬁc ﬁt parameter. During the ﬁrst phase, when the bottleneck has not been hit and
performance scales linearly, parallel efficiency will be one and the dampening term disappears. As soon as the second phase is entered and parallel efficiency drops, the dampening
term adjusts the single-core power estimate accordingly.
This leads to the following expression to estimate single-core power dissipation:
2
Πcore (fcore , εn ) = (π0core + π1core · fcore + π2core · fcore
) · εαn

(4.3)

Here, π∗core are processor-specimen- and code-dependent ﬁt parameters required to model
the relation between CPU core frequency and power consumption. While α is a processordependent ﬁt parameter, the parallel efficiency
using n active cores εn can
) be analytically
(
Mem
Mem
obtained with the help of the ECM model i.e., εn = PECM (n)/(n · PECM ) .
Note that the model’s ability to describe the power consumption of scalable codes is not
impacted by the introduction of the dampening factor. Per deﬁnition, scalable codes scale
linearly with the number of active cores and thus have a parallel efficiency εn = 1; hence the
dampening term disappears the same way it did during the ﬁrst scalable phase of saturating
codes.
6

For compute-bound kernels, performance increases linearly; for memory-bound kernels performance increases “almost” linearly (see discussion on the reﬁned ECM model multi-core estimate in Section 3.2.1 for
details).
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Full processor model
To arrive at a prediction for the power dissipated by the entire processor, the previously introduced components are put together as follows: The single-core power estimate is scaled
linearly with the number of active cores and added to the baseline power estimate. This
results in the following expression for the processor-power estimate:
Πchip (fUncore , fcore , n, εn ) = Πbase (fUncore ) + n · Πcore (fcore , εn )

(4.4)

This concludes the discussion of the design motivations and model assumptions. The
next section provides instructions on how to derive the ﬁt parameters from empirical data
and set up the model.

4.4 Determining model parameters
This section provides instructions on how to set up the power model (i.e., how to determine the parameters used in Equations 4.2 and 4.3) in order to give power estimates for
arbitrary loop-based streaming codes. This is done by providing a step-by-step guide using
the Sandy Bridge-EP processor as an example. Data for other processors is available as well
but is located in Appendix E to avoid a deluge of data here which does not contribute the
understanding the of the model-setup process in any meaningful way.

Processor baseline power
As discussed in Section 4.3, the processor baseline power Πbase depends on the frequency the
Uncore is clocked with. To ﬁt the three necessary parameters (i.e., π∗base from Equation 4.2),
at least three Πbase values for different Uncore clock frequencies are required.7 These values
are obtained via linear interpolation of measured power dissipation vs. the number of active
cores to zero cores. Since Πbase is independent of the executed instruction mix, it does not
matter what application is used to sample the processor power consumption. This circumstance can be observed in Figure 4.3, which shows processor-power consumption measured
for three different applications that vary signiﬁcantly with respect to the requirements they
pose to a processor: dgemm is a scalable code that is compute-bound on modern processors,
stream is a saturating code with low computational intensity that is limited by sustained
memory bandwidth, and Graph 500 is a latency-sensitive code. When interpolating towards
zero cores (dashed lines), it turns out that all applications use the same amount of baseline
power (about 25 W when the Uncore is clocked at 2.7 GHz and about 19 W when the Uncore
is clocked at 1.7 GHz.) Note that Figure 4.3 contains measurements for all active core counts
only to demonstrate the viability of the linear interpolation approach; in practice, only two
7

On the Sandy and Ivy Bridge-EP processors (where the Uncore is clocked at the same frequency as the cores)
the CPU core frequency must be changed to vary the Uncore clock; on the Haswell-EP and BroadwellEP processors, the Uncore frequency can be set using the approach documented in Appendix B; on the
AMD Epyc processor, the Uncore clock is ﬁxed and the baseline power can be established using a single
measurement (for details see Appendix E, which lists information about all processors).
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Figure 4.3: Measured processor-power consumption for dgemm (N = 20.000), stream triad
(16 GB data set size), and Graph500 (scale 24, edge factor 16) subject to active
core count and CPU core frequency on the Sandy Bridge-EP processor.
measurements performed using a different number of active cores are sufficient to perform
the interpolation.
Although Πbase is independent of the executed instruction mix, it is recommended to use
a non-saturating code for the measurements the linear interpolation of Πbase is based on, for
saturating codes require special attention: Once a saturating code uses enough active cores
to hit a bottleneck, the power dissipated by individual cores decreases (cf. the discussion
surrounding the dampening term used in Equation 4.3). As a consequence, the linear interpolation must be based on measurements that were made with a number of active cores for
which the bottleneck has not been hit. Consider Figures 4.4a and 4.4b, which show absolute performance and parallel efficiency for the dgemm and stream benchmarks on the Sandy
Bridge-EP processor:
• For the scalable dgemm benchmark, which exhibits linear scaling of performance, any
two power measurements may be used to determine Πbase , for the power dissipated
per core stays constant when varying the number of active cores. This is reﬂected by
the fact that the dashed line in Figure 4.3, which represents the linear interpolation,
passes through all dgemm measurement points.
• For the saturating stream benchmark, performance scales linearly8 only for up to four
active cores; as a consequence, per-core power consumption decreases after that point.
8

In this instance linear scaling is deﬁned as a parallel efficiency above a 90% threshold (cf. dashed red line in
Figure 4.4b).
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Figure 4.4: (a) Absolute performance and (b) parallel efficiency for dgemm (N = 20.000) and
stream triad (16 GB data set size) as function of cores on Sandy Bridge-EP running
with a CPU core frequency of 2.7 GHz.

This effect can be observed in Figure 4.3, where the dashed line only passes through
stream measurements performed with up to four cores. All remaining measurements
(shown without solid ﬁlling) are below the line and may not be used for the interpolation.

After at least three Πbase values have been determined for different Uncore frequencies,
the parameters π∗base can be obtained using, e.g., a least-squares ﬁt. On the Sandy BridgeEP processor, a ﬁt based on derived Πbase values, obtained at frequencies of 1.2, 1.7, and
2.7 GHz, respectively, results in the parameters π0base = 14.62 W, π1base = 1.07 W/GHz, and
π2base = 1.02 W/GHz2 . The resulting estimate for the processor baseline power is thus:
2
Πbase (fUncore ) = 14.62 W + 1.07 W/GHz · fUncore + 1.02 W/GHz2 · fUncore

To assert the quality of the estimate, Figure 4.5a compares empirical data to the model
estimate. In the ﬁgure, the three Πbase values that were used to ﬁt the model are shown as
circles with a solid ﬁlling, remaining Πbase values are shown as circles without ﬁlling. The
data indicates that the model perfectly describes the relationship between Uncore frequency
and baseline power. The maximum relative error encountered for all available frequencies is
below 1%. Note that similar ﬁgures comparing empirical data to model estimates for other
processors are available in Appendix E.
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Figure 4.5: (a) Comparison of empirical processor baseline power to model estimate subject
to Uncore frequency on the Sandy Bridge-EP processor. (b) Comparison of empirical core power to model estimate subject to CPU core frequency on the Sandy
Bridge-EP processor for dgemm (N = 20.000).

Core power
As laid out in Section 4.3, the single-core power dissipation Πcore depends on the frequency
the core is clocked with as well as the parallel efficiency of the code. When setting up the
core power model, the fact that an application might be saturating is initially neglected; instead, in a ﬁrst step only the three parameters describing the relationship between CPU core
frequency and dissipated power (i.e., π∗core from Equation 4.3) are determined. For saturating
codes, a supplementary step is performed when the full model is set up in which α is ﬁtted
to account for saturation effects.
To determine the core-power parameters π∗core , which are used to relate CPU core frequency
to dissipated power, at least three Πcore values obtained at different CPU core frequencies
are required. Note that there is no way to measure the power dissipated by a single core
directly—only the power dissipated by the whole processor package (i.e., the combined contributions of the Uncore and the cores) can be measured via the RAPL interface.9 However,
the contribution of power drawn by the cores can be obtained by subtracting the estimated
processor baseline power Πbase from the measured package power. Note that the resulting
difference is the power drawn by all active cores, so the value needs to be adjusted (by dividing by the number of active cores) to yield the power drawn by a single core.
9

Although AMD’s Zen microarchitecture offers per-core power counters in addition to a processor package
counters, the former do not function properly on all cores of the Zen-based Epyc processor from the testbed.
It is, therefore, necessary to derive the per-core power consumption from the measured package power as
on Intel processors.
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Figure 4.6 illustrates this process of deriving Πcore values for dgemm on the Sandy BridgeEP processor: Figure 4.6a shows package power consumption measured via RAPL counters
subject to active core count for three different CPU core frequencies. Figure 4.6b shows
the corresponding cumulative core contribution to package power, which was obtained by
subtracting the estimated baseline power from the measured power consumption. Finally,
Figure 4.6c shows the per-core power consumption Πcore , which was obtained by dividing
the previously determined cumulative core contribution by the number of active cores; the
ﬁgure also shows the mean per-core power consumption (dashed line). The fact that the
mean passes through all corresponding measurements makes it obvious that for scalable
codes it does not play any role how many cores are used during the measurement that Πcore
is based on; for saturating codes, the same restrictions as for the baseline power apply, i.e.,
measurements on which Πcore values are based must be performed with a number of cores
for which performance is not constrained by a bottleneck.
To ﬁt the core-power parameters for dgemm on the Sandy Bridge-EP processor, measurements with eight active cores were used to determine Πcore values at 1.2, 1.7, and 2.7 GHz. The
resulting parameters are π0core = 1.42 W, π1core = −0.52 W/GHz, and π2core = 1.51 W/GHz2 .
For dgemm, this concludes the model setup: Because it is a scalable code with a parallel efficiency close to one, the dampening term εαn from Equation 4.3 disappears and the estimate
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for the power dissipated by a single core becomes:
2
Πcore (fcore , 1) = 1.42 W − 0.52 W/GHz · fcore + 1.51 W/GHz2 · fcore

The quality of the resulting model estimate is asserted in Figure 4.5b, which compares
empirical data to the estimate. As was the case with baseline power, the ﬁgure shows the
Πcore values the estimate is based on as circles with solid ﬁlling and the remaining Πcore values
as circles without ﬁlling. The data indicates the model perfectly describes the relationship
between CPU core frequency and power dissipated by a single core. The maximum relative
error observed for all frequencies is below 1%. Comparisons of empirical data to model
estimates for all other processors are available in Appendix E.

Full model
All that is required to arrive at the full model, which estimates the power dissipated by the
entire processor, is to add the baseline power estimate to the per-core power estimate scaled
by the number of active cores (cf. Equation 4.4). For the scalable dgemm benchmark on the
Sandy Bridge-EP processor, the full model is thus:
Πchip (fUncore , fcore , n, 1) =Πbase (fUncore ) + n · Πcore (fcore , 1)
2
=14.62 W + 1.07 W/GHz · fUncore + 1.02 W/GHz2 · fUncore
(
)
2
+ n · 1.42 W − 0.52 W/GHz · fcore + 1.51 W/GHz2 · fcore

For saturating codes, this would be the point at which the parameter α needs to be ﬁtted:
With the baseline and core power estimates in place, the parameter α is determined using,
e.g., a least-squares ﬁt, so the estimate given by the full model matches the processor-power
consumption measured via the RAPL interface for active core counts beyond the saturation
point.
Having provided the reader with instructions on how to set up the model, it is important
to remember that parameters ﬁtted for a particular processor specimen cannot be used for
other processors of the same model: Because of shortcomings in the manufacturing process,
the quality of individual processor specimen can vary signiﬁcantly. The fact that variation
in chip quality exists and that it has a signiﬁcant impact on processor power consumption
has been well known for some time [66, 122, 123]. Figure 4.7 shows the implications of
this variation in quality on the power-model parameters. The ﬁgure shows histograms of
the model parameters based on data obtained on 100 processors of a cluster10 equipped
with ten-core Intel Broadwell-EP (Xeon E5-2630 v4) processors. The data indicates that the
model parameters follow a normal distribution, which means that parameters obtained on
a particular specimen from a processor model are not representative for this processor model
(i.e., they cannot be used to give power estimates for other specimens of the same processor
model).
This concludes the discussion of how to set up the model for a particular application. In
the following, processor-power estimates obtained via the proposed model will be compared
to empirical data to validate the model and examine its quality.
10

https://www.anleitungen.rrze.fau.de/hpc/meggie-cluster/
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4.5 Model validation
This section deals with the validation of the proposed power model. In the following, the
dgemm and stream benchmarks will be used to demonstrate the viability of the model for
both scalable and saturating codes.11 In line with the rest of the chapter, only results for the
Sandy Bridge-EP processor will be shown here; validation results for all other processors are
provided in Appendix E.
Figures 4.8a and 4.8b compare processor power measured via the RAPL interface to esti11

The power model’s ability to deal with more complex codes will be demonstrated indirectly when the energy
model (which is based on the power model) proposed in Chapter 5 is successfully validated using different
stencil codes in Sections 5.2.3 and 5.2.4.
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Figure 4.8: Comparison of measured processor package power and power model estimate for
(a) dgemm with N = 60.000 and (b) stream with a 16 GB data set on the Sandy
Bridge-EP processor subject to active core count for selected CPU core frequencies.
mates of the model for the scalable dgemm and saturating stream benchmarks, respectively.
The dgemm estimate is based on the parameters determined in the previous section. The
stream estimate uses the same base-power parameters as dgemm, the core parameters π0core =
1.33 W, π1core = 0.80 W/GHz, π2core = 1.22 W/GHz2 , and α = 0.35. For both applications,
the model’s estimates predict empirical performance with high accuracy.
To better quantify the accuracy of the model, Figures 4.9 and 4.10 show the relative model
error for all available CPU core frequencies and active core counts. For the scalable dgemm
benchmark, the mean and maximum relative model errors are 0.6% and 1.8%, respectively.
For the saturating stream benchmark, the mean error is also 0.6%; the maximum relative
error is 1.4%.
Across all examined processors, the mean and maximum relative model errors are 0.7%
and 4.0%, respectively (detailed data on the relative errors for all processors from the testbed
is available in Appendix E).
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Figure 4.9: Relative model error for dgemm with N = 60.000 on the Sandy Bridge-EP processor for all available CPU frequencies and active core counts.
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Chapter 5
A derived energy model for multi- and manycore processors
Although power models like the one proposed in the previous chapter can be useful by themselves (e.g., to gain insights into how parameters such as the number of active cores and frequencies inﬂuence the power-related behavior of processors or simply to predict power consumption), the ultimate goal in many cases is not the optimization of power consumption
but that of energy. Such optimizations include the location of optimum operating points
that result in the minimum energy-to-solution or EDP, or the preservation of energy under
performance constraints (later in the chapter, it will be demonstrated that in many cases, parameters which signiﬁcantly inﬂuence energy consumption can be tuned without loss of performance to increase energy efficiency). This desire to optimize energy consumption permeates many areas of computing—from mobile devices at the low compute end, where the goal
is to preserve battery life, to cluster computers at the high end, where energy-optimization
efforts are motivated by attempting to extract more performance from existing power budgets or to reduce utility cost. In theory, the identiﬁcation of such optimum operating points
does not require an energy model, because all necessary information can be extracted from
empirical data obtained in parameter studies; in practice, however, this is not always feasible. Consider, e.g., the 18-core Broadwell-EP chip, which offers 17 different Uncore and 12
different CPU core frequencies, for which a total of 3672 measurements would be required
to examine the entire parameter space; combined with the fact that each measurement takes
a non-negligible time (up to ﬁve minutes) to get the chip to operating temperature (i.e., reach
thermal equilibrium), this leads to situations where parameter studies can take several weeks
to complete. In contrast, setting up the model takes only six measurements (nine, if the processor has separate core and Uncore frequency domains), which can often be completed in
minutes.
In this chapter, an analytic energy model for loop-based streaming codes is proposed and
validated. The model can be used to signiﬁcantly reduce the time required to identify reasonable operating points compared to parameter studies. Moreover, the model’s usability is
not limited to giving estimates for energy consumption. By relating the power and performance models introduced previously in Chapters 3 and 4, it is possible to derive universal
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relationships between relevant chip parameters (such as, e.g., the number of active cores as
well as the CPU core and Uncore frequencies) and energy consumption as well as performance, which enables a quantiﬁcation of the trade-offs between energy and performance.
In addition, the analytic nature of the model allows the mathematical deduction of best
practices with respect to energy efficiency.
This chapter is organized as follows: The energy model is introduced in Section 5.1. In
Section 5.2, the model is validated using compute- and memory-bound codes (dgemm and
stream, respectively), as well as 2D and 3D stencil codes, to demonstrate the feasibility of
the model for applications with complex data-transfer patterns in the cache/memory hierarchy. After validation, in Section 5.3, the energy model is analyzed mathematically to extract
information about the inﬂuence of relevant chip parameters on energy and performance behavior; from these insights, a set of best practices concerning energy efficiency are derived.
These ﬁndings are complemented by analysis of empirical data in Section 5.4, extending the
scope of best practices to include performance and EDP.

5.1 Energy model
By combining the performance and power models discussed in Chapters 3 and 4, a means
to estimate energy consumption can be derived. This is achieved by dividing the power
estimate (i.e., the amount of energy consumed per second) by the performance estimate (i.e.,
the amount of work processed per second). The result is an energy estimate normalized to
the energy cost per work unit (e.g., Joule per ﬂop):
E(fcore , fUncore , n) =

Πchip (fUncore , fcore , n, εn )
PECM (fcore , fUncore , n)

(5.1)

Here, Π and P are the power and ECM model performance estimates, respectively. The
parallel efficiency using n active cores, εn , is estimated with the help of the ECM model by
estimating the speedup for n active cores. The estimated speedup is then divided by n to
yield the parallel efficiency:
εn =

PECM (fcore , fUncore , n)
n · PECM (fcore , fUncore )

(5.2)

With a slight modiﬁcation, the performance and power models can also be used to give
estimates for the EDP. This is achieved by multiplying the energy estimate E (cf. Equation 5.1) with the runtime estimate t, which can be determined by dividing the total amount
of work W by the ECM model performance estimate: t = W /PECM (fcore , fUncore , n). The
EDP estimate is then:
E(fcore , fUncore , n) · t =

W · Πchip (fUncore , fcore , n, εn )
(PECM (fcore , fUncore , n))2

(5.3)

As previously discussed, a typical application of the energy and EDP models is to locate
the energy-to-solution and EDP optima along with the corresponding operating points (i.e.,
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the CPU core and Uncore frequency as well as the active core count) to attain them. This is
done by using the model to give estimates for all combinations in the parameter space and
selecting the desired optimum from the results. This process can easily be automated (see
Appendix F for information on how the process was automated for this thesis).
In addition to practical applications, such as the location of energy and EDP optima, the
nature of the model opens it up to analytic deductions. In Section 5.3, general insights are
drawn from the model that explain processor energy consumption for scalable and saturation applications. However, before doing so, the validity of the model is established in the
following section by comparing model estimates to empirical data for a number of different
applications.

5.2 Model validation
In the following, the proposed energy model is validated on selected processors from the
testbed. The AMD Epyc, Intel Sandy Bridge-EP, and Broadwell-EP processors (with COD
mode disabled) were chosen because of their differences concerning the Uncore clock: On
the AMD Epyc processor, the Uncore frequency is static; on the Intel Sandy Bridge-EP processor, the Uncore frequency can change but is always identical to that of the CPU cores;
ﬁnally, on the Intel Broadwell-EP processor, the Uncore frequency can be set independently
of the CPU cores. To keep the discussion focused, the model is only validated on one representative of each Intel microarchitectural “tock.” Thus, the model is not validated on the
Ivy Bridge-EP and Haswell-EP processors, which, as far as the Uncore is concerned, behave
identically to the Sandy Bridge-EP and Broadwell-EP processors, respectively. Also, lacking
a way to measure power and energy consumption on IBM’s Power8 microarchitecture, this
processor is also not included in the investigation.
The dgemm and stream kernels were chosen as representatives to demonstrate the usability
of the model for scalable and saturating codes. In addition, two stencil codes were selected
to show that the model can also deal with applications that spend a signiﬁcant portion of
their runtime on data transfers in the cache/memory hierarchy.

5.2.1 General matrix-matrix multiplication
The multiplication of dense matrices, also known as general matrix-matrix multiplication or
gemm for short (dgemm when values in matrices are represented by double-precision ﬂoatingpoint numbers), is an important building block for many applications used in scientiﬁc
and high-performance computing. For instance, the method forms the basis of the linpack
benchmark, which is used to rank the TOP500 list [73], and many molecular dynamics
simulations (such as, e.g., gromacs) [124, 125].
When implemented properly, on modern processors dgemm is typically limited by a CPU’s
peak ﬂoating-point performance when working with matrices that have a non-trivial size
N . However, devising an efficient implementation for dgemm is far from trivial! As a consequence, all dgemm measurements were performed using a highly optimized implemen-
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tation provided in Intel’s Math Kernel Library (MKL). On the AMD Epyc processor, too,
Intel’s MKL was used in favor of AMD’s libFLAME library [126], which did not deliver the
expected performance. Unfortunately, Intel’s MKL is not distributed as source code, but
as pre-compiled machine code. Thus, setting up the ECM model is not possible without
reverse-engineering the machine code provided in the library. Fortunately though, setting
up the ECM model is not necessary to get performance estimates for dgemm: Since optimized
implementations get very close to the peak ﬂoating-point performance, in the following, the
simple heuristic of assuming 95% of peak performance will be used as performance estimate.1

The power model for dgemm was already set up in the previous chapter. All necessary
parameters can be found in Tables E.1 and E.2 on pages 219 and 221. Being compute-bound,
the kernel is considered scalable, so no dampening is applied to the core-power component
of the power model (i.e., εn = 1).

With performance and power models in place, estimates for energy cost can be given according to Equation 5.1. To validate the energy model’s accuracy, its estimates are compared
to empirical data. The results are displayed in scatter plots that relate energy cost to performance. For now, the focus is on energy cost to validate the model, so including performance
is not necessary; however, the scatter plot representation will prove useful later, when discussing trade-offs between energy and performance, so it is introduced here.

Figure 5.1a compares model estimates to empirical data for three different frequencies
on the Sandy Bridge-EP processor. Data for different frequencies are shown as individual
graphs, with the number of active cores changing along the graph (see annotations in the
graph for guidance); model estimates and empirical data are shown as open and solid circles, respectively. As expected, the performance heuristic produces meaningful results. The
energy model estimates prove to be accurate as well: On the Sandy Bridge-EP processor, the
maximum relative error of the model is below 2%. Results for the Broadwell-EP processors
using different CPU core and Uncore frequencies are shown in Figure 5.1b. The model estimates are of high quality for this processor as well: The maximum relative error is below
3%. Finally, Figure 5.1c shows results for AMD Epyc processor. What immediately catches
the eye in this ﬁgure is the high energy cost for low core counts on the AMD processor,
which can be explained by the relatively high baseline power of the chip (more than 60 W
compared to around 20 W on the other processors). As the core count increases, energy cost
gets closer to that of the two Intel processors. With a relative error below 2%, the model
manages to describe this behavior ﬂawlessly.

150

5.2 Model validation

Energy cost [pJ/Flop]

(a) 2500
2000

Model estimates
Empirical data

1 core

1500

2 cores

1000
500
0

0

increasin

3 cores

fcore= 1.2 GHz
25

50

gn

8 cores
fcore= 2.7 GHz

fcore= 1.9 GHz

75
100
125
Performance [GFlop/s]

150

175

Energy cost [pJ/Flop]

(b) 1750
1500
1250
1000

fcore= fUncore= 1.2 GHz
fcore= fUncore= 1.8 GHz

Model estimates
Empirical data

fcore= fUncore= 2.3 GHz

750
500
250
0

0

100

200

300
400
Performance [GFlop/s]

500

600

Energy cost [pJ/Flop]

(c) 8000
fcore= 1.2 GHz

Model estimates
Empirical data

6000
fcore= 1.8 GHz
4000

fcore= 2.7 GHz

2000
0

0

100

200
300
Performance [GFlop/s]

400

500

Figure 5.1: Scatter plots relating energy cost to performance for dgemm on (a) the Sandy
Bridge-EP processor (N = 40.000), (b) the Broadwell-EP processor (N = 60.000),
and (c) the AMD Epyc processor (N = 60.000) using different CPU core counts
as well as CPU core and Uncore frequencies.
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1
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void
stream_triad(double *A, double *B, double *C, double s, int N)
{
int i;
for (i=0; i<N; ++i)
A[i] = B[i] + s * C[i];

7
8

}

Listing 5.1: Implementation of the stream vector triad in C.

5.2.2 STREAM triad
The stream benchmark [85] consists of a collection of simple vector kernels that can be used
to determine a system’s sustained memory bandwidth. In this section, one of these kernels,
the stream triad, will be used to demonstrate the viability of the proposed energy model for
a simple saturating code.
The stream triad, shown in Listing 5.1, closely resembles the Schönauer vector triad used
throughout Chapter 3 (cf. Listing 3.1). The Schönauer and stream triad kernels are identical
with respect to arithmetic operations: Both perform one FP addition and one FP multiplication per loop iteration. The kernels differ only with respect to data transfers: While for the
Schönauer triad all three input operands (B, C, and D) must be obtained from caches/memory, for the stream triad this is the case for only two of the three inputs (B and C); the third
input, s, is a scalar that can be kept in a register.

Application model
The application model consists of the instruction mix for nit loop iterations of the stream
triad, the amount of work carried out during these loop iterations, and the problem size
from which data set sizes are derived.
All processors use a cache-line size of 64 byte, which means the number of loop iterations
required to consume one CL worth of data from each input stream is nit = 8. The amount
of work carried out during one loop iteration is two ﬂops (one FP addition and one FP multiplication), so the amount carried out during nit = 8 loop instructions is Wnit = 16 ﬂops.
Carrying out these 16 ﬂops requires two AVX add and mul instructions on the Sandy
Bridge-EP microarchitecture, and two AVX fma instructions on the Intel Broadwell-EP and
AMD Epyc microarchitectures. Loading and storing the data requires four AVX load and
two AVX store instructions on all processors.
1

The single-core estimate is given by 95% of the theoretical peak ﬂoating-point performance, which is the
number of DP operations per vector instruction (SIMD vectorization and FMA capability) times the number of SIMD instructions that can be retired in parallel in each cycle (superscalarity, instruction level parallelism) multiplied by the CPU core frequency. Being compute-bound, performance is expected to scale
linearly with the number of cores. The multi-core performance estimate is thus n times the single-core
estimate.
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Figure 5.2: Visualization of cache line transfers during nit = 8 loop iterations of the stream
triad with an in-memory data set inside the (a) Sandy Bridge-EP and BroadwellEP and (b) AMD Epyc cache/memory hierarchies.
The only relevant parameter with respect to problem size is N , which speciﬁes the number of DP FP numbers per array. The data-set size can be derived from this parameter by
multiplying it with the size of a DP FP number (eight byte) and the number of arrays (three).
For the following experiments, N was chosen to result in an in-memory data set with a size
of 16 GB on the Intel processors and 4 GB on the AMD processor.

Model estimates
In order to give energy estimates, the ECM performance and the quantitative power models
need to be set up. To avoid a deluge of information, the ECM model will only be discussed
for the nominal CPU core and Uncore frequencies of the processors (see Chapter 3 for instructions on how to set up the model for arbitrary frequencies). Note that when applying
the model in practice to generate estimates for multiple parameter combinations, it is recommended to automate the process, for carrying out the necessary calculations manually is
a tedious and error-prone undertaking (see Appendix F for the approach employed in this
work).
As usual, setting up the ECM model requires an analysis of CL transfers in the cache/memory hierarchy. Figures 5.2a and 5.2b show the CL transfers taking place during nit loop iterations of the stream benchmark for Intel and AMD processors, respectively. On the Intel
processors, which implement non-victim L3 caches, the two CL corresponding to the input
arrays B and C are streamed from main memory; in addition, the CL corresponding to the
target array A needs to be read from main memory (RFO); ﬁnally, after the new results have
been written to the CL, it must be evicted to main memory. In sum, this makes for a transfer
of four 64-byte CLs between the L3 cache and main memory, resulting in vL3Mem = 256 B.
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Data volumes between all other communicating cache pairs are identical.
On the AMD Epyc processor, which implements a victim L3 cache, the two input CLs
from arrays B and C, together with the RFO for the CL from the target array A, are sent from
main memory directly to the L2 cache, resulting in vL2Mem = 192 B. The three CLs are then
transferred from the L2 into the L1 cache, corresponding to vL1←L2 = 192 B. When the CL
corresponding to the target array A has been updated, it is evicted from the L1 to the L2
cache, resulting in vL1→L2 = 64 B. The modiﬁed CL corresponding to the array A is later
evicted from the L2 to the victim L3 cache (vL2L3 = 64 B). Due to the various data-ﬂow
optimizations documented in the AMD processor’s machine model (cf. Section 3.4.3), no
other CLs are transferred between the L2 and L3 caches. At some point, the modiﬁed CL is
evicted from the victim L3 to main memory (vL3Mem = 64 B).
With data-transfer volumes in the cache/memory hierarchy in place, ECM model runtime
estimates can be given. The Sandy Bridge-EP processor will be the ﬁrst for which ECM estimates will be given. The ECM machine model established previously for this processor is
documented in Table 3.3 on page 92. The application model speciﬁes two AVX add and two
AVX mul instructions for nit = 8 loop iterations. The throughputs of one AVX add and one
AVX mul instructions per cycle documented in the machine model thus lead to a runtime
contribution of Tcomp = 2 cy. The machine model documents a throughput of one AVX
load instruction and half an AVX store instruction per cycle. Retiring the six load/store instructions under the constraint that the front end can only retire four micro-ops per cycle
results in TRegL1 = 5 cy (see Figure 5.3). At the documented bandwidth of 32 B/c, transferring
vL1L2 = 256 B between the L1 and L2 caches takes TL1L2 = 8 cy. Data volume and bandwidth
between the L2 and L3 caches is identical to that of the L1 and L2 caches, so TL2L3 = 8 cy as
well. The RFO-adjusted sustained main memory bandwidth for the stream triad was determined to be 39.3 GB/s, which, at the nominal CPU core frequency of 2.7 GHz, corresponds
to a bandwidth of 14.5 B/cy. Transferring vL3Mem = 256 B thus results in a contribution of
TL3Mem = 17.6 cy. The machine model speciﬁes that none of the data transfers inside the
processor’s cache hierarchy can overlap. As a consequence, the different data-transfer runtime contributions have to be summed up. The runtime estimate for Sandy Bridge-EP is
then
(
)
Mem
TECM
= max Tcomp , TRegL1 + TL1L2 + TL2L3 + TL3Mem = max (2 cy, 38.6 cy) = 38.6 cy
Next in line is the Broadwell-EP processor, whose ECM machine model can be found in
Table 3.4 on page 99. During all measurements, the processor was operated in the default
(i.e., non-COD) mode. The application model speciﬁes two AVX fma, four AVX load, and
two AVX store instructions for nit loop iterations. In contrast to the Sandy and Ivy Bridge-EP
processors, where the throughput of load and store instructions was not subject to additional constraints, a Broadwell-EP core can retire a maximum of two load/store instructions
per cycle, so Equation 3.22 (cf. page 74) applies. The load and store throughputs of 2 AVX
load/cy and 1 AVX store/cy, respectively, thus result in TRegL1 = max(2 cy, 2 cy, 3 cy) = 3 cy.
Moreover, retiring the two AVX fma instructions at a throughput of two AVX fma instructions per cycle takes Tcomp = 1 cy. With respect to latency contributions, it worth pointing
out that the stream triad’s load-store ratio of three does not meet the minimum of four that
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Figure 5.3: Mapping of the instructions required during nit = 8 loop iterations of the stream
triad to the execution units of a Sandy Bridge-EP core. Although AVX load and
store instructions take two cycles to execute (AVX registers are 32-byte wide but
the link between the register ﬁle and the L1 cache is only 16-byte wide), issuing
an instruction takes only a single cycle (cycles in which instructions are issued
are highlighted in blue). Whenever the four micro-op per cycle retirement limit
of the core becomes the bottleneck, the queue holding instructions to be retired
becomes full after a start-up phase. From this point onward, a maximum of
four micro-ops is retired per cycle, resulting in a maximum of four new entries in
the retirement queue per cycle. Since each issued instruction allocates an entry
in the retirement queue, this means that once the retirement queue is ﬁlled, no
more than four micro-ops can be issued per cycle. The ﬁgure shows instruction
mapping under this constraint: In each of the ﬁrst two cycles, one AVX add and
one AVX mul are issued. In addition, two AVX load instructions are issued in the
ﬁrst cycle. This leaves no room for the AVX store instruction in the ﬁrst cycle, so
it can only be issued in the next. After the ﬁrst AVX store instruction has ﬁnished
execution after two cycles, the second AVX store instruction can be issued in the
third cycle. Because this AVX store instruction, too, takes two cycles to complete,
the overall in-core execution time is ﬁve cycles.
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was established when discussion the processor’s machine model in Section 3.4.2. As a consequence, the latency contributions for the stream are different from those documented in Table 3.4. For L1-L2 transfers, a latency contribution of 0.78 cy/CL was determined (opposed to
0.56 cy/CL documented in the machine model). For four CLs, this results in a latency contrilat
bution of TL1L2
= 3.1 cy. Moreover, the bandwidth for L1-L2 transfers is documented in the
machine model to be 64 B/cy, so the overall runtime of data transfers between these caches
is TL1L2 = 256 B/64 B/cy + 3.1 cy = 7.1 cy. For L2-L3 transfers, a latency contribution of
lat
TL2L3
= 0.6 cy/CL was determined (incidentally, this value exactly matches the 0.6 cy/CL latency contribution documented in the machine model). For four CLs, this results in a latency
lat
contribution of TL2L3
= 2.4 cy. The L2-L3 bandwidth documented in the machine model is
32 B/cy. This leads to a runtime contribution of TL2L3 = 256 B/32 B/cy + 2.4 cy = 10.4 cy.
lat
For L3-memory transfers, a latency contribution of TL3Mem
= 2.8 cy/CL was determined
(compared to 4.3 cy/CL documented in the machine model). For four CLs, this results in a
lat
latency contribution of TL3Mem
= 11.2 cy. The memory bandwidth documented in the machine model is 27.2 B/cy, resulting in a contribution of TL3Mem = 256 B/ 27.2B/cy+11.2 cy =
20.5 cy. Again, the machine model speciﬁes that none of the data transfers inside the processor’s cache/memory hierarchy can overlap, which means that data-transfer contributions
must be summed up. The runtime estimate for the Broadwell-EP processor running at CPU
core and Uncore frequency of 2.3 GHz is thus
(
)
Mem
TECM
= max Tcomp , TRegL1 + TL1L2 + TL2L3 + TL3Mem = max (1 cy, 41.0 cy) = 41.0 cy
Last in line is the AMD Epyc processor, whose ECM machine model is documented
in Table 3.7 on page 114. As far as AVX load and store instructions are concerned, the
machine model documents a throughput of one respectively half an instruction per cycle; moreover, the core can retire a maximum of one AVX load/store instruction per cycle, so Equation 3.22 applies. Retiring four AVX load and two AVX store instructions thus
takes TRegL1 = max(4 cy, 4 cy, 6 cy) = 6 cy. Moreover, retiring the two AVX fma instructions at a throughput of one AVX fma instructions per cycle results in Tcomp = 2 cy. Data
transfers between the L1 and L2 caches over the two 32-byte wide, uni-directional data
paths take TL1L2 = max (192 B/32 B/cy, 64 B/32 B/cy) = 6 cy. Evicting one CL from the
L2 to the L3 cache takes TL2L3 = 64 B/32 B/cy = 2 cy. For the stream triad the RFOadjusted sustained memory bandwidth (of a single NUMA domain) of the Epyc processor
is about 30 GB/s. At the nominal clock frequency of 2.3 GHz this corresponds to a bandwidth of 13.0 B/cy. Data transfers between the memory and the L2 respectively L3 thus take
TL2Mem = 192 B/13.0 B/cy ≈ 14.8 cy and TL3Mem = 64 B/13.0 B/cy ≈ 4.9 cy, resulting in a
total memory transfer time of TL∗Mem = TL2Mem + TL3Mem = 19.7 cy. The machine model
speciﬁes that L2-L3, L2-memory, and L3-memory transfers cannot overlap, so the runtime
contributions of these transfers must be added up. The corresponding ECM model singlecore runtime estimate is thus:
(
)
Mem
TECM
= max Tcomp , TRegL1 , TL1L2 , TL2L3 + TL2Mem + TL3Mem
= max (2 cy, 6 cy, 6 cy, 21.7 cy) = 21.7 cy
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Microarchitecture Intel Sandy Bridge-EP

Intel Broadwell-EP

AMD Epyc

TMem
Mem
TECM
T̄0

17.6 cy
38.6 cy
7.0 cy

9.6 cy
41.0 cy
5.2 cy

19.7 cy
21.7 cy
0 cy

π0core
π1core
π2core
α

1.33 W
0.80 W/GHz
1.22 W/GHz2
0.3

-1.17 W
2.95 W/GHz
-0.24 W/GHz2
0.5

-0.32 W
3.46 W/GHz
-0.40 W/GHz2
0.4

Table 5.1: Relevant ECM and power model parameters of the stream triad for the Intel Sandy
Bridge-EP, Haswell-EP, and AMD Epyc processors.

Summary and validation
Table 5.1 summarizes the established relevant ECM model parameters for all processors.
As previously established (cf. Equation 3.14 and the following discussion), TMem , which is required for the reﬁned ECM model multi-core performance estimate proposed in Section 3.2.1,
xfer
corresponds to the time the memory bus is busy transferring data (i.e., TMem = TL3Mem
on
xfer
xfer
the Intel Sandy Bridge-EP and Broadwell-EP processors, and TMem = TL2Mem + TL3Mem on
the AMD Epyc processor). In addition, the upper part of the table includes the multi-core
scaling parameter T̄0 determined for the stream triad.
The lower part of Table 5.1 lists all relevant power-model parameters. The applicationspeciﬁc core-power parameters π∗core and the dampening exponent α for the stream triad
were determined according to the instructions provided in Section 4.4. Since the processors’
baseline-power parameters π∗base are independent of the executed instruction mix, they are
not reproduced here (see Table E.1 on page 219 for a list of processor baseline-power parameters).
The derived energy and performance estimates are compared to empirical energy and performance data in Figures 5.4 and 5.5. Figure 5.4a shows results for the Sandy Bridge-EP
processors at different CPU core frequencies (note that the Sandy and Ivy Bridge-EP processors have a single clock domain for CPU cores and the Uncore, so changing the CPU core
frequency implies changing the Uncore frequency). As before, measurements and empirical data are shown as open and solid circles, respectively. The reﬁned ECM model does a
good job estimating multi-core performance close to and after the saturation point while the
dampening term correctly adjusts the per-core power estimate underlying the energy predictions; as a consequence, the models continue to deliver accurate energy and performance
estimates once memory bandwidth is saturated. The maximum relative error for all estimates
on the Sandy Bridge-EP processor is 4%.
Results for the Broadwell-EP processor, which uses separate clock domains for cores and
Uncore, are shown in Figure 5.4b. In addition to two graphs where the CPU cores and the
Uncore are both running at the nominal and lowest supported frequencies (green and black),
a third graph (red) is shown to demonstrate the model’s capability to deal with cores and
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Figure 5.4: Scatter plot relating performance and energy-cost estimates to empirical data for
the stream benchmark using a 16 GB data set for different CPU core counts and
CPU core (and Uncore) frequencies on the (a) Sandy Bridge-EP and (b) BroadwellEP processors.

Uncore running at different frequencies. In all three cases, the model delivers high-quality
estimates (the maximum relative model error on Broadwell-EP is 4% as well).
The hierarchical design of the AMD Epyc processor requires a separate analysis of the
processor’s different scaling domains to cover all relevant scenarios when scaling the number of active cores. Figure 5.5a depicts estimated and measured energy and performance
when scaling cores inside a single Zeppelin (using a single Zeppelin corresponds to using
one of the four NUMA nodes of the processor, cf. Figure 2.7 on page 38). When scaling
the number of cores inside a single Zeppelin, the observed behavior resembles that of the
Intel processors: As long as the memory interface is not saturated, adding cores improves
performance and energy cost is reduced; after saturation, adding cores no longer increases
performance and energy cost rises. Figure 5.5b compares energy and performance estimates
to empirical data when scaling Zeppelins (i.e., the NUMA nodes of the processor). In this
scenario, performance scales linearly with the number of Zeppelins, for each one features its
own memory. Since performance scales, the energy-cost behavior resembles that of the previously examined dgemm benchmark. In summary, the model produces accurate estimates
for both scaling scenarios. The model’s maximum relative error observed on the AMD Epyc
processor was 3%.
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Figure 5.5: Scatter plot relating performance and energy-cost estimates to empirical data for
the stream benchmark using a 16 GB data set for different CPU core counts and
CPU core frequencies on the AMD Epyc processor for (a) core scaling inside a
single Zeppelin and (b) Zeppelin scaling (with two active cores per Zeppelin)
inside the full processor.

5.2.3 2D five-point Jacobi stencil
After dealing with the stream triad as an example of a streaming code with a simple dataaccess pattern and trivial data transfers in the cache/memory hierarchy, the model is now
validated using stencil codes, which exhibit a more complex data-access pattern are of more
practical relevance (e.g., in computational ﬂuid dynamics simulations [127], solving of partial
differential equations [128], or image processing [129]). Stencil codes are iteratively applied
kernels that update sites of a lattice according to a template called stencil. A 2D ﬁve-point
Jacobi stencil will mark the beginning in this subsection before a more complex 3D 27-point
long-range stencil is addressed in the next.
The 2D ﬁve-point Jacobi stencil works as follows: Given a lattice Li representing the state
of a system at some point in time i, the new state of each lattice site, at the next discrete
point in time i + 1, Li+1
x,y , is calculated as the geometric mean of the site’s adjacent Cartesian
neighbors:
)
1( i
(5.4)
Lx,y−1 + Lix−1,y + Lix+1,y + Lix,y+1
Li+1
x,y =
4
An illustrative representation of Equation 5.4 is shown in Figure 5.6. Listing 5.2 contains
a C implementation of one Jacobi sweep, which corresponds to the conversion of all sites
of a lattice L from one discrete time step to the next. Instead of using dedicated memory
for each time step of the simulation, memory is allocated for just two lattice instances: One
to hold the values of the lattice for the current time step (lattice_old in the listing), and
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Figure 5.6: Illustration of the 2D ﬁve-point Jacobi stencil. The image on the right shows the
lattice site for which the new state at the point in time i + 1 is to be computed in
red. The left shows in blue those lattices on whose values (at the point in time i)
the lattice site to be updated depends.

one for the next (lattice_new in the listing). After a Jacobi sweep is completed, both grids
are exchanged (i.e., the pointers lattice_old and lattice_old are swapped), so memory
containing the newly computed results corresponds to the current time step, and the memory
containing data from the previous iteration (which is no longer required) becomes available
to hold the lattice for the next time step. The code shown in the listing produces the optimum
AVX SIMD-vectorized instruction mix for all investigated processors when compiled with
the Intel C compiler (using the -xHost, -O3, and -fno-aliasing switches). The pragma
in line ﬁve statically distributes continuous, horizontal stripes of equal size across all cores
of a processor by means of OpenMP parallelization. The pragma in line seven instructs
the compiler to generate AVX load instructions in favor of SSE ones that might otherwise
be generated on the Sandy and Ivy Bridge-EP processors to reduce the probability of split
cache-line loads.2

2

On microarchitectures preceding the Intel Sandy and Ivy Bridge-EP ones, split cache-line loads (i.e., SIMDvectorized load instructions that cross a cache-line boundary) can cause signiﬁcant performance penalties.
To reduce the probability of split cache-line loads happening, 16-byte wide SSE load instructions are generated on Intel microarchitectures that do not have full 32-byte wide data paths between the load/store
units and the L1 cache. A workaround to this is the vector-aligned pragma, which tells the compiler that
the programmer guarantees all arrays are sufficiently aligned so no split cache-line loads can occur. As a
result, the compiler will generate 32-byte AVX load instructions instead of 16-byte SSE instructions. On
the Sandy and Ivy Bridge-EP processors, even when the arrays are not sufficiently aligned, performance is
higher when using AVX load instructions. Note that no alignment issues are encountered at runtime, for
employed Intel compiler always generates unaligned AVX load/store instructions.
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void
sweep(double *lattice_old, double *lattice_new, int X, int Y)
{
int x, y;
#pragma omp parallel for schedule(static)
for (y=1; y<(Y-1); ++y)
#pragma vector aligned
for (x=1; x<(X-1); ++x)
lattice_new[y*X+x] = 0.25 * (lattice_old[(y-1)*X+x] +
lattice_old[y*X+x-1] +
lattice_old[y*X+x+1] +
lattice_old[(y+1)*X+x]);
}

Listing 5.2: C implementation of one lattice sweep for the 2D 5-point Jacobi stencil.

Application model
The application model consists of the instruction mix for nit loop iterations of the 2D 5point Jacobi stencil, the amount of work carried out during these loop iterations, and the
problem size from which data-set sizes are derived.
All processors use a cache-line size of 64 byte, which means the number of loop iterations
required to consume one CL worth of data from each input stream is nit = 8. Typically, work
in stencil codes is expressed in lattice site updates (LUP) instead of ﬂoating-point operations,
with one loop iteration corresponding to one LUP. The amount of work carried out during
nit loop iterations is thus eight LUP.
Loading the input data for eight LUP requires eight AVX load instructions (two 32-byte
AVX load instructions for each of the four 64-byte input CLs neighboring the CL to be
updated). Carrying out the computations involves six AVX add instructions (to add up the
four input CLs) and two AVX mul instruction (to compute the average by multiplying with a
value of 0.25). Finally, storing the CL that contains the newly computed results requires two
AVX store instructions.
The relevant parameters with respect to the problem size are the lattices’ extents in xand y-dimensions. In this instance, square lattices were employed, so there is only a single
parameter, N , that sets extensions in both x- and y-dimensions. From this parameter, the
data-set size can be derived by multiplying the number of lattices (two) with the number of
sites per lattice (N 2 ) and the amount of memory per lattice site (8 byte per DP FP number).
For the following experiments, N was chosen to result in an in-memory data set with a size
of 14 GB. This size was chosen to make the entire data set ﬁt inside a single NUMA domain
of the AMD Epyc processor, which has a memory capacity of 16 GB.
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Model estimates
In the following, the performance and power models will be set up to make it possible to
give energy estimates. As before, when dealing with the stream triad, ECM model estimates
will only be given for the nominal clock frequencies of the processors.
As usual, setting up the ECM model for the stencil requires a close examination of data
transfers inside the cache/memory hierarchies of the investigated architectures. When updating lattice sites sequentially (as implemented in Listing 5.2), there can be signiﬁcant reuse
of data from caches. E.g., Lx−1,y can always be reused from the L1 cache as it was used only
two lattice sites updates earlier as Lx+1,y .
For the chosen data-set size of 7 GB per lattice (14 GB for two lattices, see application
model), the value Lx,y+1 always needs to be loaded from main memory, for it was not used before within a sweep and the caches are too small to retain the lattices across sweeps. Whether
Lx,y−1 and Lx+1,y still reside in a particular cache level depends on whether a cache’s capacity
is sufficient to hold at least three consecutive lattice lines, a requirement known as the layer
condition (LC) [94].3 Given the cache capacity of Ck for a k-th level cache and a lattice with
a width of dx in which lattice-site values are represented using 8-byte DP FP numbers, the
lattice sites Lx,y−1 and Lx+1,y can be reused from cache level k if
3 · dx · 8 B < 50% · Ck

(5.5)

To make the condition more robust, the cache’s working capacity is assumed to be 50% of
the documented size. This adjustment is necessary because data brought in by prefetchers
preempt a non-negligible portion of data in the cache that could otherwise be reused. Investigations have shown that caches on the investigated processors deliver hit rates close to
100% only for data sets that use at most half of the cache’s capacity when prefetchers are
turned on.
Using this information, it is simple to determine if and if so from which level in the
cache/memory hierarchy Lx,y−1 and Lx+1,y can be reused.
√ A quadratic lattice with a 7 GB
memory footprint has an extent in x-dimension of dx = 7 GB/8 B ≈ 30652 lattices. Three
lines of lattice sites, corresponding to a memory footprint of 3 · 30652 · 8 B ≈ 718 kB, must
ﬁt inside a cache to fulﬁll the LC. On Intel architectures, the L1 and L2 caches with their
effective capacities of 50% · 32 kB and 50% · 256 kB are too small to hold this amount of data.
The situation is similar on AMD’s Epyc processor, where the L1 and L2 caches have effective
sizes of 50% · 32 kB and 50% · 512 kB, respectively. At effective capacities of 50% · 20 MB
(Sandy Bridge-EP), 50%·45 MB (Broadwell-EP), and 50%·16 MB (Epyc),4 only the L3 caches
provide sufficient capacity to fulﬁll the LC. This means Lx,y−1 and Lx+1,y can be reused from
the L3 cache on all processors.
3

If three lines of lattice sites ﬁt into a cache level, data used in the previous iteration of the y-loop can be
retained in that cache. Since Lx,y−1 and Lx+1,y were last used in the previous iteration of the y-loop as
Lx−1,y and Lx,y+1 , respectively, they can be reused from the cache if the cache is large enough to hold three
lines of lattice sites.
4
While the AMD Epyc processor features 64 MB of L3 cache, a single NUMA domain (i.e., Zen Zeppelin)
provides only 16 MB (cf. Figure 2.7).
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Figure 5.7: Visualization of the CL transfers during nit = 8 loop iterations of the 2D ﬁvepoint Jacobi with quadratic lattices and an aggregate data-set size of 14 GB inside
the (a) Sandy Bridge-EP and Broadwell-EP and (b) AMD Epyc cache/memory
hierarchies. For the sake of readability, time steps (i.e., superscripts i and i+1) are
not annotated. If inputs (Ly−1,x , Ly,x−1 , Ly,x+1 , and Ly+1,x ) come from a lattice
corresponding to time step i, the output (Ly,x ) is written to a lattice corresponding
to the next time step i + 1.
Figure 5.7 compares the implications of the previous discussion on traffic in the context
of the ECM model for (a) Intel Sandy Bridge-EP and Broadwell-EP and (b) AMD Epyc processors. On the Intel processors, three CLs are transferred between the L3 cache and main
memory (one RFO for the CL to be updated, one evict of the updated CL, and the input CL
corresponding to Lx,y+1 ), resulting in vL3Mem = 192 B. Traffic between the other levels of the
cache hierarchy includes two additional input CLs (corresponding to Lx+1,y and Lx,y−1 ) that
can be reused from the L3 cache, so vL1L2 = vL2L3 = 320 B.
On the AMD Epyc processor, the L1 cache receives four CLs from the L2 (one RFO for
the target CL and three input CL), resulting in vL1←L2 = 256 B. Moreover, the modiﬁed CL
containing the newly computed results for the target lattice is evicted from the L1 to the L2, so
vL1→L2 = 64 B. CL traffic between the L2 and victim L3 cache turns out to be more complex
compared to previous scenarios, for the data-access pattern is no longer simple enough for
the previously observed data-ﬂow optimizations to occur. As a result, all CLs preempted in
the L2 cache are now evicted to the L3 cache. In total, four CLs are evicted from the L2 to
the L3 cache (triggered by placing the CL for the target array, and the three input CLs in the
L2). Moreover, two input CL (corresponding to Lx+1,y and Lx,y−1 ) can be reused from the
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victim L3 cache. In total, this makes for six CLs transferred between the L2 and victim L3
cache, resulting in a movement of vL2L3 = 384 B. Two CLs are sent from main memory to
the L2 cache (one RFO for the CL to be updated and the input CL corresponding to Lx,y+1 ),
resulting in vL2←Mem = 192 B. Finally, the CL containing the newly computed results is
evicted from the victim L3 cache to main memory, so vL3→Mem = 64 B.
With the data-transfer analysis in the cache/memory hierarchy complete, ECM model
runtime estimates can be given. The Sandy Bridge-EP processor, whose ECM machine
model is documented in Table 3.3 on page 92, will the ﬁrst for which ECM estimates will
be given. With respect to arithmetic, the application model speciﬁes six AVX add and two
AVX mul instructions for nit = 8 loop iterations. The throughputs of one AVX add and one
AVX mul instructions per cycle documented in the machine model thus lead to a runtime
contribution of exclusively computational cycles of Tcomp = 6 cy. The machine model documents a throughput of one AVX load instruction and half an AVX store instruction per cycle,
so retiring the eight AVX load and two AVX store instructions recorded in the application
model takes TRegL1 = 8 cy. Transferring vL1L2 = 320 B between the L1 and L2 caches at the
documented bandwidth of 32 B/c takes TL1L2 = 10 cy. Data volume and bandwidth between
the L2 and L3 caches is identical to that of the L1 and L2 caches, so TL2L3 = 10 cy as well.
The RFO-adjusted sustained main memory bandwidth for the 2D 5-point Jacobi is similar
to that of the Schönauer triad that was used when determining the ECM machine model,
so the bandwidth of 13.8 B/cy documented in the machine model can be used. Transferring
vL3Mem = 192 B thus results in a contribution of TL3Mem = 13.9 cy. The machine model
speciﬁes that none of the data transfers inside the processor’s cache hierarchy can overlap.
As a consequence, the different data-transfer runtime contributions have to be summed up.
The runtime estimate for Sandy Bridge-EP is then
(
)
Mem
TECM
= max Tcomp , TRegL1 + TL1L2 + TL2L3 + TL3Mem = max (6 cy, 41.9 cy) = 41.9 cy
Next in line is the Broadwell-EP processor, whose ECM machine model can be found in
Table 3.4 on page 99. As before, the processor was operated in the default (i.e., non-COD)
mode for all measurements. With respect to arithmetic, the application model speciﬁes six
AVX add and two AVX mul instructions for nit loop iterations. The throughputs of one AVX
add and one AVX mul instructions per cycle documented in the machine model thus lead
to a runtime contribution of exclusively computational cycles of Tcomp = 6 cy. As far as
loading and storing data is concerned, the application model speciﬁes eight AVX load and
two AVX store instructions. The machine model records a throughput of two respectively
one AVX load and store instructions; in addition, there is the restriction of a maximum of
two load/store instructions per cycle, so Equation 3.22 (cf. page 74) applies. All of this leads
to a runtime contribution of TRegL1 = max(4 cy, 2 cy, 5 cy) = 5 cy. The runtime contribution
of L1-L2 data transfers is made up of the transfer time, which is 320 B/64 B/cy = 5 cy, plus a
latency contribution of 2.8 cy (ﬁve CLs times 0.56 cy/CL), resulting TL1L2 = 7.8 cy. Similarly,
the contribution of L2-L3 transfers is made up of the transfer time, which is 320 B/32 B/cy =
10 cy, plus a latency contribution of 3 cy (ﬁve CLs times 0.6 cy/CL). In total this leads to a
contribution of TL2L3 = 13 cy. Finally, the runtime contribution of L3-memory transfers, too,
is made up of the data-transfer time and a latency contribution. At the documented memory
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xfer
bandwidth of 27.2 B/cy, the data-transfer time is TL3Mem
= 7.1 cy. The latency contribution
lat
of memory transfers is TL3Mem = 12.9 cy (three CLs times 4.3 cy/CL). The total runtime
contribution of L3-memory transfers is thus TL3Mem = 20 cy. The machine model speciﬁes
that none of the data transfers inside the processor’s cache/memory hierarchy can overlap,
which means that data-transfer contributions must be summed up. The runtime estimate
for the Broadwell-EP processors is then
(
)
Mem
= max Tcomp , TRegL1 + TL1L2 + TL2L3 + TL3Mem = max (6 cy, 45.8 cy) = 45.8 cy
TECM

Last in line is the AMD Epyc processor, whose ECM machine model is documented in
Table 3.7 on page 114. As far as AVX load and store instructions are concerned, the machine
model documents a throughput of one respectively half an instruction per cycle; moreover,
the core can retire a maximum of one AVX load/store instruction per cycle, so Equation 3.22
applies. Retiring the eight AVX load and two AVX store instructions documented in the
application model, therefore, takes TRegL1 = max(8 cy, 4 cy, 10 cy) = 10 cy. Moreover, retiring the six AVX add and two AVX mul instructions at a throughput of one instructions
per cycle for each of the two instruction types results in Tcomp = 6 cy. Data transfers between the L1 and L2 caches over the two 32-byte wide, uni-directional data paths take
TL1L2 = max (256 B/32 B/cy, 64 B/32 B/cy) = 8 cy. At the documented L2-L3 bandwidth
of 32 B/cy, transferring vL2L3 = 384 B between the L2 and L3 caches takes TL2L3 = 12 cy. For
the 2D 5-point Jacobi triad, the RFO-adjusted sustained memory bandwidth (of a single
NUMA domain) is about 32.4 GB/s, corresponding to a bandwidth of 14.1 B/cy at the nominal clock frequency. Data transfers between the memory and the L2 respectively L3 thus
take TL2Mem = 128 B/14.1 B/cy ≈ 9.1 cy and TL3Mem = 64 B/14.1 B/cy ≈ 4.5 cy, resulting
in a total memory transfer time of TL∗Mem = TL2Mem + TL3Mem = 13.6 cy. The machine
model speciﬁes that L2-L3, L2-memory, and L3-memory transfers cannot overlap, so the
runtime contributions of these transfers must be added up. The corresponding ECM model
single-core runtime estimate is thus:
(
)
Mem
TECM
= max Tcomp , TRegL1 , TL1L2 , TL2L3 + TL2Mem + TL3Mem
= max (6 cy, 10 cy, 8 cy, 25.6 cy) = 25.6 cy

Summary and validation
Table 5.2 summarizes all inputs required to give performance, power, and energy estimates.
The upper part of the table contains a summary of the previously established ECM model
information, along with the multi-core scaling ﬁt parameter for the 2D 5-point Jacobi. The
lower part contains the determined application-speciﬁc core-power parameters π∗core along
with the dampening factor α.
The resulting performance and energy estimates are compared to their empirically determined counterparts in Figures 5.8 and 5.9. Figure 5.8a shown results for the Sandy Bridge-EP
processor running at different CPU core (and thereby implicitly Uncore) frequencies. For
all frequencies, the models manage to estimate performance and energy with very high precision. On the Sandy Bridge-EP processor, the maximum relative model error is below 3%.
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Figure 5.8: Scatter plot relating performance and energy-cost estimates to empirical data for
the 2D ﬁve-point Jacobi stencil using a 16 GB data set for different CPU core
counts and CPU core (and Uncore) frequencies on the (a) Sandy Bridge-EP and
(b) Broadwell-EP processors.
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Figure 5.9: Scatter plot relating performance and energy-cost estimates to empirical data for
the 2D ﬁve-point Jacobi stencil using a 16 GB data set for different CPU core
counts and CPU core frequencies on the AMD Epyc processor for (a) core scaling inside a single Zeppelin and (b) Zeppelin scaling with two (1.8 and 2.7 GHz)
respectively three (1.2 GHz) active cores inside the full processor.
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Microarchitecture Intel Sandy Bridge-EP

Intel Broadwell-EP

AMD Epyc

TMem
Mem
TECM
T̄0

13.9 cy
41.9 cy
3.5 cy

20.0 cy
45.8 cy
3.5 cy

13.6 cy
25.6 cy
0 cy

π0core
π1core
π2core
α

1.27 W
0.42 W/GHz
1.33 W/GHz2
0.3

0.09 W
3.53 W/GHz
-0.36 W/GHz2
0.8

1.43 W
1.02 W/GHz
0.27 W/GHz2
0.3

Table 5.2: ECM and power model data for the 2D ﬁve-point Jacobi stencil for the Intel Sandy
Bridge-EP, Haswell-EP, and AMD Epyc processors.
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Figure 5.10: (a) Illustration of the 3D 25-point stencil. (b) Same illustration with color indicating which level in the cache/memory hierarchy input data is coming from.

Figure 5.8b shows results for the Broadwell-EP processor. In addition to two graphs where
CPU core and Uncore frequency are identical and set to the nominal and lowest frequencies,
respectively, a third graph is shown where CPU and Uncore frequencies differ. In all cases, the
model delivers estimates of high accuracy. The maximum relative error on the Broadwell-EP
processor is below 4%.
As before, the analysis of the AMD Epyc processor deals with the different scaling domains individually. Figure 5.5a depicts estimated and measured energy and performance
when scaling cores inside a single Zeppelin, whereas Figure 5.5b shows results when scaling
Zeppelins (i.e., NUMA nodes), each with a sufficient number of active cores to saturate main
memory bandwidth, inside the chip. In both cases, the models manage to predict empirical performance and energy with high accuracy. The maximum relative model error on the
AMD Epyc processors is below 3%.
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28

void
sweep(float *U, float *V, float *ROC, float c0, float c1, float c2,
float c3, float c4, int X, int Y, int Z)
{
uint64_t x, y, z;
float lap;
#pragma omp parallel for schedule(static)
for (z=4; z<(Z-4); ++z) {
for (y=4; y<(Y-4); ++y) {
for (x=4; x<(X-4); ++x) {
lap = c0 * V[(z )*Y*X+(y )*X+(x )] +
c1 * (V[(z )*Y*X+(y )*X+(x+1)] + V[(z )*Y*X+(y )*X+(x-1)]) +
c1 * (V[(z )*Y*X+(y+1)*X+(x )] + V[(z )*Y*X+(y-1)*X+(x )]) +
c1 * (V[(z+1)*Y*X+(y )*X+(x )] + V[(z-1)*Y*X+(y )*X+(x )]) +
c2 * (V[(z )*Y*X+(y )*X+(x+2)] + V[(z )*Y*X+(y )*X+(x-2)]) +
c2 * (V[(z )*Y*X+(y+2)*X+(x )] + V[(z )*Y*X+(y-2)*X+(x )]) +
c2 * (V[(z+2)*Y*X+(y )*X+(x )] + V[(z-2)*Y*X+(y )*X+(x )]) +
c3 * (V[(z )*Y*X+(y )*X+(x+3)] + V[(z )*Y*X+(y )*X+(x-3)]) +
c3 * (V[(z )*Y*X+(y+3)*X+(x )] + V[(z )*Y*X+(y-3)*X+(x )]) +
c3 * (V[(z+3)*Y*X+(y )*X+(x )] + V[(z-3)*Y*X+(y )*X+(x )]) +
c4 * (V[(z )*Y*X+(y )*X+(x+4)] + V[(z )*Y*X+(y )*X+(x-4)]) +
c4 * (V[(z )*Y*X+(y+4)*X+(x )] + V[(z )*Y*X+(y-4)*X+(x )]) +
c4 * (V[(z+4)*Y*X+(y )*X+(x )] + V[(z-4)*Y*X+(y )*X+(x )]);
U[z*Y*X+y*X+x] = 2.0f*V[z*Y*X+y*X+x]-U[z*Y*X+y*X+x]+ROC[z*Y*X+y*X+x]*lap;
}
}
}
}

Listing 5.3: C implementation of one lattice sweep of the 3D 25-point stencil.

5.2.4 3D 25-point long-range stencil
After the successful validation of the energy model using the 2D Jacobi (which, arguably,
is a somewhat academical example), it is time to apply the model to a stencil with practical
relevance. For this, a second-order 25-point isotropic stencil in three dimensions was chosen
from the ﬁeld of oil and gas exploration [130]. In addition to working in three dimensions
(compared to two in the previous example), the stencil has a radius of four, meaning that
updates of a lattice site require not only the loading of the directly adjacent neighbors in
each Cartesian direction but all neighbors in those directions with a maximum distance of
four, as well as the lattice site itself (as shown in Figure 5.10a).
Listing 5.3 contains a C implementation of one lattice sweep (i.e., the update of all sites
of the lattice), which computes the new state of the lattice. In comparison to the 2D Jacobi,
where values were represented as 8-byte DP FP numbers, the 3D long-range stencil employs
4-byte SP FP numbers for this task (cf. lines 2–3). Also, instead of two 2D-lattices, the long-

168

5.2 Model validation
range stencil uses three 3D-lattices (cf. line 24): U, V, and ROC. The three loops in lines 8–10
iterate over all sites in the 3D lattice. The pragma in line 7 that precedes the outermost
loop serves to statically distribute equally-sized chunks that consist of contiguous x-y-slices
of the 3D lattice across multiple cores by means of OpenMP parallelization. The 3D 25point stencil is applied to the volume V, and values loaded from this volume are weighed
by ﬁve constant coefficients c0–c4 (cf. lines 11–23). In contrast to the 2D Jacobi, the vectoraligned pragma that instructs the compiler to use AVX load and store instructions instead
of SSE ones on the Sandy Bridge-EP processor was not used for the 3D stencil. This was
done because for this application the high number of split cache-line loads and stores lead
to a degradation of performance. As a result, the instruction mix on the Sandy BridgeEP processor comprises AVX instructions only for arithmetic (i.e., additions, subtractions,
and multiplications) while SSE instructions are used for loading and storing data; all other
processors use AVX instructions exclusively. The code in Listing 5.3 results in the (quasi)optimum5 AVX SIMD-vectorized instruction mix for all of the investigated processors when
compiled with the Intel C compiler (using the -xHost, -O3, and -fno-aliasing switches).

Application model
The application model consists of the instruction mix for nit loop iterations of the 3D 25point long-range stencil, the amount of work carried out during these loop iterations, and
the problem size from which data-set sizes are derived.
All processors use a cache-line size of 64 byte, which means the number of loop iterations
required to consume one CL worth of data from each input stream is nit = 16 when using
4-byte SP FP numbers. As was the case for the 2D Jacobi stencil, work is expressed in units
of LUP instead of ﬂops, so the amount of work carried out during nit loop iterations is
sixteen LUP.
A total of 27 CLs are loaded during nit loop iterations: 25 from the lattice V, to which
the stencil is applied (cf. lines 11–23 in Listing 5.3; note that the lattice site accessed from
array V in line 24 has already been loaded in line 12, so the access in line 24 does not result
in another load) and one CL from each from lattices U and ROC (cf. line 24 of the listing).
Since each 64-byte CL requires two 32-byte AVX load instructions, a total of 54 AVX load
instructions must be retired during nit loop iterations. Moreover, two AVX store instructions
are required to ﬁll the CL from array U with the newly computed results (cf. line 24). Note that
on the Intel Sandy Bridge-EP processor, which uses SSE instructions for loading and storing
data, the instruction count is 108 SSE load and 4 SSE store, respectively. With respect to
arithmetic, a total of 26 FP additions and subtractions as well as 15 FP multiplications can
be counted in lines during lines 11–24 of Listing 5.3. During nit = 16 loop iterations, these
operations must be applied on the CL-level. Processing one 64-byte CL requires two 32-byte
AVX instructions, so a total of 52 AVX add/sub and 30 AVX mul instructions are needed to
cover the work of nit loop iterations.
5

Note that for some reason the compiler does not generate AVX fma instructions although it has the opportunity to do so. However, this does not impact performance for in-memory data sets, which is determined
by data-transfer contributions.
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The relevant parameters with respect to the problem size are the lattices’ extents in x-, y-,
and z-dimensions. In this instance, cubic lattices were employed, so there is only a single
parameter, N , that sets identical extensions in all dimensions. From this parameter, the
data-set size can be derived by multiplying the number of lattices (three) with the number
of lattice sites per lattice (N 3 ) and the size of one lattice site (4 byte per SP FP number). For
the following experiments, N was chosen to make the combined data-set size ﬁt inside a
single NUMA domain of each processor. On the Intel Sandy Bridge-EP and Broadwell-EP
processors, a value of N = 1300 was used, which resulted in a total memory footprint of
approximately 24.5 GB. On the AMD Epyc processor, the chosen value of N = 1100 resulted
in a memory footprint of about 14.9 GB.

Model estimates
In the following, the performance and power models will be set up to make it possible to
give energy estimates for the 3D stencil. As before, ECM model estimates will only be given
for the nominal clock frequencies of the processors.
As usual, setting up the ECM model requires an examination of traffic in the cache/memory hierarchies of the investigated architectures. Figure 5.10b shows the 25 lattice sites of the
volume V that must be loaded to update a lattice site. The color-coding of the sites used in
the ﬁgure indicates what level in the cache/memory hierarchy data is coming from: green,
red, and blue sites are loaded from the L1 cache, L2 cache, and main memory, respectively.
In the following, the traffic analysis that led to these results is laid out.
The innermost loop proceeds in x-direction, so all eight lattice sites used in a previous
iteration along this dimension (shown in green) can be reused from the L1 cache in the
following iteration.
The rightmost neighbor in x-direction, Vx+4,y,z , along with neighbors in y-direction that
have been used in previous iterations of the y-loop (all shown in red) can be reused from the
L2 cache, for the layer condition is fulﬁlled for this cache level: For a stencil with a radius of
four, nine x-lines have to ﬁt inside the cache to allow the required data to be reused before
it is preempted. For N = 1300 (and N = 1100, which was used for the AMD processor)
the memory footprint of these nine lines corresponds to 9 · 1300 · 4 B ≈ 46 kB (39 kB for
the AMD processor). This proves too large for the L1 cache of the processors, which can
effectively hold only about 50% · 32 kB (cf. Equation 5.5), but small enough to ﬁt inside the
L2 caches of the investigated processors, which have effective capacities of 50% · 256 kB (Intel
Sandy Bridge-EP and Broadwell-EP) and 50% · 512 kB (AMD Epyc).
All remaining lattice sites (shown in blue) must be loaded from main memory, for the
layer condition is not fulﬁlled in any cache level. Not even the two nearest neighbors in
z-direction, Vx,y,z−1 and Vx,y,z+1 , can be reused from the large L3 cache: On the Intel processors, this would require a cache to hold at least three x-y-planes with a footprint of
3 · 13002 · 4 B ≈ 20 MB in the L3 cache. This is too large for the Sandy Bridge-EP’s effective
L3-cache capacity 50% · 20 MB. Although the effective L3-cache capacity of the BroadwellEP processor of 50% · 45 MB should be sufficient to hold about 20 MB, investigations using
hardware performance counters indicate that there is no reuse from the L3 cache on the
Broadwell-EP processor. This can be explained by the fact that the cache’s capacity is not
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Figure 5.11: Visualization of cache line transfers during nit = 16 loop iterations of the 3D
25-point stencil sweep performed on (a) three 8 GB volumes inside the Sandy
Bridge-EP and Broadwell-EP cache/memory hierarchies and (b) three 5 GB volumes inside the AMD Epyc cache/memory hierarchy.

exclusively available to hold data from the lattice V; in addition, data from the two other
lattices, U and ROC, resides in the L3 cache, reducing the share of the effective capacity that
is available for data from the lattice V. On the AMD processor, holding three x-y-planes requires 3 · 11002 · 4 B ≈ 14 MB. The effective L3-cache capacity of a single NUMA node,
however, is only 50% · 16 MB (cf. Figure 2.7). Since the layer condition is not even fulﬁlled
for the closest neighbors in z-direction, it cannot be fulﬁlled for those even further away, for
this would require holding even more x-y-planes in a particular cache level. As a result, all
neighbors in z-direction must be loaded from main memory.
Finally, it worth pointing out that no reuse of data loaded previously from lattices U and
ROC (cf. line 24 in Listing 5.3) is possible, for each lattice site from these volumes is read only
once during a lattice sweep and the caches are too small to hold all lattice sites. Also, note
that storing the newly computed results in line 24 does not trigger a write-allocate, for the
CL corresponding to Ux,y,z is already in the L1 cache because data from the CL is required
to compute the result (cf., again, line 24).
Figure 5.11 shows how these ﬁndings translate to the cache/memory hierarchies of the (a)
Intel and (b) AMD processors. The color-coding used in the ﬁgure is identical to that of
Figure 5.10 (i.e., the red and blue arrows indicating CL transfers in Figure 5.11 correspond to
the red and blue lattices in Figure 5.10). On the Intel processors, nine CL from the lattice V
and two CLs, one from each of the two lattices U and ROC, are read from main memory. In
addition, the CL containing the newly computed points of lattice U is evicted from the L3
cache to main memory. This means in total twelve CLs are transferred between the L3 cache
and main memory, resulting in TL3Mem = 768 B. The number and direction of CL transfers
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between the L2 and L3 caches are identical to those of the L3 cache and main memory,
so TL2L3 = 768 B as well. Traffic between the L1 and L2 caches comprises the previously
discussed twelve CLs and, in addition, eight more CLs that can be reused from the L2 cache,
resulting in a total volume of TL1L2 = 1280 B.
On the AMD Epyc processor, the L1 cache receives 19 CLs from the L2 (two CLs from
each of the lattices U and ROC, and 17 from the lattice V), corresponding to a data volume
of vL1←L2 = 1216 B. Moreover, the modiﬁed CL containing the newly computed results for
the target lattice is evicted from the L1 to the L2, so vL1→L2 = 64 B. As was the case for
the 2D Jacobi stencil, the data-access pattern of the 3D 25-point long-range stencil is too
complex for data-ﬂow optimizations to apply; as a result, all CLs preempted in the L2 cache
are evicted to the L3 cache. In total, twelve CLs are evicted from the L2 to the L3 cache
(triggered by receiving the CL of lattice U, the CL from lattice ROC, and the nine CLs from
lattice V), resulting in an L2-L3 volume of TL2L3 = 704 B. Eleven CLs are sent from main
memory to the L2 cache (one CL from each of the two lattices U and ROC, and nine from
lattice V), resulting in vL2←Mem = 704 B. Finally, the CL containing the newly computed
results is evicted from the victim L3 cache to main memory, so vL3→Mem = 64 B.
With the data-transfer analysis in the cache/memory hierarchy complete, ECM model
runtime estimates can be given. The Sandy Bridge-EP processor, whose ECM machine
model is documented in Table 3.3 on page 92, will be the ﬁrst for which ECM estimates
will be given. With respect to arithmetic, the application model speciﬁes 52 AVX add/sub
and 30 AVX mul instructions for nit = 16 loop iterations. The throughputs of one AVX add
and one AVX mul instructions per cycle documented in the machine model thus lead to a
runtime contribution of computational cycles of Tcomp = 52 cy. The application model documents 108 SSE load and 4 SSE store instructions. The fact that SSE instructions are used for
loading and storing data has some implications on the in-core execution time: Data paths
between the load and store units have a width of 16 byte. This means that in contrast to
32-byte AVX load or store instructions, which take two cycles to complete, 16-byte SSE load
or store instructions complete in one cycle. Each core is equipped with only two full AGUs,
which can carry out two complex address calculations per cycle. This restricts the maximum
SSE load/store instructions to two per cycle. As a result, retiring a total 112 SSE load/store
instructions takes TL1L2 = 56 cy. Transferring vL1L2 = 1280 B between the L1 and L2 caches
at the documented bandwidth of 32 B/c takes TL1L2 = 40 cy. The data volume exchanged
between the L2 and L3 caches is vL2L3 = 768 B. Transferring this amount of data at the documented bandwidth of 32 B/cy takes TL2L3 = 24 cy. The amount of data exchanged between
the L3 cache and main memory is vL3Mem = 768 B as well. The RFO-adjusted sustained
main memory bandwidth for the 3D stencil’s access pattern was determined to be 37.8 GB/s,
which corresponds to a bandwidth of 14.0 B/cy at the nominal CPU core frequency of 2.7
GHz. All of this results in a runtime contribution of TL3Mem ≈ 54.9 cy. The machine model
speciﬁes that none of the data transfers inside the processor’s cache hierarchy can overlap.
As a consequence, the different data-transfer runtime contributions have to be summed up.
The runtime estimate for Sandy Bridge-EP is then
(
)
Mem
TECM
= max Tcomp , TRegL1 + TL1L2 + TL2L3 + TL3Mem = max (52 cy, 174.9 cy) = 174.9 cy
Next in line is the Broadwell-EP processor, whose ECM machine model can be found
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in Table 3.4 on page 99. As before, the processor was operated in the default (i.e., nonCOD) mode for all measurements. With respect to arithmetic, the application model speciﬁes 52 AVX add/sub and 30 AVX mul instructions for nit loop iterations. The throughputs
of one AVX add/sub and one AVX mul instructions per cycle documented in the machine
model thus lead to a runtime contribution of computational cycles of Tcomp = 52 cy. As far
as loading and storing data is concerned, the application model speciﬁes 54 AVX load and
2 AVX store instructions. The machine model records a throughput of two respectively one
AVX load and store instructions; in addition, there is the restriction of a maximum of two
load/store instructions per cycle, so Equation 3.22 (cf. page 74) applies. All of this leads
to a runtime contribution of TRegL1 = max(26 cy, 2 cy, 28 cy) = 28 cy. The runtime contribution of L1-L2 data transfers, TL1L2 = 31.2 cy, is made up of the transfer time, which
is 1280 B/64 B/cy = 20 cy, plus a latency contribution of 11.2 cy (20 CLs times 0.56 cy/CL).
Similarly, the contribution of L2-L3 transfers, TL2L3 = 31.2 cy, is made up of the transfer
time, which is 768 B/32 B/cy = 24 cy, plus a latency contribution of 7.2 cy (twelve CLs times
0.6 cy/CL). Finally, the runtime contribution of L3-memory transfers, too, is made up of
the data-transfer time and a latency contribution. At the documented memory bandwidth
xfer
of 27.2 B/cy, the resulting transfer time is TL3Mem
= 28.2 cy. The latency-contribution comlat
ponent of L3-memory transfers is TL3Mem = 51.6 cy (twelve CLs times 4.3 cy/CL). The total
runtime contribution of L3-memory transfers is thus TL3Mem = 79.8 cy. The machine model
speciﬁes that none of the data transfers inside the processor’s cache/memory hierarchy can
overlap, which means that data-transfer contributions must be summed up for the estimate.
(
)
Mem
TECM
= max Tcomp , TRegL1 + TL1L2 + TL2L3 + TL3Mem = max (52 cy, 170.2 cy) = 170.2 cy
Last in line is the AMD Epyc processor, whose ECM machine model is documented in
Table 3.7 on page 114. As far as AVX load and store instructions are concerned, the machine
model documents a throughput of one respectively half an instruction per cycle; moreover,
the core can retire a maximum of one AVX load/store instruction per cycle, so Equation 3.22
applies. Retiring the 52 AVX load and 2 AVX store instructions documented in the application model, therefore, takes TRegL1 = max(52 cy, 4 cy, 54 cy) = 54 cy. Moreover, retiring the 52 AVX add/sub and 30 AVX mul instructions at a throughput of one instruction
per cycle for each of the two instruction types results in Tcomp = 52 cy. Data transfers
between the L1 and L2 caches over the two 32-byte wide, uni-directional data paths take
TL1L2 = max (1216 B/32 B/cy, 64 B/32 B/cy) = 38 cy. At the documented L2-L3 bandwidth
of 32 B/cy, transferring vL2L3 = 704 B between the L2 and L3 caches takes TL2L3 = 22 cy. The
machine model documents a memory bandwidth of 13.8 B/cy for a single NUMA domain
of the AMD Epyc processor. Data transfers between the memory and the L2 respectively
L3 thus take TL2Mem = 704 B/13.8 B/cy ≈ 51.0 cy and TL3Mem = 64 B/13.8 B/cy ≈ 4.6 cy,
resulting in a total memory transfer time of TL∗Mem = TL2Mem + TL3Mem = 55.6 cy. The
machine model speciﬁes that L2-L3, L2-memory, and L3-memory transfers cannot overlap,
so the runtime contributions of these transfers must be added up. The corresponding ECM
model single-core runtime estimate is thus:
(
)
Mem
TECM
= max Tcomp , TRegL1 , TL1L2 , TL2L3 + TL2Mem + TL3Mem
= max (52 cy, 54 cy, 38 cy, 77.6 cy) = 77.6 cy
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Microarchitecture Intel Sandy Bridge-EP

Intel Broadwell-EP

AMD Epyc

TMem
Mem
TECM
T̄0

55.0 cy
175.0 cy
13.0 cy

79.8 cy
170.2 cy
11.0 cy

55.6 cy
77.6 cy
0 cy

π0core
π1core
π2core
α

0.68 W
1.16 W/GHz
1.08 W/GHz2
0.3

0.40 W
3.03 W/GHz
-0.21 W/GHz2
0.6

1.43 W
1.02 W/GHz
0.27 W/GHz2
0.6

Table 5.3: Relevant ECM and power model data for the 3D 25-point long range stencil for
the Intel Sandy Bridge-EP, Haswell-EP, and AMD Epyc processors.

Summary and validation
Table 5.3 summarizes all inputs required to give performance, power, and energy estimates.
The upper part of the table contains a summary of the previously established ECM model
information along with the multi-core scaling ﬁt parameter determined for the 3D stencil; the
lower part contains the determined application-speciﬁc core-power parameters π∗core along
with the dampening factor α.
Figures 5.12 and 5.13 compare the resulting performance and energy estimates to the corresponding empirical data. Overall, the curve progression for the 3D long-range stencil looks
similar to that of the 2D Jacobi—except for performance being lower and energy cost being higher, which can be attributed to the fact that more data is loaded from main memory
for the 3D stencil (twelve vs. three CLs). The model manages to give accurate estimates
for different CPU core (and thereby implicitly Uncore) frequencies on the Sandy Bridge-EP
processor (cf. Figure 5.12a). The same is true for the Broadwell-EP processor, operating at
various different CPU and Uncore frequencies (cf. Figure 5.12b). For both Intel processors,
the relative model error is below 4%.
Figure 5.13a compares performance and energy estimates to measurements obtained with
different numbers of active cores inside a single Zen Zeppelin of the AMD Epyc processor.6
6

To obtain performance close to the ECM model estimate on the AMD processor, some special arrangements
must be made when working with the Intel C compiler. Typically, the compiler generates multiple, featurespeciﬁc code paths that are automatically dispatched to get the best performance for a particular processor.
Unfortunately, performance for the 3D stencil was very poor on the AMD Epyc processor (about 50% of
the expected performance) when using the automatically dispatched code path. The problem could be
ﬁxed by compiling the code using the -O3, -fno-alias, and -xHost ﬂags on an Intel processors featuring
the AVX2/FMA instruction set extensions (if the code is compiled on the AMD processor with the same
ﬂags, no instructions from these instruction set extensions are used although the processor supports them).
Note, however, that the resulting binary will not run on the AMD processor unless the main function was
compiled for non-Intel processors. This is due to the Intel compiler generating special instructions for the
main function that are not available on AMD processors. The solution is to put the stencil update kernel in
a separate C source code ﬁle and compile it on an appropriate Intel processor using the aforementioned ﬂags
(interestingly, none of the special instructions are generated for the update function). The ﬁle containing
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the 3D 25-point stencil using 13003 lattice point volumes for different CPU core
counts and CPU core (and Uncore) frequencies on the (a) Sandy Bridge-EP and
(b) Broadwell-EP processors.

(b)
150

300

200
150
100
50
0

fcore = 1.8 GHz
fcore = 2.7 GHz
incre

asin

gn

Model estimates
Empirical data
0 100 200 300 400 500 600 700
Performance [MLUP/s]

Energy cost [nJ/LUP]

250

fcore = 1.2 GHz

fcore = 1.2 GHz
fcore = 1.8 GHz

100

50

fcore = 2.3 GHz

r.
gn
sin ins
rea pel
inc Zep
of

Energy cost [nJ/LUP]

(a)

Model estimates
Empirical data
0

0

500 1000 1500 2000 2500 3000
Performance [MLUP/s]

Figure 5.13: Scatter plot relating performance and energy-cost estimates to empirical data for
the 3D 25-point stencil using 11003 lattice point volumes for different CPU core
counts and CPU core frequencies on the AMD Epyc processor for (a) core scaling
inside a single Zeppelin and (b) Zeppelin scaling with two (1.8 and 2.7 GHz)
respectively three (1.2 GHz) active cores inside the full processor.
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Figure 5.13b depicts the comparison when scaling the number of Zeppelins in the processors
with each Zeppelin using enough active cores to saturate main memory bandwidth. On the
AMD Epyc processor, too, the curve progression is similar to that observed for the 2D Jacobi.
The model accurately predicts performance and energy consumption on the AMD processor
as well. The maximum relative model error observed is below 3%.

5.3 Model-based insights
Having established the validity of the model, it can now be used to analytically derive a set
of best practices with respect to energy consumption for the different processor designs.

5.3.1 Minimum energy with respect to number of active cores
Scalable codes
For scalable codes, the ECM model performance estimate for n active cores PECM (n) is n
times the single-core estimate PECM (fcore , fUncore ). With respect to power consumption, it
is worth pointing out that—opposed to saturating cores, where power dissipated by a single core depends on the number of active cores because the parallel efficiency εn is used to
dampen the per-core power component—for scalable codes, Πcore does not depend on the
number of active cores because the parallel efficiency εn of a scalable code is assumed to be
one. As a result, for scalable codes the power dissipated by a single core only depends on the
core’s frequency fcore (cf. Equation 4.3 on page 136). As a consequence, for scalable codes,
the energy cost E (cf. Equation 5.1 on page 148) can be simpliﬁed to
E(fcore , fUncore , n) =

Πbase (fUncore ) + n · Πcore (fcore , 1)
n · PECM (fcore , fUncore )

(5.6)

Differentiating Equation 5.6 with respect to the number of active cores n yields that the
energy cost E is a decreasing function of n:
∂E
Πbase (fUncore )
=− 2
∂n
n · PECM (fcore , fUncore )

(5.7)

The derivative ∂E/∂n is negative for all n ∈ N (the number of active cores is a positive
integer), which means that E is a strictly monotonic decreasing function of n. This means,
for scalable codes the energy cost E is minimal when using all active cores.
This theoretical ﬁnding is backed up by empirical data for the scalable dgemm benchmark
shown in Figure 5.14. The three graphs show the energy cost (normalized to energy cost when
using a single core) for dgemm subject to the number of active cores running for different CPU
core frequencies on the Sandy Bridge-EP, Broadwell-EP, and Epyc processors. On all three
the main function can be compiled using, e.g., the GNU C compiler. Finally, the resulting object ﬁles can
be linked to produce a binary that will run on the AMD Epyc processor and deliver good performance.

176

5.3 Model-based insights

(a)

Normalized energy cost

1
0.8

(b)
fcore=1.2 GHz
fcore=1.9 GHz
fcore=2.7 GHz

(c)
fcore=1.2 GHz
fcore=1.8 GHz
fcore=2.3 GHz

fcore=1.2 GHz
fcore=1.8 GHz
fcore=2.3 GHz

1
0.8

0.6

0.6

0.4

0.4

0.2

0.2

0

1 2 3 4 5 6 7 8
Number of cores

4
8 12 16
Number of cores

0
4 8 12 16 20 24
Number of cores

Figure 5.14: Energy cost (normalized to cost using one core) of dgemm on (a) the Sandy
Bridge-EP processor (N = 40.000), (b) the Broadwell-EP processor (N =
60.000), and (c) the AMD Epyc processor (N = 60.000) using different CPU
core counts as well as CPU core and Uncore frequencies.
architectures, energy cost is a strictly monotonic decreasing function of n and the energy
cost is minimal when using the full chip (i.e., all available cores).

Saturating codes
For saturating codes, performance increases quasi-linearly7 with the number of active cores
n until a bottleneck is hit at nSat cores and the saturation performance PSat is reached. From
this point onward, performance is constant in the number of cores, so the assumption of
εn = 1 is no longer true. Equation 5.6 thus becomes
E(fcore , fUncore , n) =

Πbase (fUncore ) + n · Πcore (fcore , εn )
PSat

(5.8)

In the following, it will be demonstrated that it is best to operate the processor at nSat cores
when dealing with saturating codes. This is done by showing that energy cost increases when
adding additional cores after the performance has saturated.
In Equation 5.8, the terms Πbase and PSat are independent of the number of active cores
(i.e., they are constant); thus, n · Πcore is the only term that changes with the number of active
cores. According to Equation 4.3 (see page 136), the term n · Πcore (fcore , εn ) can be rewritten
7

For compute-bound kernels performance increases linearly; for memory-bound kernels performance increases “almost” linearly (see discussion on the reﬁned ECM model multi-core estimate in Section 3.2.1
for details).
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as nεαn · Πcore (fcore , 1). Since Πcore (fcore , 1) does not depend on the number of active cores, it
must be shown that nεαn is a monotonic increasing function in n to prove that energy cost
increases when using more than nSat cores.
In the worst-case scenario, the speedup using n cores is one (i.e., parallel and serial performance are identical—something that can only happen when the program has no parallelism
at all or the overhead of parallelization is so signiﬁcant that applying it makes no sense); thus,
in the worst-case scenario, the parallel efficiency is 1/n. Setting aside the edge case of the
application having no parallelism whatsoever (which would defeat the purpose of using a
multi-core processor, anyway), this means that in practice εn = 1/n + ϵ for some ϵ > 0. The
term nεαn can thus be expressed as n(1/n + ϵ)α . Differentiating this term with respect to the
number of cores n yields:
∂
(ϵ + 1/n)α (1 − α + nϵ)
(n(1/n + ϵ)α ) =
∂n
nϵ + 1
For n ∈ N and α ∈ [0, 1], the derivative is always positive, which means nεαn is strictly
monotonic increasing. Combined with the fact of constant performance after saturation,
an increasing core-power component implies rising energy cost when using more than nSat
cores (cf. Equation 5.8).
Put into perspective, this means that as long as a code is scalable, energy cost decreases
with the number of active cores (see previous discussion surrounding Equation 5.7); as soon
as the bottleneck is hit, energy cost increases with the number of active cores. As a consequence, for saturating codes the energy cost E is minimal when using nSat active cores (i.e.,
the number of active cores required to saturate the bottleneck).
Again, the theoretical ﬁnding is backed up by empirical data. Figure 5.15 shows measurements for the saturating stream triad benchmark obtained on the Sandy Bridge-EP, Broadwell-EP, and Epyc processors using different CPU core and Uncore frequencies. The three
graphs contain a zoomed-in version (to enable a better examination of the data surrounding
the saturation point) of empirical data shown previously during model validation in Figures 5.4 and 5.5 on page 158. Independent of CPU core and Uncore frequency, each graph
exhibits the same behavior: Starting from the top left (corresponding to one active core) the
graph moves to the lower right, as is expected: As long as the bottleneck (in this case memory bandwidth) is not saturated, adding more cores increases performance (move towards
right) and reduces energy consumption (move towards bottom). The color-coded arrows
indicate the saturation points for the respective CPU core frequencies, at which energy cost
is minimal (lowest y value). Starting from the saturation point, adding more cores results
in a movement upwards: Performance is saturated and stays constant (same x value) while
energy cost increases (increasing y value). Note that the saturating 2D and 3D stencil codes
exhibit the same behavior, as can be observed in the previous Figures 5.8a, 5.8b, and 5.9a, as
well as Figures 5.12a, 5.12b, and 5.13a.

Summary
This concludes the discussion concerning the optimum number of active cores for scalable
and saturating codes: The former should be run with all available cores while the latter

178

5.3 Model-based insights

35

40
30

.7

=2
f core

(b)

(c)
fcore=1.8 GHz,
fUncore=1.4 GHz

fcore= fUncore
=2.3 GHz

25

50

z
40

z

1000 2000
Performance [MFlop/s]

fcore=1.8 GHz

GH

z

GH

z
GH

20

20

fcore=1.2 GHz

60

.3
=2
f core

GH

1.9

30

1.2

Energy cost [nJ/Flop]

(a)

fcore= fUncore
=1.2 GHz

15
1000 2000 3000 4000
Performance [MFlop/s]

30
1000 1500 2000
Performance [MFlop/s]

Figure 5.15: Measured energy cost and performance of the stream triad using a 16 GB data
set on (a) the Sandy Bridge-EP processor, (b) the Broadwell-EP processor, and (c)
the AMD Epyc processor using different CPU core counts as well as CPU core
and Uncore frequencies.
should be run with nSat cores. It is worth pointing out that this also makes the distinction
between scalable and saturating codes superﬂuous for the following discussion of the CPU
and Uncore frequencies, for, assuming the best practice of running a saturating code with
nSat cores is adhered to, saturating codes can be treated as scalable.

5.3.2 Minimum energy with respect to frequencies
Analytically determining optimum frequencies signiﬁcantly depends on whether a processor’s Uncore frequency is static (AMD Epyc), the same as the CPU core frequency (Intel
Sandy Bridge-EP), or can be set independently from the CPU core frequency (Intel BroadwellEP). In the following, these three options will be discussed separately.

Designs with static Uncore frequency
The case where the Uncore frequency is static is the least complex, for the baseline-power
component Πbase is static. Apart from the number of active cores (for which best practices
have already been established), the CPU core frequency is thus the only optimization parameter: fcore inﬂuences the terms Πcore and PECM in Equation 5.6. Expanding these two
expressions according to Equations 4.3 and 3.2 (cf pages 136 and 52, respectively) yields
E=

2
)
Πbase + n · (π0core + π1core · fcore + π2core · fcore
n · fcore · wnit /TECM

(5.9)
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Differentiating Equation 5.9 with respect to the CPU core frequency fcore results in
2
∂E
Πbase + n · (π0core − π2core · fcore
)
=−
2
∂fcore
fcore · n · wnit /TECM

(5.10)

opt

The resulting optimum CPU core frequency fcore subject to the number of active cores n
is thus
√
Πbase + n · π0core
opt
fcore
(n) =
(5.11)
n · π2core
For the AMD Epyc processor, which uses a ﬁxed Uncore frequency, Equation 5.11 can be
used to analytically determine the optimum CPU frequency. For the scalable dgemm benchmark (see Tables E.1 and E.2 on pages 219 and 221 for the corresponding ﬁt parameters), the
optimum frequency subject to active core count is
√
64.02 W + n · 1.69 W
opt
fcore
(n) =
(5.12)
n · 1.16 W/GHz2
Following the previously established best practice of using the full chip (i.e., all 24 available
cores on the AMD Epyc processor) to optimize energy consumption for scalable codes, the
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opt

CPU core frequency to minimize energy cost is fcore (24) ≈ 1.9 GHz. The validity of this
result is asserted in Figure 5.16a, which shows model estimates and empirical data for the
dgemm benchmark running on all cores of the AMD Epyc processor and highlights (using red
arrows) the analytically derived optimum CPU core frequency. In contrast to previous scatter
plots, where each graph did correspond to a ﬁxed CPU core frequency and a varying number
of active cores, in Figure 5.16a the number of cores for the black graph is ﬁxed to 24 and the
CPU core frequency is varied: The model estimates (shown as open circles) from left to right
correspond to 100 MHz increments between the minimum and maximum supported CPU
core frequencies of 1.2 and 2.3 GHz. Empirical data is shown for the three actually selectable
frequencies of 1.2, 1.8, and 2.3 GHz. It turns out the optimum frequency of 1.9 GHz is not
a settable frequency of the processor, but the estimated energy cost suggests it is indeed the
optimum frequency. The closest actually selectable frequency is 1.8 GHz, which is also the
frequency that produces the best result in practice.

Designs with coupled CPU core and Uncore frequencies
For processors where the Uncore is not static but clocked at the same frequency as the CPU
cores (such as, e.g., the Intel Sandy Bridge-EP processor) the situation is more complex. As
before, the CPU core frequency inﬂuences the terms Πcore and PECM (cf. Equation 5.6); in
addition, the fact that fUncore = fcore implies the term Πbase also depends on the CPU core
frequency. When expanding the expressions in Equation 5.6 accordingly, special care must
be taken of the term PECM , which can be expressed as fcore · wnit /TECM . The ECM model
runtime estimate TECM for the Sandy Bridge-EP processor is made up of individual contributions, including the runtime contribution of data transfers between the L3 cache and main
memory, TL3Mem . This contribution depends on the sustained memory bandwidth, which
depends on the Uncore frequency. However, in most cases, the inﬂuence is not too severe,8
which is why in the following the dependence is ignored. As a result, the energy cost E can
be expressed as
E=

2
2
π0base + π1base · fcore + π2base · fcore
+ n (π0core + π1core · fcore + π2core · fcore
)
n · fcore · wnit /TECM

(5.13)

Differentiating Equation 5.13 with respect to the CPU core frequency fcore results in
2
·n
∂E
Πbase − π2core · fcore
=− 2
∂fcore
fcore · n · wnit /TECM

(5.14)

opt

The resulting optimum CPU core frequency fcore subject to the number of active cores n
is then
√
π0base + n · π0core
opt
(5.15)
fcore
(n) =
π2base + n · π2core
8

For one thing, memory bandwidth does not change by more than a factor of two (also, this factor is only observed when comparing the minimum and maximum supported Uncore frequencies). For another, TL3Mem
is only one of the contributions to TECM .
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Equation 5.15 can be used to analytically derive the optimum CPU frequency for the Sandy
Bridge-EP processor. For the scalable dgemm benchmark (see Tables E.1 and E.2 on pages 219
and 221 for the corresponding ﬁt parameters), the optimum frequency subject to active core
count is
√
opt
(n) =
fcore

14.62 W + n · 1.42 W
1.02 W/GHz2 + n · 1.51 W/GHz2

(5.16)

Following the best practice of using the full chip for scalable cores, the optimum CPU
core frequency with respect to energy cost for dgemm running on all eight cores of the Sandy
opt
Bridge-EP processor is fcore (8) ≈ 1.4 GHz. For the less energy-efficient scenario where only
half of the chip’s cores are used, the least amount of energy is consumed when clocking the
opt
chip at fcore (4) ≈ 1.7 GHz.
To validate these results, Figure 5.16b compares the analytical results (red arrows) to the
model estimates and empirical data for the half- and full-chip scenarios on the Sandy BridgeEP processor. On this processor, which provides a much more ﬁne-grained frequency stepping9 than the AMD Epyc processor, the determined optimum CPU frequencies of 1.4 and
1.8 GHz are selectable frequencies and results indicate that these indeed correspond to the
lowest energy cost. Note that the inset plot in Figure 5.16b provides a close-up of the full-chip
graph to better visualize the minimum of the curve is in fact located at 1.4 GHz.

Designs with independent, dynamic Uncore frequency
What remains is the discussion of processors where the Uncore frequency is dynamic and
can be set independently of CPU cores, a behavior that is implemented, e.g., by the Intel Broadwell-EP processor. As far as power consumption is concerned, the CPU core and
Uncore frequencies inﬂuence per-core and baseline power contributions, respectively. In
the previous case, where the Uncore was clocked at the same frequency as the CPU cores,
the CPU core frequency indirectly (by means of the Uncore frequency) inﬂuenced memory
bandwidth. When cores and Uncore are clocked independently of one another, this indirect inﬂuence of fcore vanishes; instead, main memory bandwidth is directly inﬂuenced by
fUncore . Because CPU cores and the Uncore can run at different frequencies, fUncore can have
an inﬂuence on L2-L3 cache bandwidth as well (cf. ﬁrst footnote in Table 3.4 on page 99).
The energy cost can be expressed as

E=

2
2
)
+ n (π0core + π1core · fcore + π2core · fcore
π0base + π1base · fUncore + π2base · fUncore
(
)
n · fcore · wnit / max Tcomp , TRegL1 + TL1L2 + TL2L3 (fUncore ) + TL3Mem (fUncore )

(5.17)

Although an analytic examination (via computation of the gradient with respect to the
CPU core and Uncore frequencies) of Equation 5.17 is possible, the resulting term eludes
9

The Intel Sandy Bridge-EP processor can be clocked at all 100 MHz increments in the range between 1.2–
2.7 GHz with the exception of 2.6 GHz.
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intuitive interpretation,10 making it difficult to derive general insights. However, it is possible to analytically examine the special case where the Uncore frequency has no impact
on performance (as is, e.g., the case for compute-bound codes where the in-core runtime is
determined by Tcomp .
In this case, it is advisable to operate the Uncore at its minimum supported frequency
min
fUncore
because this minimizes the contribution of Πbase while having no impact on performance. For all intents an purposes, the Uncore can thus be assumed static at this minimum
frequency for energy cost optimization. Replacing the static baseline power Πbase in Equation 5.18 (which was derived for processors with static Uncore frequency) with the baseline
min
power at the minimum support Uncore frequency Πbase (fUncore
), the resulting optimum CPU
frequency is
√
min
Πbase (fUncore
) + n · π0core
opt
(n) =
fcore
(5.18)
n · π2core
This concludes the discussion of model-enabled insights. A validation of these best practices is included in the following section, which analyzes the different processor designs by
comparing their respective empirical performance and energy consumption.

5.4 Insights and best practices based on empirical
data
In contrast to the previous section, which was concerned with deriving best practices to
optimize energy cost analytically from the energy model, this section investigates empirical
data to analyze the behavior of the different processor designs, along the way identifying
supplementing best practices with respect to energy cost, as well as performance and EDP.

5.4.1 Designs with static Uncore frequency
In the following discussion, the AMD Epyc processor will act as a representative from the
class of processor designs with static Uncore frequency, on which the investigation of energy,
performance, and EDP behavior will be carried out.

Scalable codes
For this class of processors, best practices to determine the optimum number of cores and
the optimum CPU core frequency for scalable codes were already analytically derived in
10

Expanding the expressions TL2L3 (fUncore ) and TL3Mem (fUncore ) in Equation 5.17 reveals that E is a four-way
piecewise-deﬁned function, which requires calculating the gradient for all four sections and ﬁnding the
minimum of these to determine the global energy minimum. Instead of analytically determining optimum
operating points, it is, therefore, recommended to use the naive approach of giving automated estimates for
all combinations from the parameter space and identify the optimum operating points from the resulting
predictions.
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Figure 5.17: Performance vs. energy cost for (a) dgemm (N = 60.000) and (b) the stream triad
(16 GB data set) using different CPU core counts and frequencies on the AMD
Epyc processor. In (b), the small inset plot shows the scaling of Zen Zeppelins
(i.e., NUMA nodes) with one core active per Zeppelin; the large plot shows data
for four active Zeppelins with a varying number of active cores (the number of
active cores identical in each Zeppelin).

Sections 5.3.1 and 5.3.2: Scalable codes should be executed on all available cores that run
with a frequency determined according to Equation 5.11. The validity of these best practices
is revisited in Figure 5.17a, which compares performance and energy cost for dgemm running
at different CPU core counts and frequencies (1.2, 1.8, 2.3 GHz, and Turbo mode from left
to right). The lowest energy cost is observed when using all 24 cores of the chip running a
CPU core frequency of 1.8 GHz (the middle point on the red curve), which is the selectable
frequency closest to the optimum frequency of 1.9 GHz that was determined analytically in
Section 5.3.2 using Equation 5.11.
When it comes to maximizing the performance of scalable codes, the fact that all cores,
running at the highest supported frequency (i.e., in Turbo mode), should be used is obvious. This circumstance can be observed in Figure 5.17a as well: For the scalable dgemm
benchmark, the highest performance is attained when using the full chip in Turbo mode
(corresponding to a core clock of 2.6 GHz). It is worth pointing out that this operating point
uses only 7% more energy than the most energy-efficient one (380 vs. 354 pJ/Flop), while
providing more than 40% higher performance (469 vs. 328 MFlop/s)—making it worth, in
this instance, to consider the small energy trade-off to achieve signiﬁcantly higher performance.
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In other instances, the energy trade-off might be much higher when optimizing for performance. Vice versa, there might be signiﬁcant performance penalties when operating the
chip in a way that minimizes energy consumption. In practice, the problem of ﬁnding a
meaningful middle ground between energy cost and performance can be addressed by using the EDP, which combines energy cost and runtime (which is proportional to inverse
performance) into a single metric, as optimization target. In scatter plots that relate performance and energy cost (such as the one shown in Figure 5.17a), the slope of the line from
the origin of the coordinate system through a point is proportional to the point’s EDP.11 In
each of the scatter plots, the point with the lowest EDP is indicated by drawing a line from
the origin of the coordinate system through the point (in most cases, this line is only partially visible because the scatter plots contain a zoomed-in view of the coordinate system).
For dgemm on the AMD Epyc processor, the optimum EDP is achieved when using all cores
running in Turbo mode.

Saturating codes
Best practices to optimize the energy cost of saturating codes have also been established analytically in Sections 5.3.1 and 5.3.2: These codes should be executed on nSat cores running
with the optimum CPU core frequency derived using Equation 5.11. As can be seen in Figure 5.17b, which relates performance and energy cost for the saturating stream triad on the
AMD Epyc processor, for all three supported CPU core frequencies, the energy cost is lowest when using nSat = 2 cores. The Zen’s Zeppelin building blocks are scalable with respect
to memory bandwidth (each Zeppelin has dedicated memory controllers), so in this scaling
domain, the code can be considered scalable. As a result, the best practice of using all available resources (i.e., Zen Zeppelins) should be applied to minimize energy cost (cf. inset plot
in Figure 5.17b).
When targeting performance, it is viable to use all cores running at the maximum supported CPU frequency (i.e., in Turbo mode). However, this naive strategy is only recommended if energy cost does not matter at all. If it does, the code should be run using only
nSat cores: In this case, performance is identical to that when using the full chip, because nSat
cores are sufficient to sustain memory bandwidth; at the same time, a signiﬁcant amount
of energy can be preserved because fewer cores are active (e.g., for a frequency of 2.3 GHz,
when using two cores per Zeppelin the energy cost of 12.7 nJ/Flop is about 30% lower than
the 18.4 nJ/Flop required when using all six cores of a Zeppelin). In addition, the CPU core
frequency can be lowered to 1.8 GHz, as this does not impact performance. The total beneﬁt
of the energy-aware performance optimization approach over the naive approach can be inferred from the data shown in Figure 5.17b: The naive approach (24 cores running at 2.3 GHz)
results in a performance of around 8100 MFlop/s at an energy cost of 18.4 nJ/Flop. The same
performance is obtained when using eight cores (two cores per Zen Zeppelin to saturate its
main memory bandwidth) running at 1.8 GHz at an energy cost of only 12.1 nJ/Flop—an
energy cost reduction of more than 30%.
11

The slope of a straight line from the origin through a point with coordinates (x, y) is y/x. Here, the y- and
x-axes correspond to “amount of energy per work item” and “work over time,” respectively. The slope is
thus proportional to “energy multiplied by time,” i.e., the energy-delay product.
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When optimizing saturating codes for EDP, all four Zen Zeppelins, each one using nSat
active cores, should be used. For the stream triad, Figure 5.17b shows that there is no significant difference in EDP between the 1.2 and 1.8 GHz frequencies: The slight improvement
of memory bandwidth enabled by the latter is compensated by a similar increase in energy
cost. Increasing the frequency further to 2.3 GHz no longer increases performance, only energy cost (although not signiﬁcantly), resulting in a slightly worse EDP.

5.4.2 Designs with coupled CPU core and Uncore frequencies
In the following discussion, the Intel Sandy Bridge-EP processor will act a as representative
from the class of processor designs where the Uncore is clocked at the same frequency as
the CPU cores, on which the investigation of energy, performance, and EDP behavior will be
carried out.

Scalable codes
Best practices to minimize the energy cost for this processor class have been previously established in Sections 5.3.1 and 5.3.2: To minimize energy cost, scalable codes should be executed on available cores that run at the optimum CPU core frequency determined using
Equation 5.16. The validity of the recommendations is revisited if Figure 5.18a, which relates
performance to energy cost for different core counts and frequencies for the dgemm benchmark executed on the Sandy Bridge-EP processor. The three color-coded lines correspond
to different active core counts while the different points of one particular line were obtained
at different CPU core frequencies (starting at 1.2 GHz on the left and ending with Turbo
mode on the right). In line with the recommendation of using all available cores, data in
Figure 5.18a shows that energy cost decreases with an increasing number of active cores and
is lowest when using the full chip (i.e., all eight available cores). For the red full-chip graph,
opt
energy cost is minimal when using the optimum CPU frequency of fcore (8) ≈ 1.4 GHz determined previously in Section 5.3.2.
When optimizing the performance of scalable codes, the obvious strategy of using all
available cores running at the highest supported CPU frequency (i.e. in Turbo mode) produces the best results. This fact can be observed in Figure 5.18a as well: For the scalable
dgemm benchmark, the highest performance is attained when using all cores of the chip running in Turbo mode (corresponding to a CPU frequency of 2.9 GHz). While offering more
than twice the performance of the most energy-efficient operating point (stemming from the
2.1× increase of frequency from 1.4 to 2.9 GHz), the operating point with the highest performance consumes 74% more energy than the energy-preserving one (740 vs. 550 pJ/Flop).
The optimum EDP is attained when using all cores of the chip running at the nominal clock
frequency of 2.7 GHz.
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Figure 5.18: Performance vs. energy cost for (a) dgemm (N = 40.000) and (b) the stream triad
(16 GB data set) using different CPU core counts and frequencies on the Intel
Sandy Bridge-EP processor.

Saturating codes
Best practices to optimize energy cost for saturating have been devised in Sections 5.3.1
and 5.3.2: Saturating codes should be executed on nSat cores running at the optimum CPU
core frequency determined using Equation 5.16. These recommendations are validated by
the data shown in Figure 5.18b, which relates performance to energy cost for the saturating
stream triad executed on the Intel Sandy Bridge-EP processor. For all of the three color-coded
graphs, each corresponding to a different CPU core frequency, energy cost is lowest when
operating the chip at the saturation point. The global energy minimum of 18.7 pJ/Flop is
opt
attained at a core frequency of fcore ≈ 1.3 GHz.
When performance is the optimization target, it is again viable to use the strategy of using
all cores running at the maximum supported CPU clock. However, as before, when dealing
with saturating codes on the AMD Epyc processor, this strategy incurs signiﬁcant energy
penalties, so a better strategy is to run the code on nSat cores: While maintaining performance, energy cost is lowered by more than a third (from 38.5 to 25.2 nJ/Flop). However,
in contrast to the AMD Epyc processor, clocking down the CPU core frequency to increase
energy-efficiency further is not an option on the Sandy Bridge-EP processor: On the AMD
Epyc chip, where the Uncore frequency was static, changing the CPU core frequency did
not inﬂuence sustained memory bandwidth. On the Sandy Bridge-EP processor, however,
changing the clock of the CPU cores results in a change of Uncore frequency as well. This
frequency inﬂuences sustained main-memory bandwidth, so lowering the core frequency
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is not an option if peak performance is desired. This fact can be observed in Figure 5.18b,
where each of the graphs has a different sustained main-memory bandwidth.
For the stream triad, the global EDP optimum is located at nSat cores and a medium core
frequency of 1.8 GHz.

5.4.3 Designs with independent, dynamic Uncore frequency
In the following discussion, the Intel Broadwell-EP processor will act as a representative from
the class of processor designs where the Uncore can be clocked independently of CPU cores,
on which the investigation of energy, performance, and EDP behavior will be carried out.

Scalable codes
Some best practices to optimize the energy cost for scalable codes running on the Intel
Broadwell-EP processor have been presented in Sections 5.3.1 and 5.3.2: As was the case for all
other processors, scalable codes should be run on all available cores. However, best practices
concerning the CPU core and Uncore frequencies were only given for the special case where
the Uncore frequency does not inﬂuence performance. In this case, the strategy was to use
the minimum supported Uncore frequency and determine the CPU core frequency according to Equation 5.18. For instances where the Uncore frequency does inﬂuence performance,
the situation is more intricate, as will be shown in the following discussion.
Figure 5.19a relates full-chip performance to energy cost for the scalable dgemm benchmark on the Intel Broadwell-EP processor using different CPU core and Uncore frequencies.
The red graph corresponds to measurements using a ﬁxed Uncore frequency of 2.8 GHz and
varying CPU core frequency (from 1.2 GHz on the left to 2.7 GHz on the right). Here, increasing the CPU core frequency decreases energy cost, because the high baseline power
(determined by the Uncore frequency of 2.8 GHz) pushes the optimum CPU core frequency
above the maximum selectable frequency. In contrast, the red and green graphs were obtained using a static CPU core frequency of 1.2 and 2.3 GHz, respectively, and varying Uncore frequency (starting at 2.8 GHz at the top down to 1.2 GHz at the bottom and right in
the green and blue graphs, respectively). The blue and green graphs exhibit signiﬁcantly
different behaviors: Measurements for the blue graph were taken with cores running at the
nominal CPU frequency of 2.3 GHz. When reducing the Uncore frequency in this setting,
two distinct phases can be identiﬁed: In the ﬁrst phase, reducing the Uncore frequency has
no impact on performance (x value); thus, in this phase, reducing the Uncore clock only impacts the baseline power consumption, which translates into lower energy cost (movement
downward). However, at some point, the frequency reduction leads to L3 cache bandwidth
becoming the performance bottleneck. At this point, performance starts to degrade (movement to the left). Moreover, the resulting decrease in performance is more signiﬁcant than
that of power, leading to increased energy cost (movement upward). This effect is not observed for the green graph: Here, measurements were taken with the lowest supported CPU
core frequency; running at a lower CPU frequency, the demand for L3 cache bandwidth is
much lower than for the blue graph because processing data in the core takes almost twice
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Figure 5.19: Performance vs. energy cost for (a) dgemm (N = 60.000) and (b) the stream triad
(16 GB data set) using different CPU core counts and frequencies on the Intel
Broadwell-EP processor.
as long (2.3 GHz/1.2 GHz ≈ 1.9×). In fact, even for the minimum supported Uncore frequency of 1.2 GHz, the L3 cache does not become the bottleneck. As a result, decreasing
the Uncore frequency leads to constant performance but decreasing energy cost. Finally, the
magenta graph corresponds to measurements made with cores in Turbo mode and a varying
Uncore frequency. When running cores in Turbo mode, decreasing the Uncore frequency
has the expected effect of decreasing energy cost (by lowering baseline power); however, simultaneously it has the somewhat counter-intuitive effect of increasing performance. This
is explained by the fact that the overall chip TDP is shared between cores and Uncore: Decreasing the Uncore frequency reduces the amount of power consumed by the Uncore, which
means a larger portion of the chip’s overall power budget can be consumed by the cores. In
Turbo mode this increased budget is used by the cores to run at a higher frequency, which
translates into proportionally higher performance for scalable codes. At some point, however, the Uncore frequency becomes so low that L3 cache bandwidth becomes the bottleneck
(as was the case for the blue curve). At this point, both performance and energy-efficiency
start to decrease for the same reasons as before (cf. discussion on the blue graph).
The optimum energy cost of 189 pJ/Flop is observed when operating the CPU cores and
Uncore at the lowest supported frequency of 1.2 GHz. However, it is worth pointing out
that for a 5% increase in energy cost, performance can be almost doubled when using the
optimum EDP operating point (achieved at CPU core and Uncore frequencies of 2.3 and
1.8 GHz, respectively) instead of the most energy-efficient one.
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5 A derived energy model for multi- and many-core processors
When performance is the optimization target the previously established strategy of using
all available cores running in Turbo mode still applies. However, there is a good chance that
tweaking the Uncore frequency is necessary to obtain the optimum CPU core frequency. As
previously discussed, decreasing the Uncore frequency increases the portion of the chip’s
overall power budget available to the cores, which directly translates into a higher core
clock (and thereby higher performance); however, the opposing trend of decreasing L3-cache
bandwidth will cause performance to degrade as soon as the L3 cache becomes the bottleneck. This means that there is a performance sweet spot in the supported Uncore frequency
range that maximizes the CPU core frequency without simultaneously lowering L3-cache
bandwidth to a point where it constraints performance. For dgemm this sweet spot is located
at an Uncore frequency of 1.9 GHz, where a performance of 647 GFlop/s is achieved.

Saturating codes
Figure 5.19b relates performance to energy cost for the scalable stream triad on the BroadwellEP processor. Note that on this processor there are three parameters to vary: CPU core and
Uncore frequency as well as the number of active cores. To focus on relevant parameters
the dimension of active cores was removed; instead, each measurement was taken with exactly the number of active cores required to saturate main memory bandwidth (i.e., using
nSat cores), which was shown to produce best results with respect to energy cost without
impacting performance. This allows examining the relevant parameters (i.e., the CPU core
and Uncore frequencies) in Figure 5.19b: The red, green, and blue graphs correspond to
measurements taken with fcore values of 1.2, 1.8, and 2.3 GHz; measurements of individual
graphs were taken at different Uncore frequencies. For the black graph, fUncore was ﬁxed at
the maximum supported frequency of 2.8 GHz and the CPU core frequency was varied.
As for all other processors, the rule of running scalable codes with exactly the number
of cores required to saturate main memory bandwidth to minimize energy cost also applies
to the Broadwell-EP processor. In addition, the cores should be clocked at the minimum
supported CPU frequency to minimize energy consumption, while the Uncore should be
clocked at low to moderate frequencies. For the stream triad, it turns out that energy cost
does not vary signiﬁcantly when varying the Uncore clock in the range of 1.2–1.8 GHz: In
Figure 5.19b, the graphs of constant CPU frequency (red, green, and blue) exhibit almost
constant energy cost in this range. Apparently, increases in the Uncore clock are proportional
to increases in memory bandwidth at low frequencies. This means the higher baseline power
is countered by a proportional increase in performance, leaving energy cost (which is the
ratio of the two) unchanged. The minimum energy cost of 14.5 nJ/Flop is achieved at a CPU
core frequency of 1.2 GHz and an Uncore frequency in the range of 1.5–1.6 GHz.
When it comes to maximizing the performance of saturating codes, the CPU core frequency plays only a subordinate role in the sense that a lower CPU core frequency implies a
larger number of cores nSat required to saturate main memory bandwidth. This effect can be
observed for the black graph in Figure 5.19b, where for a ﬁxed Uncore frequency the performance of all measurements taken at different CPU core frequencies is virtually identical. The
most important variable inﬂuencing performance for saturating codes is the Uncore clock,
which directly correlates with sustained memory bandwidth. This is shown in Figure 5.19b
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by the fact that independent of the CPU core frequency, performance approaches PSat when
increasing the Uncore frequency. The highest performance of slightly above 3800 MFlop/s
is achieved for Uncore frequencies above 2.0 GHz.
The optimum operating point with respect to EDP (at an energy cost of 14.6 pJ/Flop at
a performance of 3656 MFlop/s) is found at the knee (which indicates the start of saturation) of the red graph, which corresponds to the lowest selectable CPU core frequency of
1.2 GHz. Left of the knee, increasing the Uncore frequency has two effects: First, it increases the baseline power consumption; secondly, it increases performance proportionally;
as a consequence, energy cost (which is the ratio of the two) stays constant. This means
that left of the knee, increasing the Uncore frequency corresponds to an improvement of the
EDP: Energy cost is constant and runtime decreases (because performance increases), so
the EDP, which is the product of the two terms, is decreasing as well. At the knee, the Uncore clock is sufficiently high to saturate performance. This means a constant runtime from
this point on; combined with the fact that power consumption keeps increasing (increasing
the Uncore frequency will increase the contribution of the baseline-power component), this
leads to an increase in energy cost. Increased energy cost and constant runtime lead to an
increase in EDP. In the ﬁgure, this corresponds to the vertical movement of the red graph
starting at the knee of the curve.
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Chapter 6
Conclusion
The work carried out in this thesis can be summarized as two main efforts, the ﬁrst of
which is the development of analytic performance, power, and energy models for loop-based
streaming codes; the other, to derive, from the models’ ﬁrst principles, insights into and from
those insights develop an intuitive understanding of the performance-, power-, and energyrelated behavior of contemporary multi- and many-core server processors.
To identify universal behavior, the models were designed for and validated on a number
of different processors that differ signiﬁcantly with respect to design. Processors were chosen to reﬂect a snapshot of the current server processor landscape and include those based
on AMD’s Zen, IBM’s Power8, and Intel’s Sandy Bridge-EP, Ivy Bridge-EP, Haswell-EP, and
Broadwell-EP microarchitectures. In comparison to other publications, where validation
is often limited to qualitative analysis (e.g., showing that estimates and empirical data, arranged in a series of bar charts, are “close to each other”), this work, in an attempt to dispel
notions of using favorable parameters to put model accuracy into a good light, includes a
detailed quantitative analysis of errors, the results of which permit labeling the proposed
models’ precisions as unprecedented: All models provide estimates with typical and maximum errors below 2% and 5%, respectively.
The resulting models can also be characterized as comprehensive in the sense that each
of them takes all relevant and tunable processor parameters into account: Apart from the
number of active cores and their frequency, the proposed models are the ﬁrst to recognize
the signiﬁcance and impact of the Uncore frequency on performance as well as power and
energy consumption, and, therefore, take this frequency into account when giving estimates.
In addition, the models can be considered comprehensive with respect to application scalability: In contrast to other analytic models, which are restricted to the simpler case of scalable
codes, the developed models can deal with scalable as well as saturating codes.
The fact that all models are based on ﬁrst principles opens up several avenues that are
unavailable to mere measurement-based approaches: For one thing, the various hypothesis about governing principles that went into the models could be deemed valid because
of the strong agreement between estimates and empirical data; vice versa, a number of assumptions believed valid and used in previous models could be disproved. Moreover, the
closed-form character of the models opens them up to rational and mathematical analysis,

193

6 Conclusion
yielding further insight into the relation of various variables and enabling the establishment
of best practices.
The analytic models and the insights enabled by them are useful to a wide range of practitioners from the ﬁeld of scientiﬁc and high-performance computing. In the following, a more
detailed account of each of the models is provided individually, summarizing the work carried out, the capabilities of the respective model along with its scope of application, and the
insights enabled by it.

Performance modeling and related insights
This thesis addressed several of the shortcomings of the previously published ExecutionCache-Memory (ECM) performance model, leading to improvements with respect to the
model’s generality, portability, and accuracy.
The model has been made more general in the following way: The ﬁrst principles of the
model no longer take particularities of the Sandy Bridge microarchitecture, for which the
model was initially developed, into account. The resulting general model is microarchitecture-agnostic, i.e., it works with variable cache-line sizes; single- and multi-ported, victim and non-victim, write-through and write-back caches; caches connected via two unidirectional or a single bi-directional data path; no, partial, and full overlap of data transfers
in the cache hierarchy; multiple frequency domains; latency contributions to data transfers
times; and chip topologies with multiple NUMA domains. All information necessary to apply the general model to a particular microarchitecture is provided by the newly introduced
machine model, which is a description of a microarchitecture using few key parameters that
abstract away from the complex and intricate implementation details.
A methodology to set up these machine models has been developed to help practitioners
of the ECM model to quickly port and apply it to new microarchitectures. This includes
tools such as ibench [64] to automatically determine instruction throughputs and latencies
required for in-core runtime execution estimates, as well as measurement instructions to systematically determine low-level information about the cache/memory hierarchy: Can data
transfers between different levels of the hierarchy overlap? Is there a single bi-directional or
two uni-directional links connecting two adjacent cache levels? What is the width of those
links? And so on. The methodology was then used to create machine models for the microarchitectures of all of the investigated processors. During this process, it was found that
the Rooﬂine model’s assumption of full overlap of data transfers was not valid on any of
the investigated microarchitectures when running code on only a small number of cores.
Only when using a number of cores that is sufficient to saturate main-memory bandwidth
do estimates of the Rooﬂine model correspond to empirical data. This fact shows that nonoverlapping data transfers observed on the Sandy Bridge-EP microarchitecture were not a
special but the general case—underscoring the need for performance models (such as the
ECM model) that deliver accurate estimates for an arbitrary number of active cores.
The accuracy of the ECM model was improved by several measures: For one thing, the
original model’s assumption of data transfers being strictly bandwidth-bound could not be
upheld, for on some of the investigated processors data-transfers times are subject to latency contributions. This fact was acknowledged and the model was extended accordingly
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by taking optional latency contributions into account. Moreover, investigations revealed the
Uncore frequency to have a signiﬁcant impact on L2-L3 cache transfer times on Intel Haswell
and Broadwell processors. The nature of the frequency-bandwidth relation was identiﬁed
as linear and the corresponding ECM machine models were adjusted accordingly. The Uncore frequency’s impact on memory bandwidth was also investigated but the nature of the
relationship could not be described using ﬁrst principles; instead, a bounded linear ﬁt is
proposed to parametrize memory bandwidth. Finally, the original model’s assumption of
single-core performance scaling linearly until hitting a shared bottleneck needed to be overturned: While the assumption worked well in the past, estimates near the saturation point
(i.e., when using about as many cores as necessary to saturate main memory bandwidth)
for modern many-core processors based on this assumption can be off by as much as 30%!
Investigations lead to the insight that in settings where multiple cores are active, whenever
a core accesses a shared medium such as memory there is a chance that the medium is already busy (i.e., in use by another core), in which case the core has to wait for the resource
to become available. To reﬂect this fact, the linear-scaling assumption was replaced by a
statistical, recursive model that applies a utilization-dependent penalty, which corresponds
to the time until the shared medium becomes available. Using this approach, the previously
mentioned relative error rates of up to 30% of the original ECM model can be reduced by
an order of magnitude.

Power modeling and related insights
In the second part of the thesis, a sophisticated power model was presented and evaluated.
It is the ﬁrst general model in the sense that it can be applied to multiple processors designs which differ signiﬁcantly with respect to the number of frequency domains and their
adjustability. Further, it is the ﬁrst comprehensive model that takes all relevant processor
parameters into account. It is also the ﬁrst analytic model that can deal with both scalable
and saturating codes. Moreover, because the model is based on ﬁrst principles, it enabled
the identiﬁcation of governing mechanisms. Finally, the model produces estimates of unprecedented accuracy.
The proposed model can be considered general in the sense that it can be successfully
applied to all of the investigated processors,1 which differ signiﬁcantly in their design, especially with respect to the number of different frequency domains and their adjustability:
Intel Sandy and Ivy Bridge-based processors have a single frequency domain, which implies
that cores and the rest of the chip are clocked at the same user-settable frequency. Processors based on AMD’s Zen microarchitecture feature two separate frequency domains: One
for the cores, the other for the rest of the processor (i.e., the Uncore); however, only the CPU
core frequency can be set by the user, the Uncore frequency is ﬁxed. Finally, Intel Haswelland Broadwell-based processors provide two distinct frequency domains, both user-settable
and independent from one another. The proposed power model covers all of these different
designs by modeling the contributions of different parts of the chip separately: A baseline
1

Except for IBM’s Power8 processors, on which power and energy investigations could not be carried out, for
no means to measure processor-level power consumption was available.
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power that comprises contributions from all parts of the chip that are not computation cores
and depends on the chip’s Uncore frequency, and a core power contribution that depends
on the number of active cores, their frequency, and code scalability. This makes it the ﬁrst
model to take all user-settable parameters inﬂuencing power consumption into account.
The separation of total chip power into these two different components enabled a number of insights: For one thing, the Uncore’s contribution to total power was found to not
depend on the executed instruction mix. This was unexpected, for intuitively one would
expect a code that makes heavy use of the last-level cache (which is part of the Uncore)
to use more power than one that only uses core-private caches. Instead, the only variable
inﬂuencing baseline power is the Uncore frequency, which is another insight made possible by separating the power components. Although according to physical ﬁrst principles a
fourth-degree polynomial would be required to describe the relationship between frequency
and power, it was found that in practice (in particular for the supported frequency ranges of
all investigated processors) this relationship can be described with a second-degree polynomial. It is worth pointing out the signiﬁcance of the impact the Uncore frequency can have
on baseline power consumption: On the Broadwell-EP processor, running the Uncore at
the minimum supported frequency of 1.2 GHz results in a baseline power of 26 W, while the
maximum supported frequency of 2.8 GHz results in almost doubling of the baseline power
to 51 W. Another importing insight becomes apparent when comparing the baseline power
to the processor’s TDP: In the default setting, the Uncore will use the maximum frequency
and consume about 50 W of the processor’s total power budget of 145 W. This means that
more than a third of the total processor power is used by the Uncore—leaving less than twothirds of the total TDP to the cores. Moreover, the Broadwell-EP processor is by no means
an outlier, for, on the investigated AMD Epyc processor, 64 W of the total 180 W budget
go to the Uncore. This trend of an increasing amount of power going to the Uncore can be
explained by the increasing amount of last-level cache and the increasing complexity of the
core interconnect. In this light, it is worth remarking that processor designs with separate
and user-settable core and Uncore frequency domains prove superior to other designs, for
such designs enable the selection of suitable operating points for each component, thereby
proving more opportunity to optimize for performance, energy cost, and EDP.
The core power component was found to depend on the number of active cores, their
frequency, and code scalability. The frequency-power relation of the per-core power component is described using a second-degree polynomial as well. To handle saturating codes,
a new strategy of dampening per-core power based on parallel efficiency is proposed. To get
correct estimates, some assumptions used by previous models had to be challenged: Typically, the relationship between some performance-based metric (e.g., cycles per instruction,
parallel efficiency) and power is assumed to be linear; however, it was found that assuming the relationship to be exponential produced superior results, which is why this strategy
was used in the model. The fact that power savings are not linear but exponential can be
hypothesized to be related to aggressive power-saving optimizations employed by processor
designers. In fact, a trend of increasing dampening can be observed over time: The more
recent the processor, the lower the ratio of power used by a partially active core to the power
used by a fully active core.
The proposed model was validated all of the microarchitectures implemented in the pro-
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cessors of the testbed using the scalable dgemm and the saturating stream triad benchmarks.
The model accuracy was systematically quantiﬁed and found to be less than 2% on average
and less than 5% at maximum. To assess the viability of generalizing from the ﬁt parameters of a specimen of a particular processor model to other specimens of the same model
study involving a hundred Broadwell-EP-based processors was carried out. Unsurprisingly,
the results indicate that the same causes that underlie performance and power consumption
variations, lead to a ﬂuctuation of the model’s ﬁt parameters, prohibiting the generalization
from one specimen of a processor model to others. This is, however, not a shortcoming inherent to the proposed model but a fundamental problem caused by manufacturing-related
variations in chip quality.

Energy modeling and related insights
A powerful analytic energy model that is based on the proposed performance and power
models has been presented. This energy model offers the same advantages as the underlying
performance and power models: It is general in the sense that it can be successfully applied
to different processor designs; being based on two analytic models, the energy model itself
is of analytic nature, opening it up rational and mathematical analysis to reveal insights
into processors’ energy behaviors; it is the ﬁrst analytic model to take all relevant tunable
processor parameters into account; it can deal with both scalable and saturating codes; and,
it produces estimates of unprecedented accuracy.
The energy model’s ability to quickly identify optimal operating points with respect to
energy cost and EDP was demonstrated. The practical value of this capability lies in the
reduction of the time to identify optimum operating points: Full parameter space sweeps for
complex processors can take several weeks while the few measurements required to set up
the model can be carried out in less than an hour. The accuracy of the model was examined
using the scalable dgemm, the saturating stream triad, as well as 2D ﬁve-point and 25-point
long-range 3D stencils, which were executed on three processors with signiﬁcantly different
designs: The AMD Epyc processor, where the Uncore frequency is ﬁxed; the Intel Sandy
Bridge-EP processor, where cores and the Uncore are clocked at the same speed; and the
Intel Broadwell-EP processor, where core and Uncore can be clocked independently from
each other. For all surveyed applications and processors, all examined combinations of active
core count, core and (if applicable) Uncore frequencies, resulted in model estimates with
relative errors below 4%.
After validation, the composite analytic model was subjected to rational and mathematical analysis, which revealed several general best practices: For one thing, it could be shown
that scalable codes should be executed with all available cores to minimize energy cost; it
could also be shown that saturating codes should be executed with exactly the amount of
cores required to saturate main memory to minimize energy cost.2 Moreover, for some types
of processors, closed-form expression could be derived to determine the optimum clock frequency with respect to energy cost. Further, the Uncore frequency was identiﬁed as a major
2

While these two recommendations should come as no surprise to experts, it is the ﬁrst time that these are
mathematically derived from ﬁrst principles.
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parameter inﬂuencing energy consumption, even more important than the core frequency,
for scalable and saturating code alike. As a consequence, the investigations reveal that when
it comes to energy efficiency, processor designs that allow the Uncore frequency to be set
by the user independently of the CPU cores are superior to those that do not: For, on those
designs, the Uncore frequency can be lowered (and with it, the baseline power consumption) as long as this incurs no performance penalty, thereby increasing energy efficiency.
On the Intel Broadwell-EP processor, lowering the Uncore frequency yielded energy cost
reductions between 20-40% without impacting performance. In general, it was found that
energy savings of up to 20-50% are possible without sacriﬁcing performance depending on
the processor and application by choosing optimal operating points in terms of frequencies
and number of active cores.
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Chapter 7
Outlook
The results of this thesis can be extended in several directions. For one thing, to facilitate
the proliferation of the ECM model, it is desirable to automate as many of the model’s processes as possible. Automated estimates for Intel processors are already addressed by the
Kerncraft tool [96, 97]. Kerncraft relies on Intel’s IACA tool [131] to determine in-core runtime and uses a cache simulator in combination with selected information about a processor’s
cache/memory hierarchy to determine data-transfer contributions. Work is currently underway to create a tool for microarchitecture-independent in-core runtime estimates [132] that
is based on instruction throughput and latency values gathered with ibench [64]. Moreover, the methodology to determine relevant information about cache/memory hierarchies
proposed in this work could be automated as well, so the process to set up ECM machine
models for new microarchitecture becomes fully automated.
Another interesting avenue concerns the proposed reﬁnement of the ECM model’s multicore estimates: The proposed statistical approach produces high-accuracy estimates but
is based on recursion, which prevents formulating a closed-form expression for estimates.
Finding a closed-form substitute for the latency penalty in the multi-core scenario could be
worthwhile: Especially, an analytic model based on vendor speciﬁcations that can describe
the relationship between memory bandwidth and latency would be desirable, for it would
enable a better understanding of the relationship between memory utilization and latency.
As far as the proposed power model is concerned, an interesting question is whether
the model delivers accurate estimates for processors that were released during or after the
creation of this thesis (e.g., processors based on Intel’s latest Skylake-SP microarchitecture).
Moreover, future work could include examining the viability of applying the model to accelerators. Because, today, accelerators are at the forefront of high-performance and energyefficient computing, a good understanding of the power properties of architectures such as,
e.g., Nvidia’s V100 GPU or NEC’s Tsubasa vector processor, is imperative.
One of the power model’s shortcomings relates to its set-up process: Reliably controlling
the environment, in which the measurements required to determine the model’s ﬁt parameters are carried out, can be difficult. On one hand, a large number of variables that inﬂuence
power consumption have to be set (some of which, such as the Uncore frequency, require
additional tools); on the other, hardware event counters need to be monitored to make sure
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the environment was stable (otherwise potential interference caused by processor’s powermanagement unit, e.g., frequency reductions to keep dissipated power within the speciﬁed
TDP, would go undetected). Thus, another possible follow-up could be the creation of a tool
that automates the necessary measurements in a stable environment and reliably determines
the model’s ﬁt parameters. In addition to being used by the power model for estimates, the
results of automated measurements could be used to rank processors of a cluster by their
quality with respect to power consumption. In an attempt to reduce utility cost, this information could be used by a batch system to favor nodes with “good” processors during
resource allocation. Another continuation of the work on a more practical path would be to
extend the existing power model by taking power consumption of other components, such
as memory and network interfaces, into account.
Another interesting question concerns the production-related variation of processor power
consumption that has been observed in this thesis: It was shown that ﬁt parameters obtained
on one processor specimen do not produce accurate estimates for other specimens of the
same model. However, it is worth examining whether qualitative results from one specimen
parameters (e.g., the operating point with lowest power consumption) can be generalized to
other specimens of the same processor model.
On the scientiﬁc end, it might be worthwhile to investigate the connection between the
proposed macroscopic model and microscopic models, in which individual operations such
as ﬂoating-point operations or data transfers are assigned an energy cost. Preliminary work
in this direction to estimate energy cost of data transfers by subtracting the baseline power
from the measured processor power and dividing the result by the number of cache-line
transfers per second for data coming from various levels in the cache hierarchy shows promising results; however, new methodologies and micro-benchmarks have to be developed to
reliably determine energy costs for events that take place inside a core. It would prove to
be highly valuable if it is possible to build an analytic microscopic energy model from this
information, for such a model could be used to optimize parts of future processors such as
the cache/memory hierarchy with respect to energy efficiency.
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Appendix A
Observed variations in processor power consumption
In the following, the signiﬁcant variation of dissipated power of contemporary processors
will be demonstrated using processor specimens found in the “Meggie” cluster of the Erlangen Regional Computing Center.1 The cluster comprises 728 compute nodes, each equipped
with two Intel Xeon E5-2630 v4 Broadwell-EP processors, making for a sufficiently large sample of 1456 processors of the same CPU model.
The multiplication of two dense double-precision ﬂoating-point matrices, also known as
dgemm, implemented in Intel’s Math Kernel Library was chosen as benchmark for this power
study, for dgemm is known to be a notoriously power-hungry application. Because a processor’s temperature can have a signiﬁcant impact on dissipated power, a warm-up phase
in which dgemm is run until the processors reaches thermal equilibrium is carried out before the actual power measurements were taken (see Section 2.3 for details on measurement
methodology). To maximize power consumption, the benchmark was executed on all available cores, running in Turbo mode. Because the AVX version of dgemm lead to the processors
clocking at different frequencies (some of the processors managed to attain the maximum
supported Turbo frequency while others did not), the results shown below correspond to
measurements taken using the SSE version of the benchmark.
Figure A.1a shows a scatter plot of the measured core frequency vs. dissipated power for
all 1456 processors. The data shows that all processors manage to run at the maximum
supported frequency of 2.4 GHz,2 so different core frequencies can be ruled out as causes for
variations of dissipated power. The data shows that these variations can be signiﬁcant: In
terms of power usage, the “best” processor manages to attain the frequency limit of 2.4 GHz
using only 48.7 W, while the “worst” processor requires 70.6 W (i.e., 45% more power!) for
the same task.
Figure A.1b quantiﬁes the distribution and variation concerning dissipated power, which
appears to be subject to a normal distribution with a mean of 59.2 W and a standard deviation
of 3.4 W.
1
2

https://www.anleitungen.rrze.fau.de/hpc/meggie-cluster/
Note that the actual limit imposed by the processor seems to be at 2394 MHz instead of exactly 2400 MHz.
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Figure A.1: (a) Scatter plot of attained CPU core frequency vs. power consumption for the
1456 processors of the Meggie cluster running the SSE version of dgemm. (b)
Distribution of measured dissipated power among the 1456 processors.
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Appendix B
Determining and modifying the Uncore frequency on Intel Haswell-EP and BroadwellEP processors
Although not officially documented by Intel, there exists a forum discussion1 in which an
Intel employee provides some information on how to manually set the Uncore frequency
on Intel Haswell-EP processors. The process also works on Broadwell-EP processors. In the
following, a short deﬁnition of the model-speciﬁc register (MSR) interface that is used to set
the Uncore frequency and a software package to access the interface is provided. Then, the
process of modifying the Uncore frequency is clariﬁed using some examples. Finally, a way
to validate whether the applied modiﬁcations had the desired effect is presented.

Low-level interface to influence Uncore frequency
The Uncore frequency of Haswell-EP and Broadwell-EP processors can be adjusted via the
lower 16 bits of MSR 0x620. The register contents represent upper and lower bounds for the
Uncore frequency: Bits 15 through 8 encode the minimum and bits 7 to 0 the maximum
frequency. To derive a frequency from each of the two eight-bit groups, the integer encoded
in the bits (in standard unsigned binary representation) has to be multiplied with a factor of
100 MHz (an example to demonstrate the process will follow shortly).
Intel’s msr-tools [90] implement a simple command-line interface to access MSRs on
the Linux operating system (note that the msr kernel module needs to be loaded to expose
MSRs to user-space). The binaries rdmsr and wrmsr can be used for reading and writing
MSRs, respectively.
1

https://software.intel.com/en-us/forums/software-tuning-performance-optimizationplatform-monitoring/topic/600913

203

B Determining and modifying the Uncore frequency on recent Intel CPUs

Reading the Uncore frequency
Since the supported Uncore frequency range of CPU models is not publicly available,2 a
good starting point is to determine this range. Enabling UFS in the BIOS will set minimum
and maximum allowed frequencies in MSR 0x620 to the minimum and maximum supported
Uncore frequencies of a particular processor: E.g., enabling UFS in the BIOS of the testbed
node containing the two Broadwell-EP processors and reading the MSR’s contents for one of
the processors in the system using the previously discussed rdmsr binary yields the following
result:3
# rdmsr -p 0 0x620
c1c
Note that rdmsr outputs the register’s contents in hexadecimal representation (unfortunately
the tool does not preﬁx the hex value with 0x, as it should, to avoid confusion between hexadecimal and decimal representation) and does not print leading zeroes. Taking the liberty
of ﬁxing rdmsr’s shortcomings, the MSR’s contents in hex are 0x0c1c. The ﬁrst eight bits
(i.e., 0x0c) correspond to a decimal value of 12; the second eight bits (i.e., 0x1c) to a decimal
value of 28. Multiplying these values a factor of 100 MHz yields minimum and maximum
Uncore frequencies of 1.2 GHz and 2.8 GHz, respectively.

Modifying the Uncore frequency
Setting minimum and maximum frequencies is done via wrmsr. E.g., to set a new minimum
frequency of 1.6 GHz and a new maximum frequency of 2.0 GHz, the frequencies are ﬁrst
divided by 100 MHz, resulting in decimal values of 16 and 20, respectively. These are then
converted to hexadecimal representation (0x10 for 16 and 0x14 for 20) and concatenated:
0x1016. The command line to make the frequency adjustments would therefore be:
# wrmsr -p 0 0x620 0x1016
When specifying different values for the minimum and maximum Uncore frequencies will
dynamically change the Uncore frequency within the speciﬁed boundaries depending on the
workload. In order to ﬁx the Uncore frequency to a speciﬁc clock rate, the minimum and
maximum frequency are both set to the desired frequency: E.g., the following command will
make the Uncore run at a ﬁxed frequency of 2.0 GHz by setting the minimum and maximum
allowed frequency to 2.0 GHz (20 in decimal, 0x16 in hexadecimal):
# wrmsr -p 0 0x620 0x1616.
Note that specifying a frequency outside the supported range will not have any effect: Specifying a frequency below or above the supported range will result in the frequency being
capped at the lowest or highest supported frequency, respectively.
2

At the time of writing, the information was only provided in documentation available to parties that have
signed a non-disclosure agreement with Intel.
3
Note that the Uncore frequency can be set individually for each chip in a multi-socket system; Intel’s msrtools use the -p command line argument followed by a number to select a particular processor in a system
(numbering starts at zero).
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Figure B.1: Measured Uncore frequency and package power consumption of the BroadwellEP processor running at a CPU core frequency of 2.3 GHz.

Validation using hardware performance counters
Measuring the Uncore frequency to check whether changes made via the MSR had any effect
is carried out most easily with the help of likwid-perfctr from the likwid tool suite [89].
Figure B.1 shows the measured Uncore frequency and package power consumption based
on the UNCORE_CLOCK and PWR_PKG_ENERGY hardware events for the Broadwell-EP processor
from the testbed. During the measurement, the node was idle (i.e., only the operating system
kernel and likwid-perfctr were running). The minimum and maximum Uncore frequencies were initially set to 1.2 GHz using wrmsr and increased by 100 MHz every ﬁve minutes.
Results obtained via the hardware performance counters indicate that modiﬁcations made
via wsmsr to MSR 0x620 were successfully realized as is reﬂected by the measured Uncore
frequency. In addition, the graph demonstrates the effect that the Uncore frequency has on
power consumption: Moving from an Uncore frequency of 1.2 GHz to 2.8 GHz more than
doubles the power dissipated by an idle chip from 23.4 W to 48.5 W.
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Appendix C
Implications of superscalarity, out-of-order
scheduling, and speculative execution on instruction throughput
The ECM model assumes that the in-core runtime is limited by instruction throughput. As
a consequence, the time required to process nit loop iterations corresponds to the number
of cycles required to retire all instructions involved in these loop iterations. Analyzing the
execution of the vector summation algorithm shown in Listing C.1 on a theoretical processor
capable of superscalar execution, out-of-order scheduling, and speculative execution shows
why the ECM model’s throughput assumption is valid.
Let us assume a theoretical core loosely based on contemporary Intel designs: This core
uses 64-byte CLs and has two load units, an add unit, and a store unit; let us further assume this core is capable of superscalar execution, out-of-order scheduling, and speculative
execution.
For the sake of simplicity, we neglect SIMD vectorization and assume scalar instructions.
To process one CL from each input stream nit = 8 loop iterations are required. These loop
iterations entail sixteen load instructions (eight load instructions for each of the arrays A
and B), eight FP add instructions, and eight store instructions.
Figure C.1 shows a timeline of the instruction execution inside the theoretical processor.
1
2
3
4
5
6

void
vecsum(double *A, double *B, double *C, int N)
{
int i;
for (i=0; i<N; ++i)
C[i] = A[i] + B[i];

7
8

}

Listing C.1: Vector sum implementation in C.
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1
2
3
4
5
6
7

double
sum_reduction(double *A, int N)
{
int i;
double sum = 0.0;
for (i=0; i<N; ++i)
sum = sum + A[i];

8

return sum;

9
10

}

Listing C.2: Vector sum reduction implementation in C.

When execution begins, only two load instructions can be retired. Assuming an L1 latency
of four cycles (similar to that found in Intel processors), the core can start retiring arithmetic
instructions after these four cycles have passed (i.e., after data has been loaded from the cache
into registers and operands for the add instructions are available). A similar effect is observed
for storing data; only after the three-cycle add latency (again, similar to the latency found in
Intel processors) has passed, can the core retire store instructions to write the results of the
add instruction to the L1 cache.
After this short wind-up phase, a steady state is reached, meaning that over a particular
time window (in this case, one cycle) all components relevant to the runtime exhibit a recurring pattern. At this point, the time required to process nit = 8 loop iterations is limited by
instruction throughput: Starting with cycle seven, the time to process nit = 8 loop iterations
corresponds to the time required to retire the instructions from eight loop iterations.
Given non-trivial loop lengths, the wind-up phase and the wind-down phase (not shown
in Figure C.1) can be neglected and the average time to process nit loop iterations of Listing C.1
is limited by instruction throughput.
Note, however, that for other instruction mixes, throughput might not be the only factor
inﬂuencing runtime. In some cases, inter-loop dependencies (e.g., the reuse of a result from
a previous loop iteration) can increase the time required to process nit loop iterations. Consider, for example, the vector sum reduction shown in Listing C.2. If the resulting instruction
mix uses a single register for the variable sum, the time required for one loop iteration is at
least as high as the latency of the add instruction, for each new add has to wait for the previous add to complete in order to use the previous instruction’s result as one of its inputs. For
the sake of completeness, it should be pointed out that the previously described effect is not
limited to successive loop iterations, but can also occur inside a single loop iteration (then
called intra-loop dependencies).
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Figure C.1: Timeline of instruction execution on a theoretical processor.
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Appendix D
Comparison of naive and refined ECM model
multi-core estimates
This appendix contrasts multi-core predictions of the original ECM model and the reﬁned
approach proposed in Section 3.2.1 to demonstrate the latter’s ability to addresses the original
model’s shortcomings. Estimates of both models and empirical data is presented for the
Schönauer vector triad for all processors from the testbed with the exception of AMD’s Epyc
processor, where the two models’ predictions do not differ due to the fact that the memory
bandwidth of a single Zen Zeppelin can be saturated using only two cores.
The Intel Broadwell-EP processor, running in non-COD mode, was used as a representative to demonstrate the shortcomings of the original ECM model with respect to multi-core
estimates in Section 3.1.3. This data is reproduced in Figure D.1a. Figure D.1b shows the
multi-core prediction using the reﬁned ECM model, substantiating that the reﬁned approach
successfully addresses the shortcoming. The prediction of the reﬁned model is based on the
following inputs: The single-core performance estimate of the Broadwell-EP processor operating in non-COD mode at core and Uncore frequencies of 2.3 and 2.8 GHz, respectively, is
Mem
PECM
= 58.0 cy (cf. Section 3.4.2 on page 97). The time the memory bus is busy corresponds
to Tmem = 320 B/27.2 B/c = 11.7 cy, for nit loop iterations of the Schönauer vector triad
entail ﬁve 64-byte CL transfers, which happen at a bandwidth of 27.2 B/c (cf. Table 3.4 on
page 99). Using empirical data, T̄0 was determined to be six cycles.
Although a brief glance at Figure D.1 is sufficient to establish the higher accuracy of
the reﬁned estimate, it is hard to tell how much of an improvement the reﬁned approach
present using strictly visual data. To alleviate this problem, Table D.1 provides exact numbers for empirical performance data and both estimates, including the relative model error
for each instance: Whereas the naive model produces errors of more than 25%, the reﬁned
approach delivers signiﬁcantly better results with the relative error below one percent for all
core counts.
Figure D.2 demonstrates that the reﬁned model also produces correct results when using differing CPU core and Uncore frequencies. It shows a comparison of the naive and
reﬁned ECM model estimates for the Broadwell-EP processor in non-COD mode running
at CPU core and Uncore frequencies of 1.9 and 1.2 GHz, respectively. Note that the empiri-
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Figure D.1: Comparison of empirical multi-core performance data to performance estimates
using (a) the original and (b) the reﬁned ECM model for the Schönauer vector
triad with an in-memory data set of 16 GB on the Broadwell-EP processor running in non-COD mode at CPU core and Uncore frequencies of 2.3 and 2.8 GHz,
respectively.

Number of active cores

1

2

3

4

5

6

7

Measurement [MFlop/s]
Naive est. [MFlop/s]
Reﬁned est. [MFlop/s]

633 1203 1750 2161 2472 2711 2888
633 1266 1899 2532 3158 3158 3158
633 1212 1758 2162 2474 2720 2896

Relative err. (naive) [%]
Relative err. (reﬁned) [%]

0.0
0.0

5.2
0.7

8.5
0.5

17.2
0.0

27.8
0.1

16.5
0.3

9.3
0.3

8

9–18

3033
3158
3048

3150
3158
3158

4.1
0.5

0.3
0.3

Table D.1: Quantitative comparison of empirical performance data to naive and reﬁned ECM
model performance estimates for the Schönauer vector triad on the BroadwellEP processor in non-COD running at CPU clock and Uncore frequencies of 2.3
and 2.8 GHz, respectively. Empirical performance data listed under 9–18 cores
(at which point main memory is saturated) is the geometric mean of individual
measurements using 9, 10, …, 18 cores.
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Figure D.2: Comparison of empirical multi-core performance data to performance estimates
using (a) the original and (b) the reﬁned ECM model (T̄0 = 5 cy) for the Schönauer vector triad with an (in-memory) data set of 16 GB on the Broadwell-EP
processor running in non-COD mode at CPU core and Uncore frequencies of 1.9
and 1.2 GHz, respectively.
cally determined value of T̄0 is constant in terms of time no matter what frequency the cores
are running at. However, as T̄0 is expressed in CPU clock cycles, its value needs to be adjusted accordingly: When the cores were running at a frequency of fcore = 2.3 GHz, T̄0 was
6 cy. When the cores are running at a frequency of fcore = 1.9 GHz, the adjusted value is
T̄0 = 6 cy · 1.9 GHz/2.3 GHz ≈ 5 cy.
To corroborate the generality of the reﬁned approach further, Figure D.3 includes data
for the Broadwell-EP processor with COD mode enabled. In line with observations made in
Section 3.4.2, which indicate a reduction in memory latency when operating for the HaswellEP and Broadwell-EP processors in COD mode, T̄0 was determined to be only 2.9 cy in this
setting.
So far, the new approach has only been validated on the Broadwell-EP processor. Results
for all other Intel processors from the testbed (i.e., the Sandy and Ivy Bride-EP as well as
the Haswell-EP processors) are shown in Figures D.4, D.5, and D.6. Each of the processors
is running at its nominal clock frequency of 2.7, 3.0, and 2.3 GHz, respectively; the HaswellEP processor is running at the highest supported Uncore frequency of 3.0 GHz. On these
processors, T̄0 was determined to be 13.0, 11.0, and 7.4 cy, respectively. On all processors the
reﬁned ECM model manages to describe multi-core performance signiﬁcantly better than
the original ECM model—particularly in the area around the knee of the scaling curves.
Results for IBM’s Power8 processor, where T̄0 was established to be 4.0 cy, are shown in
Figure D.7. The results indicate that the presented approach also applies to processors from
other vendors.
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Figure D.3: Comparison of empirical multi-core performance data to performance estimates
using (a) the original and (b) the reﬁned ECM model (T̄0 = 2.9 cy) for the Schönauer vector triad with an (in-memory) data set of 16 GB on the Broadwell-EP
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Figure D.4: Comparison of empirical multi-core performance data to performance estimates
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processor running at CPU core frequency of 2.7 GHz.
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Figure D.6: Comparison of empirical multi-core performance data to performance estimates
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Figure D.7: Comparison of empirical multi-core performance data to performance estimates
using (a) the original and (b) the reﬁned ECM model (T̄0 = 4.0 cy) for the Schönauer vector triad with an (in-memory) data set of 16 GB on the Power8 processor
running at CPU core frequency of 2.9 GHz.

216

Appendix E
Supplementary power-model data
In Sections 4.4 and 4.5, which provided instructions on how to set up the power model
and the validation of the power model, respectively, only data for the Intel Sandy BridgeEP processor was presented. This appendix provides supplementary data for the Intel Ivy
Bridge-EP, Haswell-EP, Broadwell-EP, and the AMD Epyc processors. Note that no data for
the IBM Power8 processor is available, for at the time of writing there was no feasible way
to measure power or energy consumption of the IBM chip (also, the node containing the
processor was accessed remotely so using a voltmeter to measure power consumption at the
PSU was not an option either).
The ﬁrst two sections of this appendix deal with the processors’ baseline-power and corepower components, respectively. The last section deals with the validation of the power
model for the remaining processors from the testbed.

Processor baseline power
During Section 4.4, which described how the model parameters used to estimate processor
baseline power are derived, only data for the Sandy Bridge-EP processor was shown. Here,
the equivalent data for all other processors is produced.
Figure E.1a shows power measured on the AMD Epyc processor subject to the number
of active cores for different CPU core frequencies for the dgemm benchmark (N = 60.000).
The fact that the extrapolated processor base power is identical for all three CPU frequencies demonstrates that the Uncore is clocked with a ﬁxed frequency on the Epyc processor.
This means π1base and π2base are both zero; π0base = 64.02 W and the processor baseline power
estimate is simply Πbase = 64.02 W.
For the Ivy Bridge-EP processor, the situation is similar to that of the Sandy Bridge-EP
chip discussed in Section 4.4. The processor baseline power depends on the frequency the
Uncore is clocked with. Fitting the baseline power parameters on this processor yields π0base =
13.66 W, π1base = 2.32 W/GHz, and π2base = 0.66 W/GHz2 . Figure E.1b compares empirical
processor baseline power to the model estimate. The maximum relative model error is below
1% for all supported frequencies.
Empirical data on the Haswell-EP chip indicates the processor exhibits signiﬁcantly different power dissipation for low and high frequencies. This can be observed in Figure E.2b,
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Figure E.1: (a) Package power measured on the AMD Epyc processor subject to active core
count for different CPU core frequencies. (b) Comparison of empirical processor
baseline power to model estimate subject to Uncore frequency on the Ivy BridgeEP processor.
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Figure E.2: Comparison of empirical processor baseline power to model estimate subject to
Uncore frequency on the (a) Haswell-EP and (b) Broadwell-EP processors, both
clocked at CPU core frequencies of 2.3 GHz.
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Processor
AMD Epyc
Intel Sandy Bridge-EP
Intel Ivy Bridge-EP
Intel Haswell-EP (fUnc. ≤ 1.7 GHz)
Intel Haswell-EP (fUnc. > 1.7 GHz)
Intel Broadwell-EP (fUnc. ≤ 1.7 GHz)
Intel Broadwell-EP (fUnc. > 1.7 GHz)

π0base

π1base

π2base

64.02 W
14.62 W
13.66 W
31.53 W
32.53 W
27.18 W
70.77 W

0 W/GHz
1.07 W/GHz
2.32 W/GHz
-15.31 W/GHz
-6.92 W/GHz
-6.45 W/GHz
-44.11 W/GHz

0 W/GHz2
1.02 W/GHz2
0.66 W/GHz2
9.13 W/GHz2
3.93 W/GHz2
5.71 W/GHz2
13.14 W/GHz2

Table E.1: Summary of processor baseline power ﬁt parameters for all processors.
which compares empirical processor baseline power to the model estimate. For frequencies
up to around 1.7 GHz, increasing the Uncore clock is accompanied by major increases in
power consumption. From this point onward, the impact of increasing the frequency on
power is no longer as strong. As can be seen in Figure E.2b, the Broadwell-EP processor exhibits similar behavior: Up to an Uncore frequency of 1.7 GHz the impact of increasing the
clock on power is more severe than for higher frequencies. Without additional information
from the manufacturer, it is impossible to explain this behavior, although one can infer that
apparently lower frequencies seem to make more aggressive power-saving technique possible. Be that as it may, a simple approach to model this behavior is to use a piecewise-deﬁned
function for the processor baseline power estimate. The resulting model parameters for the
Haswell-EP and Broadwell-EP processors are shown in Table E.1, which also summarizes the
processor baseline model parameters for all other processors.
Consider this closing remark: The parameters listed in Table E.1 should be treated strictly
as ﬁt parameters; they should not be interpreted in any physical context. Any practical meaning of these parameters is lost when the individual expressions based on ﬁrst principles that
describe the relationship between variables get thrown together to obtain a single polynomial (cf. Section 4.2.3 in [6]). This is made particularly obvious upon closer inspection of
some of the parameters (e.g., π1base on the Haswell-EP and Broadwell-EP processors, which
are negative).

Core power
During Section 4.4, which covered the determination of per-core power model parameters,
only data for the Sandy Bridge-EP processor was shown. This section contains equivalent
data for all other processors. Note all parameters presented here were ﬁtted using the dgemm
benchmark with N = 60.000.
Figure E.3a displays measured processor power subject to CPU core frequency on the
AMD Epyc processor and the model estimate based on the determined ﬁt parameters π0core =
1.69 W, π1core = −1.81 W/GHz, and π2core = 1.16 W/GHz2 . Since the processor supports
only three different core clock speeds, it makes no sense to interpret the maximum relative error of the model estimate (which is zero), for a second-degree polynomial perfectly describes
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Figure E.4: Derived Pcore values subject to CPU core frequency and ﬁtted function on the
(a) Haswell-EP and (b) Broadwell-EP processors running at an Uncore clock frequency of 2.8 GHz.
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Processor
AMD Epyc
Intel Sandy Bridge-EP
Intel Ivy Bridge-EP
Intel Haswell-EP
Intel Broadwell-EP

π0core

π1core

π2core

1.69 W
1.42 W
0.62 W
2.64 W
-0.16 W

-1.81 W/GHz
-0.52 W/GHz
0.65 W/GHz
-1.50 W/GHz
1.48 W/GHz

1.16 W/GHz2
1.51 W/GHz2
0.59 W/GHz2
1.57 W/GHz2
0.37 W/GHz2

Table E.2: Summary of per-core power ﬁt parameters for dgemm (N = 60.000) on all processors.
a curve through the three measurements.
Figure E.3b relates measured per-core power to the model estimate for the Ivy BridgeEP processor. The parameters determined for the specimen are π0core = 0.62 W, π1core =
0.65 W/GHz, and π2core = 0.59 W/GHz2 . As was the case for the Sandy Bridge-EP processor
(discussed in Section 4.4), the model perfectly describes the relationship between the CPU
core frequency and power dissipated by a single core with a maximum relative error below
1%.
Figures E.4a and Figure E.4b compare data obtained via measurement to the model estimates for the Haswell-EP and Broadwell-EP processors, respectively. On these processors,
too, the relationship between CPU core frequency and power dissipated by a core is perfectly described by the model with a maximum relative error below 1% in both cases. The
corresponding parameters for Haswell-EP and Broadwell-EP are listed in Table E.2, which
compiles the core-power parameters for all examined processors.

Model validation
In Section 4.5 the proposed power model was validated on the Sandy Bridge-EP processor.
This section contains supplementary validation data for all remaining processors for the
dgemm benchmark with N = 60.000. The model parameters used for the estimates for which
the relative errors are given are documented in Tables E.1 and E.2.
Figure E.5 shows the relative model error for the AMD Epyc processor, which has only
three selectable CPU core frequencies. For this processor, the comparison of model estimates
and measured power consumption yields mean relative error of just 0.3%. The maximum
relative error encountered is 1.1%.
Figure E.6 displays the relative model error for the Ivy Bridge-EP processor. One immediately notices the high model error for nine active cores. However, this is not a failure on
the model’s part but rather a bug in Intel’s Math Kernel Library (MKL): On all tested Ivy
Bridge-EP processors, when instructing Intel’s MKL to run dgemm with nine active cores, it
will run it with only eight active cores.1 The problem here is that the model gives a power
estimate for nine active cores while the measurement uses only eight active cores. Excluding
1

https://software.intel.com/en-us/forums/intel-math-kernel-library/topic/726774

221

E Supplementary power-model data
these faulty measurements, the model estimates have mean and maximum relative errors of
0.6% and 1.6%, respectively.
Figure E.7 shows the relative model error for the Haswell-EP processor, running at a ﬁxed
Uncore frequency of 3.0 GHz (i.e., the maximum supported Uncore frequency). Note that a
single Uncore frequency has been selected to serve as a representative, instead of showing
heat maps for all nineteen different Uncore frequencies. As corroborated by data in Chapter 5, where the power model is used to derive energy-cost estimates for different Uncore
frequencies, the relative error of the power model for arbitrary Uncore frequencies is similar
to that shown in Figure E.7. Across all different Uncore frequencies, the mean and maximum
relative model error for the Haswell-EP processor is 0.9% and 3.7%, respectively.
Figure E.8 shows the relative model error for the Broadwell-EP processor, running at a
ﬁxed Uncore frequency of 2.8 GHz (again, the maximum supported frequency). Analogous
to the Haswell-EP processor, a single Uncore frequency was selected to serve as representative
instead of showing individual ﬁgures for all seventeen supported Uncore frequencies. Across
all different Uncore frequencies, the mean and maximum relative errors of the model are
0.9% and 4.0%, respectively.
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Figure E.8: Relative model error for dgemm with N = 60.000 on the Broadwell-EP processor
for different core counts and CPU core frequencies and a ﬁxed Uncore frequency
of 2.8 GHz.
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Appendix F
Automation of performance, power, and energy estimates
Manually carrying out parameter studies with the proposed performance (Chapter 3), power
(Chapter 4), and energy models (Chapter 5) can be a tedious process. In addition, the fact
that many internal model parameters and machine properties change with the CPU core and
Uncore frequencies (e.g., inter-cache and sustained memory bandwidths, latency penalties,
and so on) make the process prone to errors.
Here, a Python script that was designed to address these issues is presented to allow readers
to validate data presented in Chapter 5 and to enable them to apply the models to other applications. Note that the script is also available online, together with a C implementation of
the 3D 25-point long range stencil discussed in Section 5.2.4, and empirical data obtained on
the Sandy Bridge-EP processor from the testbed at https://github.com/hofm/auto-est.
Listing F.1 contains a condensed version of this script.
The ﬁrst function, model_setup, sets machine-speciﬁc power-model and ECM-model
parameters, taking into account the various frequency dependencies (e.g., when calculating
the runtime contributions of data transfers in lines 17 and 18).
The function memory_bus_utilization implements the reﬁned multi-core performance
estimates described by Equations 3.14 and 3.19 on pages 69 and 70, respectively, to estimate
the memory bus utilization. Based on this, the function ecm_est derives a performance estimate by weighing performance at the memory-saturation point with memory bus utilization
according to Equation 3.20 on page 71.
As the name suggests, the function pow_est handles power estimates. Based on the π∗base
parameters (speciﬁed in line ten of the script), the baseline estimate is given according to the
speciﬁed Uncore frequency as documented in Equation 4.2 on page 135. Next, the singlecore estimate is given based on the π∗base parameters (cf. line eleven of the script) and the
speciﬁed CPU core frequency according to Equation 4.2 on page 135. Subsequently, the core
power is dampened subject to the code’s parallel efficiency to account for saturating behavior.
Finally, the power components are added up (cf. Equation 4.4 on page 137).
The function generate_estimates is the starting point for estimates: It calls and combines the output of all previously discussed functions. The function ﬁrst opens an output
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1
2
3
4
5
6

def model_setup(f_core, f_uncore):
# Machine
global n_cores, f_core_nom, T0_nom, alpha
n_cores
= 8;
f_core_nom = 2.7
T0_nom
= 13;
alpha
= 0.35
sust_mem_bw = { 1.2:28.2, 1.3:29.9, ..., 2.7:37.8 }

7

# Power model
global pi_base_0, pi_base_1, pi_base_2, pi_core_0, pi_core_1, pi_core_2
pi_base_0 = 14.62; pi_base_1 = 1.07; pi_base_2 = 1.02
pi_core_0 = 0.68; pi_core_1 = 1.16; pi_core_2 = 1.08

8
9
10
11
12

# ECM model
global T_L3Mem, T_ECM
T_OL
= 52;
T_nOL
= 56
T_L1L2 = (20*64)/32
T_L2L3 = (12*64)/(32 * min(f_uncore/f_core, 1))
T_L3Mem = (12*64)/(sust_mem_bw[f_uncore]/f_core)
T_ECM = max(T_OL, T_nOL+T_L1L2+T_L2L3+T_L3Mem)

13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28

def memory_bus_utilization(n_core, T_L3Mem, T_ECM, f_core):
if n_core == 1:
return T_L3Mem / T_ECM
else:
T0 = T0_nom * f_core/f_core_nom
u = (n_core * T_L3Mem) / (T_ECM + (n_core-1) * T0 *
memory_bus_utilization(n_core-1, T_L3Mem, T_ECM, f_core))
return min(u, 1)

29
30
31
32

def ecm_est(n_core, f_core):
ECM_perf_sat = 16 / T_L3Mem * (f_core * 1000**3)
return memory_bus_utilization(n_core, T_L3Mem, T_ECM, f_core) * ECM_perf_sat

33
34
35
36
37
38

def pow_est(f_uncore, f_core, n_core, pareff):
baseline_est=pi_base_0+pi_base_1*float(f_uncore)+pi_base_2*float(f_uncore)**2
core_est=pi_core_0+pi_core_1*float(f_core)+pi_core_2*float(f_core)**2
dampening = pareff**alpha
return baseline_est + n_core * core_est*dampening

39
40
41
42
43
44
45
46
47

def generate_estimates(f_core, f_uncore):
f = open('est-f_core-{}-f_uncore-{}.dat'.format(f_core, f_uncore), 'w+')
model_setup(f_core, f_uncore)
for n_core in range(1, n_cores+1):
perf_est = ecm_est(n_core, f_core)
pareff = (perf_est/ecm_est(1, f_core))/n_core
energy_est = pow_est(f_uncore, f_core, n_core, pareff)/perf_est
f.write('{} {}\n'.format(perf_est, energy_est))

Listing F.1: Python script for automated performance and energy estimates.
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ﬁle (line 41); then, it adjusts all ECM model parameters according to the selected CPU core
and Uncore frequencies (line 42). Next, estimates are given for each permissible number
of active cores: First, the performance for n cores is estimated (line 44). Next, the parallel
efficiency is computed by relating the n-core to the single-core estimate and dividing by the
number of active cores n (line 45). The energy is estimated by dividing the power estimate by
the performance estimate (cf. Equation 5.1 on page 148). Finally, the performance and power
estimates are written to the output ﬁle.
The Python code shown in the listing is used by calling the generate_estimates function with the CPU core and Uncore frequencies for which an estimate should be generated
as parameters. The function will produce estimates for all permissible core counts for the
selected frequency pair and write the results to an output ﬁle.
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